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End-to-end acceleration
Long shared fields make input order matter.

Synthetic · 128 rows per case · ID-first baseline · reference server: RTX 4090 / JEV-9B / vLLM 0.31.0 · concurrency 4
2 cold-namespace trials per layout; planning and cache fills included. Reuse is a workload property, not the cache-hit rate. Padding is intentional.


