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Abstract

Taiwan’s higher education quality assurance system relies on periodic accreditation cycles, document-
based self-assessment, and indirect measurement instruments that capture artifacts of learning rather
than its substance. This paper examines how agentic Al — systems capable of autonomous plan-
ning, persistent memory, and adaptive reasoning — could enable a paradigm shift from retrospec-
tive institutional snapshots to continuous individual learning trajectories. Crucially, it argues that
Al is not only transforming how we measure learning but what learning is: the co-evolution of
Al and human cognition creates a “double moving target” requiring adaptive, not fixed, assess-
ment architectures. The analysis employs the ADAPT framework (Assessment-Design for Agentic
Paradigm Transformation), an original conceptual model integrating five dimensions — Agency
Architecture, Diagnostic Mapping, Assessment Reconception, Policy Pathways, and Trust & Ethics
Safeguards — grounded in Kuhnian paradigm shift analysis, Bardach’s eightfold policy path, and
principlist ethics. Six structural limitations in Taiwan’s current quality assurance architecture func-
tion as Kuhnian anomalies; three policy scenarios are evaluated, with a phased implementation
pathway (2026-2030+) recommended for HEEACT’s fourth accreditation cycle. A four-principle
ethical analysis identifies eight systemic and five agentic-Al-specific risks, addressed through a
three-tier governance framework. Taiwan’s mature quality assurance ecosystem, Al Basic Act
(2025), and INQAAHE standing position it to lead — provided it builds assessment architectures

capable of evolving alongside the learners they measure.
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From Snapshots to Trajectories: How Agentic AI Will Redefine Student Learning
Outcomes and Transform Student Success Measurement — Implications for Taiwan’s Next

Cycle of Institutional Accreditation
Introduction
The Measurement Problem

In Taiwan’s higher education system, the primary external evidence used to determine whether
approximately 900,000 students are learning effectively is collected once every six years. An insti-
tution prepares a self-assessment report, assembles documentary evidence of its educational prac-
tices, and submits both to a panel of peer reviewers who visit the campus for one to two days. On
the basis of this evidence — curated by the institution itself, compiled months before the visit, and
evaluated over a period measured in hours — the institution receives an accreditation judgment that
will stand for the next six years (HEEACT, 2023a). During those six years, curricula will change,
faculty will turn over, labor markets will shift, and entire fields will be reshaped by technological

disruption. The accreditation judgment, once rendered, will capture none of it.

This temporal architecture would be unremarkable if learning itself were static — if the compe-
tencies students needed in 2024 were the same ones they would need in 2030, and if the methods
for developing those competencies changed only incrementally. But we live in an era of radical
discontinuity. Generative artificial intelligence emerged as a mass technology in late 2022; within
eighteen months, it had reshaped professional practice in law, medicine, software engineering,
journalism, and education itself (UNESCO, 2023). Agentic Al — systems that can autonomously
plan, execute, adapt, and remember — arrived shortly after, introducing a category of technology
that does not merely respond to human prompts but pursues goals, orchestrates tools, and operates
across extended time horizons with minimal human direction (Arunkumar et al., 2026; Masterman
et al., 2024). The world in which Taiwan’s accreditation framework was designed — a world of

incremental change, stable competency requirements, and human-only assessment — is receding.

The paradox is stark. We now possess technologies capable of continuous, real-time, individual-
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ized measurement of human learning across multiple modalities — technologies that can track a
student’s developing competencies not as a six-year retrospective summary but as a living, evolving
trajectory. Yet we continue to measure learning with instruments that produce snapshots: point-
in-time surveys, aggregate statistics, and curated documentary narratives. The gap between what
is measurable and what is measured constitutes not merely a technical limitation but a structural
failure — one that carries consequences for students whose learning goes unrecognized, for in-
stitutions whose quality goes unmeasured between accreditation cycles, and for a nation whose
economic competitiveness depends on a higher education system that can adapt faster than its as-

sessment architecture currently permits.

Yet this paradox has a deeper structural layer that constitutes the central thesis of this paper. The
framing above implicitly treats “learning” as a stable construct — a fixed target that merely re-
quires better measurement instruments. In reality, Al is not only transforming Zow we measure
learning; it is transforming what learning is. When students collaborate with Al systems to think
through problems, cognitive processes extend beyond the biological brain into technological sys-
tems (Clark & Chalmers, 1998). When information retrieval is offloaded to Al, human memory
shifts from storing facts to managing knowledge sources and evaluating epistemic reliability (Spar-
row et al., 2011). When Al assumes routine cognitive tasks, “knowing” migrates from individual
possession of knowledge to the capacity to effectively mobilize human-Al collaborative networks
(Hutchins, 1995). The measurement problem is therefore a double moving target: not only do the
instruments need updating, but the object of measurement — the very definition of learning, the
nature of knowledge, the boundaries of cognition — is itself being continuously reconstructed by
the technologies we deploy. This co-evolutionary dynamic — Al changes learners, changed learn-
ers reshape how Al should be adopted, which further changes learners — is the thread that runs
through the entire analysis that follows, from the Kuhnian paradigm shift theorized in Section 4
through the policy recommendations in Section 5 to the adaptive assessment architecture proposed
in Section 4.7. Any reform agenda that addresses only “how to measure better” while ignoring

“what we are measuring is changing” remains structurally incomplete.
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Taiwan’s Higher Education Context

Taiwan’s higher education system encompasses more than 140 institutions — national universities,
private universities, and universities of technology — serving a student population that has been
declining steadily as a consequence of one of the world’s lowest birth rates (MOE, 2025). The sys-
tem is governed by the Ministry of Education (MOE) and quality-assured externally by the Higher
Education Evaluation and Accreditation Council of Taiwan (HEEACT), an independent foundation
established in 2005 that holds full compliance with the International Network for Quality Assurance
Agencies in Higher Education (INQAAHE) International Standards and Guidelines and recogni-
tion by the Council for Higher Education Accreditation (CHEA) in the United States (HEEACT,
2023a; Lin et al., 2021). HEEACT administers both institutional accreditation, mandatory for all
higher education institutions on a six-year cycle, and program accreditation, voluntary since a 2017

policy shift toward institutional autonomy (HEEACT, 2024).

The urgency of the present analysis is driven by three converging forces. First, the demographic
crisis has reached existential proportions: in 2024 alone, seven universities ceased operations, and
the MOE projects that up to 40 private universities may close by 2028 as the cohort of students
entering higher education continues to shrink (Sharma, 2024; Taiwan News, 2024; MOE, 2025).
In a contracting system, the quality assurance question transforms from “does this institution meet
minimum standards?” to “can the assessment system identify, quickly enough to protect students,
which institutions are delivering sufficient learning value to justify continued operation?” A six-

year accreditation cycle is structurally incapable of providing that kind of early warning.

Second, Taiwan has moved decisively into the Al governance arena. The Al Basic Act (A L# £

FARTE), enacted in December 2025, articulates seven governing principles — human autonomy,
privacy protection, transparency, fairness, safety, accountability, and sustainability — that provide
a legal foundation for responsible Al deployment across sectors, including education (Legislative
Yuan, 2025). The Taiwan Al College Alliance (TAICA), launched in 2024 with 55 member univer-

sities, has begun developing shared Al curricula. The Taiwan Adaptive Learning Platform (TALP,
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(K144 48) has integrated generative Al capabilities into its nationwide adaptive learning infrastruc-
ture (MOE, 2025). These developments signal that Taiwan’s policy environment is increasingly
receptive to Al integration in education — but the quality assurance framework has not yet adapted

to evaluate, much less leverage, Al-driven assessment.

Third, and most consequentially, the design window for the fourth cycle of institutional accredi-
tation is imminent. The third cycle concludes in academic year 2025; the decisions made in the
next two to three years about the fourth cycle’s standards, indicators, evidence requirements, and
evaluation protocols will determine whether Taiwan’s quality assurance architecture enters the Al
era by design or by default. This paper argues that a deliberate, evidence-informed, and ethically
grounded approach to integrating agentic Al into the fourth-cycle framework can position Taiwan
as a regional leader in Al-augmented quality assurance — while a passive approach risks leaving

the framework increasingly disconnected from the educational reality it purports to assure.
Agentic Al: Beyond Chatbots

The public discourse on artificial intelligence in education has been dominated since late 2022 by
generative Al — specifically, large language models such as ChatGPT that can produce human-like
text, answer questions, and assist with writing tasks. This discourse, while important, has obscured
a more consequential technological development: the emergence of agentic Al systems that differ

from generative Al not merely in degree but in kind.

A generative Al tool responds to prompts. It produces text, code, or images when asked and ceases
activity when the user disengages. Its relationship to education is instrumental: it is a tool that ed-
ucators and students use, for better or worse, within existing pedagogical structures. An agentic Al
system, by contrast, pursues goals autonomously. It can decompose a complex objective into sub-
tasks, select and orchestrate tools to accomplish those sub-tasks, monitor its own progress, adapt
its strategy when initial approaches fail, and maintain persistent memory across interactions that
enables it to build cumulative models of the entities it works with (Arunkumar et al., 2026; Mas-

terman et al., 2024; Bandi et al., 2025). When applied to educational assessment, this constellation
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of capabilities does not merely automate existing assessment tasks — grading faster, scoring more
consistently — but enables assessment modalities that were previously impossible: continuous
competency tracking across courses and semesters, personalized assessment strategies calibrated
to individual learner profiles, multi-modal evidence integration that captures learning processes as
well as products, and longitudinal developmental trajectories that reveal how competencies emerge,

consolidate, and transfer over time.

The distinction matters for policy. The governance frameworks, ethical guidelines, and quality
assurance standards appropriate for a generative Al chatbot that helps students draft essays are
wholly inadequate for an agentic Al system that autonomously designs assessment strategies, eval-
uates student competencies, and triggers interventions based on its own judgment. If Taiwan’s
fourth accreditation cycle is designed with only generative Al in mind, it will be obsolete before it

is implemented.
Research Questions and Scope

This paper addresses five research questions, each corresponding to a layer of the analytical frame-

work:

RQ1 (Conceptual Foundation): What constitutes “agentic AI” in higher education, and how do its
autonomous planning, execution, and adaptation capabilities create qualitatively new possibilities

for learning outcome assessment that were impossible with prior Al paradigms?

RQ2 (Problem Diagnosis): What structural limitations in Taiwan’s current learning outcome mea-
surement ecosystem — spanning MOE indicators, HEEACT accreditation criteria, and institutional
assessment practices — create the demand conditions for a paradigm shift, and which of these lim-

itations are tractable through agentic Al intervention?

RQ3 (Paradigm Shift): Through what mechanisms can agentic Al transform learning outcome
measurement from periodic, standardized, and summative approaches to continuous, personalized,

and formative paradigms — and what would a conceptual framework for this transformation look
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like?

RQ4 (Policy Implications): What regulatory and accreditation adaptations are necessary for Tai-
wan’s MOE and HEEACT to accommodate agentic Al-driven learning outcome measurement, and

what implementation pathway would balance innovation with quality assurance?

RQS5 (Ethics and Governance): What ethical risks are unique to agentic Al in student success
measurement — particularly regarding learner autonomy, algorithmic accountability, equity, and
data sovereignty — and what governance frameworks can mitigate these risks within Taiwan’s legal

and cultural context?

The scope of the analysis is bounded in three ways. First, it focuses on Taiwan’s higher education
system specifically, drawing on international comparators for context but grounding all policy rec-
ommendations in Taiwan’s regulatory, institutional, and cultural environment. Second, it is a the-
oretical and policy-analytical paper, not an empirical study: it constructs conceptual frameworks,
evaluates policy scenarios, and proposes governance structures on the basis of existing evidence
and reasoned argument, but it does not present original data from field implementations. Third,
while it discusses Al capabilities that are currently emerging, it treats these capabilities as analyti-
cally established possibilities whose institutional implications warrant examination now — before,

rather than after, they become embedded in educational practice without deliberate governance.

Agentic Al — A New Paradigm in Educational Technology

The rapid maturation of artificial intelligence has produced a category of system that differs not
merely in degree but in kind from the Al tools that higher education institutions have deployed
over the past two decades. Where earlier generations of educational Al operated as passive in-
struments — responding to discrete queries, scoring individual items, or flagging anomalies —
a new class of agentic Al systems can autonomously plan multi-step assessment strategies, exe-

cute complex evaluation workflows, maintain persistent models of individual learners, and adapt
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their approaches on the basis of accumulated evidence (Arunkumar et al., 2026; Masterman et al.,
2024). This section establishes a rigorous taxonomy for understanding this evolution, articulates
the specific capabilities that distinguish agentic Al from its predecessors, and proposes a defini-
tional boundary that separates Al-assisted assessment from genuinely Al-agentic assessment. The
taxonomy developed here provides the conceptual scaffolding for subsequent sections, which ex-
amine how these capabilities intersect with the structural limitations of Taiwan’s current quality

assurance regime.
From Tools to Agents: A Taxonomy of Al in Education

Any serious attempt to integrate Al into educational assessment must begin with a clear-eyed clas-
sification of what different Al systems can and cannot do. The field has suffered from imprecise
language: university administrators, accreditation bodies, and policymakers often conflate a simple
plagiarism detector with a sophisticated adaptive learning platform, treating both as instances of
“Al in education.” This terminological looseness obscures critical differences in capability, risk,
and governance requirements. Drawing on Russell and Norvig’s (2021) canonical agent typologies
and Ouyang and Jiao’s (2021) three-paradigm framework for Al in education, we propose a four-

level taxonomy that maps the evolution of Al in educational settings with increasing specificity.

Level 0: Static Tools. At the most rudimentary level, educational institutions employ rule-based
software that performs fixed, deterministic operations on student work. Spell-checkers, grammar
correctors, and first-generation plagiarism detection systems (e.g., early versions of Turnitin) ex-
emplify this category. These tools apply predefined rules or string-matching algorithms without
any model of the student, the learning context, or the broader educational objectives. In Russell and
Norvig’s (2021) taxonomy, they correspond to simple reflex agents — systems that map percepts
directly to actions through condition-action rules, with no internal state and no capacity for learn-
ing. Their contribution to assessment is narrow but well-understood: they automate mechanical
checks that would otherwise consume instructor time. Critically, they make no evaluative judg-

ments about learning quality.
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Level 1: Reactive Al. The next tier encompasses systems that maintain an internal model of the
student and adjust their behavior accordingly, but only within a single interaction session or a nar-
rowly bounded task. Computerized adaptive testing (CAT) platforms, such as those underlying the
GRE and GMAT, exemplify Level 1: they select subsequent test items based on a running estimate
of examinee ability, adjusting item difficulty in real time using Item Response Theory models (van
der Linden & Glas, 2010). Intelligent tutoring systems like Carnegie Learning’s MATHia similarly
track student performance within a lesson and modify hints or problem sequences in response to
observed errors. In Ouyang and Jiao’s (2021) framework, these systems represent the A/-directed
paradigm, in which the Al assumes a controlling role — determining what the learner sees and
when — but operates within a fixed pedagogical script. The Al reacts to student input; it does not

reflect on its own strategies or reconsider its goals.

Level 2: Deliberative Al. A qualitative shift occurs when Al systems move beyond reactive item
selection to deliberate reasoning about pedagogical strategy. Learning analytics dashboards that
synthesize data from multiple sources — LMS engagement logs, assignment submissions, dis-
cussion forum participation, assessment scores — and generate actionable recommendations for
instructors represent this level. Systems like Civitas Learning or Brightspace Insights aggregate
longitudinal data, identify at-risk students, and suggest interventions. More advanced instantiations
include Al-powered essay scoring engines (e.g., ETS’s e-rater) that apply multi-dimensional rubrics
encompassing content, organization, and language use, and recommendation engines that suggest
personalized learning pathways based on competency gap analyses. These systems correspond to
Ouyang and Jiao’s (2021) Al-supported paradigm, in which Al augments human decision-making
without supplanting it, and to Russell and Norvig’s (2021) model-based and goal-based agents that
maintain representations of how the world works and select actions to achieve specified objectives.
The crucial limitation remains: a human must interpret the system’s outputs and decide what to do.

The Al deliberates, but it does not act autonomously.

Level 3: Agentic Al The most recent and consequential development transcends the tool-user rela-
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tionship entirely. Agentic Al systems — corresponding to Ouyang and Jiao’s (2021) AI-empowered
paradigm and Russell and Norvig’s (2021) learning agents — possess the capacity to autonomously
formulate goals, devise multi-step plans to achieve those goals, execute those plans through tool use
and environmental interaction, monitor their own performance, and revise their strategies based on
outcomes (Arunkumar et al., 2026). In educational assessment, a Level 3 system does not merely
score an essay or recommend a next item; it can design an entire assessment strategy for a student,
orchestrate the delivery of multiple assessment modalities (formative quizzes, peer review tasks,
reflective prompts, portfolio evaluations), evaluate the resulting evidence against a competency
framework, identify gaps, and autonomously initiate remediation sequences — all while main-
taining a persistent, evolving model of the learner that spans courses and semesters. Yan (2025)
describes this transition as the movement from “passive tool” to “socio-cognitive teammate,” a
characterization that captures the fundamentally collaborative — rather than instrumental — rela-

tionship between agentic Al and human educators.

This four-level taxonomy is not merely academic. It has direct implications for governance: the
regulatory frameworks, ethical guidelines, and quality assurance mechanisms appropriate for a
Level 0 spell-checker are wholly inadequate for a Level 3 agentic system that autonomously designs
and administers assessments. As subsequent sections will argue, Taiwan’s current accreditation

framework was designed for a world in which Al occupied Levels 0 and 1 at most.
What Agentic AI Can Do That Traditional AI Cannot

The distinction between Level 2 and Level 3 — between deliberative Al and agentic Al — warrants
further elaboration, because it is precisely at this boundary that the most consequential implications
for educational assessment emerge. Building on the unified taxonomy proposed by Arunkumar et
al. (2026) and the analysis of opportunities and challenges of large language models in education by
Kasneci et al. (2023), we identify six capabilities that collectively define agentic Al and differentiate
it from all prior paradigms. Each capability is illustrated with a concrete assessment scenario to

ground the theoretical discussion in institutional practice.
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Capability 1: Autonomous Planning. Agentic Al can decompose complex, high-level learning
objectives into structured sequences of assessment activities without human specification of each
step. Consider the objective “demonstrate mastery of linear algebra.” A Level 2 system might rec-
ommend a pre-built sequence of quizzes from an item bank. A Level 3 agentic system can analyze
the competency’s constituent sub-skills (vector operations, matrix transformations, eigenvalue de-
composition, applications to systems of equations), assess the student’s current proficiency in each
through diagnostic probing, and construct a personalized assessment roadmap — including forma-
tive checkpoints, a collaborative problem-solving task, and a culminating performance assessment
— calibrated to the student’s demonstrated strengths and weaknesses (Kasneci et al., 2023). The
plan is not retrieved from a template; it is generated through reasoning about the specific learner

and the specific competency structure.

Capability 2: Dynamic Adaptation. While Level 1 reactive systems adjust item difficulty within a
testing session, agentic Al maintains a continuously updating student model that informs adaptation
across assessment contexts, time scales, and modalities. If a student demonstrates strong procedural
fluency in matrix operations but struggles with conceptual transfer to real-world applications, the
agentic system does not simply present harder matrix problems; it shifts the assessment modality to
case-based scenarios that probe transfer, adjusts the scaffolding level of subsequent prompts, and
recalibrates its confidence estimates about the student’s competency profile (Agent4EDU, 2024).
This adaptation is not pre-programmed; it emerges from the system’s reasoning about discrepancies

between expected and observed performance.

Capability 3: Tool Use. A defining feature of agentic Al, as distinguished from monolithic Al
models, is the capacity to autonomously invoke external tools, APIs, and data sources as needed
to accomplish its objectives (Arunkumar et al., 2026). In an assessment context, an agentic system
might query the institution’s learning management system to retrieve a student’s submission history,
invoke a rubric engine to evaluate a written artifact against program-level learning outcomes, call

a statistical analysis module to compute inter-rater reliability across peer assessments, and trigger a
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notification to the course instructor when a student’s performance crosses a predefined threshold —
all as coordinated steps within a single assessment workflow. This capacity for tool orchestration
transforms the Al from a standalone application into an infrastructure layer that integrates disparate

educational systems into a coherent assessment pipeline.

Capability 4: Multi-Step Reasoning. Traditional Al assessment tools typically perform a sin-
gle evaluative operation: score this essay, classify this response, predict this student’s risk level.
Agentic Al can execute iterative, multi-step evaluation processes that mirror the reasoning of ex-
pert human assessors. Consider essay evaluation: rather than producing a single holistic score, an
agentic system can first analyze content accuracy against domain knowledge bases, then evaluate
argumentative structure and logical coherence, then assess evidence integration and citation quality,
and finally synthesize these dimensions into a nuanced evaluative narrative that identifies specific
strengths and targeted areas for improvement (Masterman et al., 2024). Each step can inform the
next — if the content analysis reveals factual errors, the subsequent argumentation analysis is con-
textualized by that finding. This iterative, self-referential evaluation process produces assessment

feedback of a qualitative richness that single-pass automated scoring cannot achieve.

Capability 5: Persistent Memory. Perhaps the most transformative capability for educational
assessment is the agentic system’s maintenance of longitudinal learner models that persist across
courses, semesters, and even degree programs. Current assessment practices in higher education
are overwhelmingly episodic: each course’s assessments are designed, administered, and graded in
isolation, with minimal systematic connection to assessments in prerequisite or subsequent courses.
An agentic system with persistent memory can track a student’s development of critical thinking
skills from a first-year general education course through disciplinary methods courses to a senior
capstone project, identifying trajectories of growth, persistent misconceptions, and emergent com-
petencies that no single-course assessment could capture (Bandi et al., 2025). This longitudinal
perspective is precisely what accreditation bodies aspire to when they mandate program-level learn-

ing outcome assessment — yet it has remained largely aspirational because the data integration and
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analytical labor required to achieve it manually are prohibitive.

Capability 6: Multi-Agent Collaboration. The most sophisticated agentic Al architectures de-
ploy multiple specialized agents that collaborate to achieve assessment objectives no single agent
could accomplish alone. Andrew Ng’s four agentic design patterns — reflection, planning, tool
use, and multi-agent collaboration — identify this last pattern as the most powerful and the most
complex (Ng, 2024). In an educational assessment context, one can envision a Tutor Agent that
manages instructional interactions and identifies assessment opportunities, an Assessment Agent
that designs and administers evaluative tasks, a Feedback Agent that generates personalized forma-
tive feedback, and an Analytics Agent that aggregates data across students to identify program-level
patterns (Agent4dEDU, 2024). These agents share information through structured communication
protocols, coordinate their actions to avoid redundancy or conflict, and collectively produce an
assessment ecosystem that is more coherent, more responsive, and more comprehensive than any

single system could provide.

The market trajectory suggests that these capabilities are moving from prototype to deployment.
Gartner projects that by 2028, 15% of day-to-day work decisions will be made autonomously by
agentic Al, and that by 2026, 40% of enterprise applications will embed Al agents as core com-
ponents (Gartner, 2025). The education sector, while typically lagging enterprise adoption curves,
is unlikely to remain insulated from a transformation of this magnitude. Yan’s (2025) Agentic-
Profiling-Collaborative-Personalized (APCP) model provides an initial blueprint for how these ca-

pabilities might be harnessed in educational contexts while preserving meaningful human oversight.

A candid assessment of the evidence landscape is warranted here. The empirical evidence base for
agentic Al in education is nascent. Most existing studies examine generative Al tools — chatbots,
automated essay scoring, adaptive testing — rather than fully agentic systems that plan, adapt, and
act autonomously over extended periods. The claims advanced in this section regarding agentic Al
capabilities are derived primarily from technical demonstrations and proofs of concept (Arunkumar

et al., 2026; Masterman et al., 2024), industry projections and analyst reports (Gartner, 2025), and
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analogical reasoning from adjacent domains — healthcare, software engineering, and enterprise
automation — where agentic Al deployment is more advanced. While these sources establish the
technological possibility of the capabilities described, they do not constitute the kind of rigorous,
replicated, domain-specific empirical evidence that would ordinarily ground claims of paradigm-
level transformation. This evidentiary limitation is acknowledged here and addressed throughout
the paper through explicit hedging, feasibility classification, and the recommendation of structured
piloting (Section 5.3) designed to generate the empirical evidence that the current literature does

not yet provide.
Language and Cultural Considerations

A practical barrier that warrants explicit acknowledgment is the language dimension of Al de-
ployment. Most agentic Al systems — including the large language models that underpin their
reasoning capabilities — are trained predominantly on English-language data. Taiwan’s higher
education operates primarily in Mandarin Chinese, with significant use of Taiwanese Hokkien in
some institutional contexts and specialized academic terminology that may not be well-represented
in English-centric training corpora. For assessment tasks requiring nuanced evaluation of argumen-
tative writing, critical thinking, cultural competency, or disciplinary expertise expressed in Chinese,
Al systems trained on English-dominant data may perform significantly less accurately than their
English-language benchmarks suggest. This language gap has implications for both the feasibil-
ity and the equity of Al-augmented assessment: institutions serving primarily Chinese-language
student populations may find that Al assessment tools perform less reliably than advertised, and
students whose academic work is conducted in Chinese may be systematically disadvantaged by
assessment systems whose linguistic competence is strongest in English. Any pilot implementa-
tion in Taiwan must include rigorous evaluation of Al system performance in Chinese-language

educational contexts.
From “Al-Assisted” to “Al-Agentic” Assessment: The Definitional Boundary

The preceding taxonomy and capability analysis prepare the ground for a question of considerable

practical importance: when does an Al system cross the threshold from tool to agent in the context
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of educational assessment? This is not a purely theoretical question. Accreditation standards, insti-

tutional policies, academic integrity regulations, and faculty governance structures all presuppose

a particular model of how assessment is designed and conducted. If that model changes — if the Al

shifts from instrument to collaborator, from tool to agent — then the entire governance apparatus

must be reconsidered.

Table 1 synthesizes the key differentiators across three paradigmatic categories: Traditional Al

(Levels 0-1), Generative Al (Level 2, exemplified by large language models used as tools), and

Agentic Al (Level 3).
Dimension Traditional Al Generative Al Agentic Al
Interaction mode Single query-response  Conversational, Autonomous,  goal-

Task scope

Autonomy

Inference pattern

Adaptation

Output type

Narrow,  predefined
tasks

None; fully human-
directed

Rule-based or statisti-

cal

Fixed or session-

bounded

Scores, classifications,

flags

session-based

Broad but bounded by

prompt

Low; requires human
prompting for each ac-
tion

Single-pass generative

Within  conversation

context

Text, code, multime-

dia

directed over extended

periods
Open-ended, self-
decomposed into
sub-tasks

High; operates in-
dependently  toward
specified goals
Iterative, self-

correcting, multi-step
reasoning

Persistent across ses-
sions, courses, and
time

Actions, decisions, or-

chestrated workflows
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Dimension Traditional Al Generative Al Agentic Al
Tool use None Limited (plugins, Autonomous orches-
function calls) tration of multiple

tools and systems

This typology reveals that the transition from generative Al to agentic Al is not merely an incre-
mental improvement in language model capability; it represents a categorical shift in the system’s
relationship to the educational process. A generative Al tool like ChatGPT, when used in assess-
ment, remains fundamentally passive: it responds to human prompts, generates text or evaluations
on demand, and ceases activity when the human disengages. An agentic Al system, by contrast,
maintains its own goals, monitors its own progress, and continues operating — checking student
submissions, updating learner models, triggering interventions — without moment-to-moment hu-

man direction.

The implications of this shift are thrown into sharp relief by a recent case that has prompted consid-
erable discussion in the higher education community. In early 2026, researchers demonstrated that
an agentic Al system — colloquially named “Einstein” by its developers — could autonomously
complete entire online university courses, including all assessments, achieving passing or above-
average grades without any human intervention (Inside Higher Ed, 2026). The system navigated
course management platforms, read assigned materials, completed quizzes, wrote essays, partici-
pated in discussion forums, and submitted final projects. This demonstration is not merely a cu-
riosity or a stunt; it constitutes a rigorous validity test of current assessment practices. If an Al
agent with no genuine understanding of the material, no lived experience, and no authentic learn-
ing trajectory can satisfy all assessment requirements for a university course, then those assessment
requirements are measuring something other than — or in addition to — the learning outcomes they
purport to measure. The “Einstein” case does not indict Al it indicts assessment designs that fail to

capture the dimensions of human learning that Al cannot replicate: embodied experience, ethical
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reasoning grounded in personal values, collaborative meaning-making in authentic communities,

and the capacity for genuine intellectual transformation.

But the significance of the “Einstein” case extends well beyond assessment validity. It forces a
more fundamental question: what counts as learning? 1If an Al agent can produce assessment
performances indistinguishable from those of a human learner, what criteria distinguish “genuine
learning” from “simulated performance”? The traditional answer — understanding, internaliza-
tion, transformation — presupposes a cognitive model enclosed within the individual brain. Yet
the extended mind thesis in cognitive science argues that cognition does not stop at the skull but
extends into the tools and environments that individuals use (Clark & Chalmers, 1998). If cogni-
tion itself is distributed, then in the Al era “learning” may need to be reconceived not as an event
occurring purely within the individual but as a co-constitutive process between human and tech-
nological systems. Hayles (2012) captures this dynamic with the concept of technogenesis — the
co-evolution of humans and technics, where humans reshape their tools and tools in turn reshape
human cognition. Under this lens, the “Einstein” case reveals not merely a blind spot in assess-
ment design but a conceptual lag: we are evaluating a digital-age cognitive phenomenon with an
analog-age definition of learning. This deeper challenge — that Al changes what learning is, not

just how we measure it — will be elaborated in Section 4.7.

This provocation clarifies the stakes of the present analysis. Agentic Al does not merely create
new tools for assessment; it simultaneously reveals the fragility of assessment architectures that
were never designed to withstand agents capable of autonomous, multi-step, tool-using, adaptive
behavior. More fundamentally, it exposes a structural problem: when Al transforms how humans
cognize, learn, and know, the definitions that assessment systems are built upon become moving
targets — and any measurement framework anchored to a fixed definition will inevitably drift from
the reality it purports to capture. Any quality assurance framework that aspires to relevance in the
agentic Al era must grapple with both dimensions: harnessing the constructive potential of agentic

Al for assessment (the six capabilities detailed in Section 2.2) while fortifying assessment designs
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against the validity threats that these same capabilities introduce.

We therefore propose the following working definition, which will anchor the analysis in subse-

quent sections:

Agentic Al in educational assessment refers to Al systems that autonomously plan
assessment strategies, execute multi-step evaluation workflows, maintain persistent
learner models, and adapt their approach based on accumulated evidence — oper-
ating as collaborative assessment partners rather than passive tools. Such systems
are characterized by goal-directed behavior, tool orchestration capability, longitudi-
nal memory, and the capacity for multi-agent collaboration, and they require gov-
ernance frameworks that address their autonomous decision-making authority rather

than merely their technical outputs.

This definition deliberately foregrounds the governance implications of agentic Al, because it is
at the governance level — accreditation standards, quality assurance criteria, institutional policies
— that the most urgent adaptation is required. A system that autonomously designs assessments
raises fundamentally different questions about academic authority, faculty prerogatives, and insti-
tutional accountability than a system that scores essays on demand. The definition also emphasizes
the collaborative framing — “assessment partners rather than passive tools” — to signal that the
most productive institutional response is neither uncritical adoption nor blanket prohibition, but a

thoughtful renegotiation of the division of labor between human educators and Al agents.

The taxonomy and definitional framework established in this section provide the analytical vocab-
ulary for examining a concrete case: how does Taiwan’s current higher education quality assurance
system — with its specific accreditation criteria, assessment expectations, and institutional prac-
tices — measure up against the capabilities and challenges of agentic AI? Section 3 turns to this

question, analyzing the structural limitations of Taiwan’s assessment landscape that agentic Al both
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exposes and has the potential to remedy. ## 3. The Current Paradigm: Student Learning Outcome

Measurement in Taiwan

Any attempt to theorize a paradigm shift must first establish a rigorous account of the paradigm
it proposes to supersede. This section undertakes that task by mapping the institutional architec-
ture through which student learning outcomes are currently defined, measured, and acted upon in
Taiwan’s higher education system. The analysis proceeds in four stages. First, it examines the ac-
creditation framework administered by the Higher Education Evaluation and Accreditation Coun-
cil of Taiwan (HEEACT), which constitutes the primary external quality assurance mechanism and
the structural backbone of learning outcome assessment at the system level. Second, it surveys
the complementary policy instruments deployed by the Ministry of Education (MOE), including
competency platforms, graduate tracking surveys, and institutional research infrastructure. Third,
it identifies six structural limitations inherent in the current measurement paradigm — limitations
that function, in Kuhnian terms, not as minor imperfections but as systematic anomalies that the
reigning paradigm cannot resolve from within its own logic. Fourth, it traces the accumulation of
external pressures — demographic, economic, technological, and comparative — that are intensify-
ing these anomalies to crisis proportions. Together, these analyses establish the demand conditions

for the paradigm shift theorized in Section 4.
The HEEACT Framework: Standards, Indicators, and Assessment Logic

Taiwan’s contemporary quality assurance architecture for higher education is anchored by the
Higher Education Evaluation and Accreditation Council of Taiwan (HEEACT), established in 2005
as an independent, non-governmental foundation commissioned by the MOE to conduct third-party
accreditation (HEEACT, 2023a). HEEACT’s creation marked Taiwan’s formal entry into profes-
sionalized external quality assurance, aligning domestic practice with the accountability and qual-
ity improvement movements that had reshaped higher education governance across OECD nations
since the 1990s (Lin et al., 2021). By 2026, HEEACT holds full compliance with the International

Network for Quality Assurance Agencies in Higher Education (INQAAHE) International Standards
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and Guidelines (ISGs), maintains recognition by the Council for Higher Education Accreditation
(CHEA) in the United States, and serves as an active member of the Asia-Pacific Quality Network

(APQN) (HEEACT, 2023a; Lin et al., 2021).

HEEACT operates a dual-track system that has been in place since 2012: mandatory external in-
stitutional accreditation for all higher education institutions (HEIs), and voluntary program ac-
creditation for individual departments and degree-granting units (HEEACT, 2024). In 2017, the
MOE introduced a significant policy adjustment, rendering program accreditation voluntary rather
than mandatory, provided that institutions can demonstrate “alternative mechanisms for ensuring
teaching quality” (HEEACT, 2024, p. 2). This policy shift toward institutional autonomy and self-
accountability represents an important evolution in Taiwan’s quality assurance philosophy, moving

from compliance-driven to enhancement-oriented accreditation.
Institutional Accreditation: The Third Cycle (2023-2025)

The third cycle of institutional accreditation, implemented from 2023 to 2025, is scheduled to
evaluate a total of 83 HEIs, including 67 public and private universities, 8 religious schools, 6
military schools, and 2 open universities (HEEACT, 2023a). The framework is organized around
four standards, each operationalized through core indicators that institutions must address in their

self-assessment reports (SARs) and demonstrate during on-site visits:

« Standard 1: Institutional Governance and Management — encompasses mission clar-
ity, organizational structure, resource planning, decision-making mechanisms, internal qual-
ity assurance, institutional research (IR), and stakeholder engagement (Core Indicators 1-1

through 1-4).

» Standard 2: Teaching and Academic Professionalism — addresses faculty performance,
evaluation, and reward systems; recruitment quality; curriculum planning and review; and

quality assessment in teaching (Core Indicators 2-1 through 2-4).

« Standard 3: Student Learning and Outcomes — the standard most directly relevant to this
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paper’s inquiry — examines undergraduate education and outcomes (3-1), graduate education
and outcomes (3-2), evaluation mechanisms for general and interdisciplinary education (3-3),
and evaluation mechanisms for inter-collegiate and cross-border education (3-4) (HEEACT,

2023a).

» Standard 4: Social Responsibility and Sustainable Development — covers equal educa-
tional opportunities, social responsibility practices, and financial sustainability (Core Indi-

cators 4-1 through 4-3).

Two conceptual pillars undergird this framework: the Plan-Do-Check-Act (PDCA) cycle, requiring
evidence of continuous improvement, and the “empowerment model” (HEFEREZX) that encourages
institutions to add distinctive indicators beyond the required core set (HEEACT, 2023a). The ac-
creditation process follows a five-stage sequence (preparation, self-assessment, document review,
on-site visit, decision-making) spanning approximately 18 months, with tiered outcomes: 6-year

accreditation, 3-year accreditation with follow-up, or re-accreditation (HEEACT, 2023a).
Program Accreditation: The Current Cycle (2024 Edition)

The HEEACT Program Accreditation framework (2024 edition) operates in parallel at the depart-
mental level, organized around three standards with 12 core indicators covering program gover-
nance, faculty and teaching, and students and learning (HEEACT, 2024). Accreditation results

mirror the institutional tier: 6 years, 3 years, or re-accreditation required.

What is analytically significant about both tracks is how they operationalize “learning outcomes.”
The evidence required under Standard 3 reveals the paradigm’s epistemological commitments: lists
of students’ learning performance (research, creations, exhibitions, certificates, awards); lists of
graduates’ performance (within 3 years); and analysis of student learning and graduate survey data
(HEEACT, 2023a, pp. 32-36). These evidence categories privilege countable outputs and institu-

tional self-reports — a pattern whose limitations are examined in Section 3.3.
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MOE Policy Instruments

Beyond the HEEACT accreditation framework, the MOE deploys several complementary policy
instruments that shape how student learning outcomes are defined, measured, and incentivized

across Taiwan’s higher education system.
Higher Education Sprout Project Phase Il (2023-2027)

The Higher Education Sprout Project (155 #X % # &1 ), Taiwan’s flagship funding mechanism
for higher education quality enhancement, entered its second phase in 2023 with a total budget
of approximately NT$83.6 billion (roughly USD 2.6 billion) over five years, following Phase I’s
NT$86.85 billion allocation in 2018-2022 (MOE, 2025). The project is structured around four
focus areas: (a) strengthening teaching quality and learning outcomes, (b) developing institutional
features and research excellence, (c) enhancing social responsibility and lifelong learning, and (d)
promoting international competitiveness. Funding is allocated through a competitive application
process, with institutional performance assessed against self-defined key performance indicators
(KPIs), many of which relate directly to student learning outcomes, graduate employability, and

employer satisfaction.

The Sprout Project represents the MOE’s primary lever for translating quality assurance standards
into institutional behavior through financial incentives. However, as Hou et al. (2020) have noted,
the project’s KPI-driven evaluation model can inadvertently encourage metric optimization over
genuine pedagogical transformation — institutions may gravitate toward easily measurable indica-
tors that satisfy reporting requirements rather than pursuing deeper, harder-to-quantify changes in
learning quality.

UCAN Platform

The University Curriculum and Career Mapping (UCAN) platform (RZERFZFZERFEF5), op-
erational since 2010, maps occupational competencies to curricular structures through professional
competency diagnostics (66 career clusters) and general competency assessments (eight workplace-

ready skills) (MOE, 2025). However, UCAN measures students’ perceptions of their competencies
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through self-reported surveys rather than their demonstrated competencies — a distinction critical

to evaluating measurement paradigm adequacy.
Graduate Tracking Surveys

Taiwan mandates graduate tracking surveys at 1-year, 3-year, and 5-year intervals post-graduation,
collecting data on employment, salary, satisfaction, and perceived relevance of education (MOE,

2025). Results feed into institutional self-assessment and MOE policy evaluations.
Institutional Research (IR) Infrastructure

Taiwan’s IR capacity varies dramatically: research universities have developed sophisticated ana-
lytics, while many smaller private institutions lack dedicated IR offices. This unevenness creates a
significant equity dimension — institutions with the most vulnerable student populations often have

the weakest capacity to measure and improve learning outcomes.
Assessment Instruments Summary

Table 2 synthesizes the primary instruments currently deployed for student learning outcome mea-
surement in Taiwan, organized by administering body, measurement type, and temporal character-

istics.

Table 2

Summary of Student Learning Outcome Assessment Instruments in Taiwan s Higher Education Sys-

tem

Administering Measurement Temporal  Fre- Primary Evi-
Instrument Body Type quency dence Mode
Institutional Ac- HEEACT External peer 6-year cycle Document-based
creditation (Stan- review of in- (SAR + on-site
dard 3) stitutional  self- visit)

assessment
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Administering Measurement Temporal  Fre- Primary Evi-
Instrument Body Type quency dence Mode
Program Accred- HEEACT External peer re- 6-year cycle (vol- Document-based
itation (Standard view of program untary) (SAR + on-site
3) self-assessment visit)
UCAN Compe- MOE Self-reported Annual (optional Survey-based
tency Assess- competency for students) (indirect)
ment diagnostics
Graduate Track- MOE Self-reported em- 1, 3, 5 years post- Survey-based
ing Surveys ployment and sat- graduation (indirect)
isfaction
Higher Education MOE Institutional Annual review, Quantitative indi-
Sprout  Project self-reported KPI  5-year cycle cators + narrative
KPIs achievement
Course Evalua- Individual HEIs  Student sat- Semester-based Survey-based
tion Surveys isfaction and (indirect)
perceived learn-
ing
Capstone/Thesis  Individual HEIs ~ Direct  assess- At program com- Performance-
Assessment ment of student pletion based (direct, but

work

unstandardized)

Note. Adapted from HEEACT (2023a, 2024), MOE (2025), and Coates and Zlatkin-Troitschanskaia

(2019).

The table reveals a striking pattern: of the seven primary instruments, five rely on indirect measure-

ment (self-reports, surveys, document review), while only capstone and thesis assessment provides
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direct evidence of learning — and this is administered at the institutional level without standard-
ization or cross-institutional comparability. This dominance of indirect measurement constitutes a

foundational characteristic of the current paradigm.
Structural Limitations of the Current Paradigm

Having mapped the institutional architecture, we can now identify the structural limitations em-
bedded within it. These limitations are not incidental deficiencies that can be remedied through
incremental reform; they are, in Kuhn’s (1962/2012) terminology, anomalies — systematic discrep-
ancies between what the paradigm promises to measure and what it actually captures. Six such

anomalies are identifiable.

The temporal limitation. The current paradigm operates on periodic snapshot logic. Institutional
accreditation follows a 6-year cycle; program accreditation similarly evaluates performance over
multi-year windows (HEEACT, 2023a, 2024). Self-assessment reports look backward, synthe-
sizing 3.5 to 4 years of historical data into a document submitted months before the on-site visit.
Graduate tracking surveys capture employment outcomes 1 to 5 years after graduation. In a higher
education environment increasingly shaped by rapid technological change, labor market volatil-
ity, and pedagogical innovation, this temporal architecture means that the assessment system is
structurally backward-looking in a world that demands forward-looking agility (Coates & Zlatkin-
Troitschanskaia, 2019). A program can receive full accreditation based on outcomes from a cohort
that graduated before the emergence of generative Al, with no mechanism to assess whether current

students are being prepared for the post-Al labor market.

The granularity limitation. The assessment architecture operates at the institutional and program

99 ¢e

levels, producing judgments about collective entities — “this institution is accredited,” “this program
meets standards.” These aggregate judgments obscure individual learning trajectories. A program
can be accredited while individual students within it struggle invisibly; a university can demon-

strate satisfactory learning outcomes in its SAR while significant sub-populations (first-generation

students, students with disabilities, students from disadvantaged socioeconomic backgrounds) ex-
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perience markedly different educational realities. The current paradigm has no mechanism to disag-
gregate learning outcomes below the program level in any systematic, real-time fashion (Coates &
Zlatkin-Troitschanskaia, 2019). This granularity gap is not merely a measurement inconvenience;
it represents a fundamental misalignment between the unit of analysis (programs and institutions)

and the unit of educational concern (individual learners).

The modality limitation. The dominant evidence modality in the current paradigm is documen-
tary. Self-assessment reports constitute the primary basis for accreditation judgments, supple-
mented by on-site visits of 1 to 2 days’ duration (HEEACT, 2023a). This document-based approach
cannot capture real-time learning processes, moment-to-moment pedagogical interactions, or the
dynamic evolution of student competencies across a semester or a degree program. Assessment
relies fundamentally on what institutions report, not on what students experience. The SAR, by
its nature, is a curated narrative — institutions select evidence that supports favorable evaluation,
organize it according to the prescribed framework, and present it in a format optimized for reviewer
assessment. This is not a critique of institutional integrity; it is a recognition that the documentary

modality itself introduces systematic selection bias into the evidence base (Tam, 2001).

The agency limitation. In the current paradigm, the assessed entity is simultaneously the reporter.
Institutions prepare their own SARs, select their own evidence, define their own distinctive indi-
cators, and present their own narrative of educational quality. While the on-site visit provides a
partial external check, and while HEEACT’s review panels exercise professional judgment in eval-
uating self-reported claims, the fundamental information asymmetry remains: institutions possess
far more information about their actual performance than can be captured in any document review
or 1-to-2-day visit. This structural feature creates what organizational theorists term “impression
management” incentives (Goffman, 1959) — not necessarily dishonest, but systematically tilted to-
ward favorable self-presentation. The agency limitation is particularly consequential for learning
outcome measurement, where the gap between reported outcomes (lists of awards, certifications,

and employment rates) and actual learning (critical thinking development, deep understanding,
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competency growth) is widest.

The competency capture limitation. The evidence categories specified in HEEACT’s accredi-
tation standards reveal a systematic privileging of countable outputs over complex competencies.
The supporting documents required under Standard 3 of institutional accreditation emphasize lists
of students’ learning performance — research output, creations and exhibitions, hands-on work,
certificates, and awards from national and international competitions — alongside graduate survey
data (HEEACT, 2023a, pp. 32-36). While these outputs are legitimate evidence of learning, they
represent only the visible tip of Spencer and Spencer’s (1993) iceberg: the knowledge and skills
that are readily observable and measurable. Below the waterline — the self-concept, traits, and mo-
tives that Spencer and Spencer identified as the deeper, more predictive layers of competency —
the current paradigm has no systematic measurement approach. Complex competencies such as
critical thinking, creative problem-solving, intercultural sensitivity, ethical reasoning, and collab-
orative intelligence are precisely the competencies most valued by employers and most resistant to
the output-counting logic of the current framework (Association of American Colleges and Uni-

versities [AAC&U], 2018).

The indirect measurement dominance. As Table 2 documents, the current paradigm relies over-
whelmingly on indirect evidence of learning — surveys, self-reports, document reviews — rather
than direct assessment of student performance against defined learning outcomes. UCAN mea-
sures perceived competencies; graduate tracking surveys measure self-reported employment and
satisfaction; course evaluation surveys measure student perceptions of teaching; and accreditation
itself evaluates institutional mechanisms for assessing learning rather than learning itself. The only
consistently direct assessment instruments — capstone projects, theses, and dissertations — operate at
the institutional level without standardization, cross-institutional comparability, or systematic anal-
ysis of learning progression over time. This pattern mirrors a broader challenge identified in the
international literature: higher education systems worldwide have been more successful at build-

ing quality assurance processes than at developing robust measures of student learning (Coates &
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Zlatkin-Troitschanskaia, 2019; Shavelson, 2010).
Anomalies Accumulating: Why the Current Paradigm Is Under Strain

The six structural limitations identified above have been present since the inception of Taiwan’s
modern quality assurance architecture. What has changed is the external environment, which has
intensified these limitations from tolerable imperfections into urgent anomalies. Several converg-

ing pressures are straining the current paradigm to its breaking point.
The Demographic Crisis

Taiwan’s birth rate, among the lowest in the world, has produced an enrollment crisis of exis-
tential proportions for the higher education sector. Total higher education enrollment stands at
approximately 900,000, and the MOE projects that first-year university enrollment will decline to
approximately 173,000 by the early 2030s — a figure that many institutions cannot survive (MOE,
2025). In 2024 alone, seven universities ceased operations, and projections suggest that up to 40
private universities may close by 2028 (Sharma, 2024; Taiwan News, 2024). This demographic
reality transforms the quality assurance problem: in a contracting system, the question is no longer
merely “are institutions meeting minimum standards?”” but rather “can the assessment system iden-
tify which institutions are delivering sufficient learning value to justify continued operation — and
can it do so quickly enough to protect students at failing institutions?” The 6-year accreditation

cycle is structurally incapable of providing that kind of early warning.
The Employment Mismatch

Despite a university enrollment rate exceeding 95% — making Taiwan’s higher education system
effectively universal — graduate unemployment hovers at approximately 4.5%, and more conse-
quentially, there is growing evidence of qualitative mismatch between graduate competencies and
employer needs (MOE, 2025). Recent research has found that 63% of Al-related positions in Tai-
wan require application-level skills, while only 37% of higher education curricula address these
competencies — a structural gap that current assessment mechanisms have neither detected nor cor-
rected in a timely manner. The employment mismatch anomaly is particularly damaging to the

current paradigm’s legitimacy because graduate employment outcomes are among the few indi-



AGENTIC AI AND LEARNING OUTCOMES IN TAIWAN HE 31

cators the paradigm does measure, yet even here the measurement is too delayed (1-5 years post-

graduation) and too coarse (aggregate employment rates) to drive meaningful curricular adaptation.
Faculty Resistance to Outcomes-Based Education

The international shift toward outcomes-based education (OBE), which HEEACT’s frameworks
formally endorse through their emphasis on learning outcomes across all standards, faces signifi-
cant implementation resistance at the faculty level. Research on Taiwanese higher education has
documented widespread faculty skepticism toward OBE, rooted in concerns about academic free-
dom, the reductionism of competency frameworks, the administrative burden of outcomes docu-
mentation, and fundamental philosophical disagreements about whether education’s purposes can
or should be captured in measurable outcomes (Lin et al., 2021). This resistance creates a gap
between the formal architecture (which demands outcomes evidence) and the ground-level reality
(where teaching and assessment practices may remain input- and process-focused). The current
paradigm has no mechanism to detect or address this implementation gap beyond the stylized evi-

dence presented in SARs.
The Digital Divide

Taiwan’s higher education system encompasses enormous institutional diversity — from research-
intensive national universities with sophisticated digital infrastructure to small private institutions
with limited technology capacity. The current assessment paradigm, being document-based, is ag-
nostic to this digital divide; it evaluates all institutions through the same SAR-and-site-visit process
regardless of their technological maturity. However, as digital learning environments become in-
creasingly central to educational delivery (accelerated by the COVID-19 pandemic), the inability
of the assessment framework to evaluate digital pedagogy, online learning quality, or educational

technology effectiveness represents a growing blind spot.

International Comparators Moving Faster

Taiwan’s quality assurance framework does not exist in isolation; it operates within an increasingly
competitive international landscape where peer systems are evolving rapidly. The European Stan-

dards and Guidelines (ESG) underwent significant revision in 2015 and are currently undergoing



AGENTIC AI AND LEARNING OUTCOMES IN TAIWAN HE 32

further updates that increasingly integrate digital competency and learning analytics considerations
(ENQA, 2015). Australia’s Tertiary Education Quality and Standards Agency (TEQSA) has devel-
oped explicit digital delivery standards and is exploring Al-augmented quality assessment pro-
cesses. Singapore’s EdTech Masterplan 2030, announced in 2023, positions technology-enhanced
learning assessment as a national strategic priority (MOE Singapore, 2023). Against these com-
parators, Taiwan’s document-based, 6-year-cycle, largely survey-dependent assessment paradigm
risks falling behind — not because it lacks rigor, but because the rigor it offers is of a kind that is

becoming structurally insufficient for the emerging higher education environment.
The AI Competency Gap

Perhaps the most consequential anomaly is also the newest: the current assessment framework has
no mechanism to evaluate Al literacy as a student learning outcome. In a world where genera-
tive Al is rapidly transforming professional practice across virtually every field, the absence of Al
competency from accreditation standards, UCAN assessment modules, and graduate tracking in-
struments means that the paradigm is structurally unable to assess whether Taiwanese graduates are
prepared for the professional reality they will enter upon graduation. This is not merely a content
gap that can be filled by adding a new indicator; it represents a paradigm-level challenge, because
Al competency is not a static body of knowledge that can be measured through traditional output

counting but a dynamic, evolving capability that requires new assessment modalities altogether.

Taken together, these accumulated anomalies create what Kuhn (1962/2012) identified as the “cri-
sis” conditions that precede a paradigm shift. The current paradigm — built on periodic cycles,
document-based evidence, institutional self-reporting, aggregate judgments, and indirect measure-
ment — was adequate for an era when higher education was expanding, change was incremental,
and the primary quality assurance question was whether institutions met minimum thresholds. That
era is ending. Taiwan now faces a contracting system with accelerating change, a labor market de-

manding competencies that current instruments cannot measure, a demographic crisis requiring
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early-warning capabilities that 6-year cycles cannot provide, and an Al revolution that renders the
entire assessment modality potentially obsolete. The question is not whether the current paradigm
will change, but how — and whether Taiwan can shape that change proactively rather than reac-

tively.

Section 4 proposes an answer: the integration of agentic Al systems into the learning outcome mea-
surement architecture, constituting not merely a technological upgrade but a paradigmatic transfor-

mation in how student learning is defined, captured, analyzed, and acted upon.
The Paradigm Shift: From Static Measurement to Dynamic Learning Evidence

The preceding sections have established two foundational arguments: that agentic Al possesses a
constellation of capabilities — planning, adaptation, tool use, multi-step reasoning, memory, and
multi-agent collaboration — that create qualitatively new possibilities for educational assessment
(Section 2), and that Taiwan’s current quality assurance paradigm exhibits six structural limita-
tions that cannot be resolved through incremental improvement (Section 3). This section synthe-
sizes these arguments to address the paper’s central research question: through what mechanisms
can agentic Al transform learning outcome measurement from periodic, standardized, and sum-
mative approaches to continuous, personalized, and formative paradigms? Drawing on Kuhn’s
(1962/2012) theory of scientific revolutions, this section proposes the ADAPT framework — Assessment-
Design for Agentic Paradigm Transformation — as an original conceptual model for understanding
this transformation, articulates seven dimensions along which the paradigm shift operates, and il-
lustrates the new paradigm through a grounded scenario set in a Taiwanese university of technology.
Critically, this section also confronts the limits of technological transformation by examining the
irreducible role of human judgment and the ontological implications of redefining what counts as

evidence of learning.
Kuhn’s Framework Applied to Assessment Theory

Thomas Kuhn’s (1962/2012) account of scientific revolutions provides a powerful lens for under-

standing the current moment in educational assessment. Kuhn argued that scientific fields operate



AGENTIC AI AND LEARNING OUTCOMES IN TAIWAN HE 34

within paradigms — shared frameworks of assumptions, methods, and exemplars that define legiti-
mate problems and acceptable solutions. Progress within a paradigm constitutes “normal science,”
but when anomalies accumulate that the paradigm cannot resolve, a crisis emerges, eventually cat-

alyzing a revolutionary shift to a new paradigm that is incommensurable with the old.
Justifying the Kuhnian Lens for Quality Assurance

Kuhn’s framework was developed for the natural sciences, and he himself expressed skepticism
about extending it to social domains. This skepticism must be taken seriously. However, a substan-
tial body of scholarship has demonstrated that Kuhn’s core concepts — paradigm, normal science,
anomaly, crisis, and revolution — possess analytical utility well beyond the natural sciences when
applied with appropriate qualification. Masterman (1970), in her influential analysis, identified
twenty-one distinct senses in which Kuhn used “paradigm” and argued that the sociological sense
— a shared set of exemplars, practices, and standards that define a professional community’s work
— is applicable to any organized domain of practice, not merely to scientific disciplines. Ritzer
(1975) applied Kuhnian analysis to sociology, demonstrating that the concept of paradigm could il-
luminate how professional communities adopt, defend, and eventually abandon shared frameworks
of practice. Eckstein (1992) extended the framework to political science, showing that adminis-
trative and regulatory regimes can function as paradigms when they exhibit the key characteristics
Kuhn identified: shared exemplars, a “disciplinary matrix” of accepted methods, and a professional

community that defines legitimate problems and solutions.

We employ Kuhn’s framework as an analytical heuristic rather than a strict epistemological claim.
The argument is not that quality assurance is a natural science undergoing a scientific revolution in
the precise sense Kuhn described, but rather that the Kuhnian vocabulary is analytically productive
for understanding the current moment in educational assessment. Taiwan’s quality assurance sys-
tem exhibits the structural features that make the Kuhnian analogy illuminating: it operates through
shared exemplars (the Self-Assessment Report template, the on-site visit protocol, the Core Indica-

tor framework), a disciplinary matrix (the Plan-Do-Check-Act cycle that structures all accreditation
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activities), a professional community with defined norms (HEEACT’s evaluator corps, trained in
specific methodologies and sharing standards of evidence), and a set of agreed-upon “puzzles”
(how to measure learning outcomes, how to ensure institutional accountability) that practitioners
solve within the paradigm’s logic. These features are not metaphorical; they are observable insti-

tutional structures that function analogously to Kuhn’s paradigmatic components.

The apparent tension between the “paradigm revolution” framing and this paper’s recommendation
of Scenario B (incremental framework evolution) requires direct engagement. This tension is less
paradoxical than it appears. Kuhn himself acknowledged, particularly in the 1969 postscript to The
Structure of Scientific Revolutions, that paradigm shifts are not always sudden ruptures; in applied
domains, they can unfold gradually as practitioners accumulate evidence that the old framework is
inadequate and progressively adopt new methods and standards. Scenario B represents what Kuhn
described as the “transition period” — a phase during which elements of the new paradigm coexist
with the old, and practitioners begin to reconceptualize their work even before the full gestalt shift
occurs. The three-phase implementation pathway proposed in Section 5.3 is designed to manage
this transition deliberately, neither forcing premature revolution nor foreclosing the possibility of
paradigm-level change as the evidence base matures. Moreover, as Section 4.7 will argue, the co-
evolution of Al and human cognition means that a single revolutionary rupture followed by stable
“normal science” is structurally impossible in this domain — the paradigm shift is itself continuous,
making incremental adaptation not a compromise but the only epistemically honest response to a

moving target.

More broadly, scholars have productively applied the Kuhnian framework to education (Shepard,
2000) and, more recently, to the specific question of how artificial intelligence reshapes educational

paradigms (Zhong & Zhao, 2025).

Normal science in assessment. The current paradigm of higher education quality assurance —
periodic, standardized, summative, document-based, and institution-reported — constitutes what

Kuhn would recognize as normal science. Its methods are well-established: accreditation cycles
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of five to seven years, standardized self-assessment reports, statistical indicators aggregated at the
program or institutional level, and peer review by human panels (HEEACT, 2023). Within this
paradigm, quality assurance professionals refine instruments, adjust indicator weights, and develop
rubrics — the “puzzle-solving” activity that characterizes normal science (Kuhn, 1962/2012, p. 35).
The paradigm has produced genuine achievements: Taiwan’s HEEACT has built one of Asia’s
most respected quality assurance systems, and periodic accreditation has demonstrably improved

institutional attention to teaching quality and student outcomes (Hou et al., 2012).

Anomalies. Yet the six structural limitations identified in Section 3 — temporal rigidity, granularity
collapse, modality restriction, agency asymmetry, competency capture failure, and indirect mea-
surement dominance — function as Kuhnian anomalies. They represent problems that the current
paradigm recognizes as important but cannot solve within its own logic. The temporal limitation,
for instance, is not a bug that can be fixed by shortening accreditation cycles from six years to
three; even annual assessment would remain fundamentally periodic rather than continuous. The
granularity limitation cannot be resolved by collecting more aggregate data; it requires an entirely
different unit of analysis. These are not puzzles waiting for cleverer solutions within the existing

paradigm but structural contradictions inherent in the paradigm itself.

Crisis. Three external pressures intensify these anomalies into what Kuhn (1962/2012) termed a
crisis. First, Taiwan’s demographic decline — from approximately 270,000 first-year university
students in 2015 to a projected 173,000 by 2028 (Ministry of Education, 2024) — makes every
student’s learning trajectory a matter of institutional survival, rendering aggregate cohort measures
dangerously inadequate. Second, persistent employer dissatisfaction with graduate competencies,
despite decades of accreditation, suggests that the current paradigm measures institutional com-
pliance rather than authentic learning outcomes (MOE, 2025). Third, the rapid emergence of Al
competencies as essential graduate attributes creates assessment demands — for creativity, human-
Al collaboration, ethical reasoning in algorithmic contexts — that existing instruments were never

designed to capture (UNESCO, 2025). The accumulated weight of these anomalies, as Kuhn’s
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framework predicts, generates a sense that something is fundamentally wrong with the paradigm,

not merely with its implementation.

Revolution. Agentic Al does not merely offer incremental improvements to the existing paradigm
— faster data processing, more efficient report generation, or automated indicator calculation.
Rather, it enables what Kuhn (1962/2012) described as a gestalt shift: a fundamentally different
way of seeing assessment. Where the current paradigm sees learning as an endpoint to be measured
at intervals, the agentic paradigm sees learning as a trajectory to be continuously observed. Where
the current paradigm treats evidence as documents that institutions produce, the agentic paradigm
treats evidence as multimodal traces that emerge from the learning process itself. Where the current
paradigm positions the assessor as an external auditor, the agentic paradigm envisions assessment
as a collaborative activity among students, faculty, Al agents, and quality assurance bodies. These
are not quantitative differences — more data, faster processing — but qualitative differences in
the ontology of assessment: what learning is, what evidence counts, and who assesses. As Zhong
and Zhao (2025) argue, the Al age demands a fundamental rethinking of teaching, learning, and

assessment paradigms.

Incommensurability. Kuhn’s (1962/2012) most controversial claim — that successive paradigms
are incommensurable, meaning they cannot be fully translated into each other’s terms — applies
with particular force here. A graduation rate and a learning trajectory are not different measures of
the same thing; they reflect fundamentally different conceptions of what “student success” means.
An accreditation panel’s judgment and an Al agent’s continuous competency mapping are not dif-
ferent methods for answering the same question; they answer different questions entirely. This
incommensurability does not mean that the new paradigm renders the old one worthless — pe-
riodic human review retains essential value, as Section 4.5 will argue — but it does mean that
the two paradigms cannot be smoothly blended. The transition requires deliberate architectural

choices, which the ADAPT framework is designed to support.
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The ADAPT Framework: A Conceptual Model for Transformation

To provide a structured analytical lens for understanding how agentic Al transforms learning out-
come measurement, this paper proposes the ADAPT framework: Assessment-Design for Agentic
Paradigm Transformation. The framework is not a prescriptive implementation guide but a con-

ceptual model that enables systematic analysis of both opportunities and risks.
Derivation Logic

The five dimensions of the ADAPT framework emerge from the intersection of three analytical in-
puts developed in the preceding sections: the technological capability analysis (Section 2), which
identifies what agentic Al can do; the diagnostic limitation mapping (Section 3), which identifies
what the current paradigm cannot do; and the governance requirements identified in the litera-
ture on responsible Al deployment in education (UNESCO, 2023; Beauchamp & Childress, 2019).
The framework’s dimensions are not an arbitrary selection or a relabeling of the paper’s research
questions; they represent the minimum set of analytical categories necessary to connect technolog-
ical capability to institutional transformation while maintaining ethical governance. Understanding
what agentic Al can do (Agency Architecture) is a precondition for identifying where the current
paradigm fails (Diagnostic Mapping); these diagnostic gaps define what must change in assessment
practice (Assessment Reconception); reconceived assessment requires institutional and regulatory
adaptation (Policy Pathways); and all of the preceding must be constrained by ethical safeguards

(Trust & Ethics Safeguards).
Relational Structure

Unlike a checklist, these five dimensions are sequentially dependent and mutually constraining.
Agency Architecture (A) reveals what new assessment modalities are possible; Diagnostic Mapping
(D) matches those capabilities against the current paradigm’s limitations; Assessment Reconception
(A) defines what must change (Section 4.3); Policy Pathways (P) translates possibilities into regula-
tory realities (Section 5); and Trust & Ethics Safeguards (T) constrains what is permissible (Section
6). Critically, the framework is recursive: trust considerations constrain permissible agency archi-

tectures (T — A), and diagnostic mapping shapes policy design (D — P). The ADAPT framework
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thus functions as both a linear analytical progression and a feedback loop of mutual constraints —
generating analytical predictions, such as that assessment reconception without corresponding pol-
icy adaptation will produce institutionally unviable proposals, or that deploying agentic capabilities
without trust safeguards will produce backlash analogous to South Korea’s Al textbook rollback

(Section 5.2).
Seven Dimensions of the Paradigm Shift

The Assessment Reconception component of the ADAPT framework identifies seven dimensions
along which the paradigm shift from static measurement to dynamic learning evidence operates.
Table 3 summarizes these dimensions; the analysis that follows examines each in detail. To main-
tain epistemic precision, the discussion distinguishes among three categories of capability: demon-
strated capabilities that exist in current educational technology implementations (e.g., automated
essay scoring, adaptive testing, learning analytics dashboards); emerging capabilities that have
been demonstrated in prototype or limited deployment (e.g., multi-modal assessment, cross-course
competency tracking); and projected capabilities that are technically plausible but not yet demon-
strated in educational contexts at scale (e.g., autonomous multi-agent assessment ecosystems, real-

time institutional quality dashboards aggregating student-level data across programs).

Table 3

Seven Dimensions of the Assessment Paradigm Shift

Dimension Current Paradigm Agentic Al Paradigm Mechanism of Change

Temporality =~ Periodic ~ (5-7-year Continuous Persistent ~memory +
cycle) always-on monitoring

Granularity Aggregate (pro- Individual trajectory Dynamic student modeling

gram/cohort) + personalized assessment
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Dimension Current Paradigm Agentic Al Paradigm Mechanism of Change
Agency Institution-reported Al-observed + student-co- Autonomous data collec-
created tion + multi-agent evidence
synthesis
Feedback la- Retrospective Real-time Iterative reasoning + im-
tency (months/years) mediate feedback loops

Evidence type Documents, statistics, Multimodal learning traces Tool use + LMS integration

surveys + multimodal analytics
Assessment Accountability/compliankkaprovement/personalization Goal-directed planning +
purpose adaptive intervention
Assessor Human reviewers Human-AI  collaborative Multi-agent collaboration
assessment + human-in-the-loop over-
sight

Temporality: From Periodic to Continuous

Under the current paradigm, learning outcomes are measured at fixed intervals — typically aligned
with five-to-seven-year accreditation cycles — producing temporal snapshots that may be outdated
before they are analyzed (Section 3.1). An agentic Al system, by contrast, could potentially lever-
age persistent memory to maintain continuously updated models of learning processes. Unlike
stateless Al tools that respond to individual prompts, agentic systems retain context across interac-
tions, building cumulative representations of student learning that evolve over semesters and years

(Arunkumar et al., 2026; Masterman et al., 2024).

In a Taiwanese university context, this would mean that an Al agent embedded within a program’s
learning management system continuously monitors student performance across courses, tracking
not merely grades but patterns of engagement, conceptual development, and competency acquisi-

tion. The agent’s persistent memory enables it to detect longitudinal trends — a gradual decline in
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analytical writing quality across a cohort, for instance — that periodic assessment would capture
only years after the decline began. OpenAI’s (2025) learning outcomes measurement tools demon-
strate early prototypes of such continuous monitoring, though current implementations remain far

from the seamless integration this dimension envisions.

The challenge accompanying this shift is surveillance creep. Continuous monitoring, even when
benign in intent, creates pervasive observation environments that may inhibit risk-taking, creativ-
ity, and the productive failure that is essential to deep learning (Bearman & Ajjawi, 2023). The
temporal dimension of the paradigm shift thus requires careful calibration: continuous in capacity

but judicious in application, with clear boundaries around what is monitored, when, and for what
purpose.

Granularity: From Aggregate to Individual

Current quality assurance operates at the level of programs and cohorts: average graduation rates,
aggregate employment statistics, mean satisfaction scores. These aggregate measures, while useful
for institutional benchmarking, obscure the variance within populations that is often more informa-
tive than the mean (Pellegrino et al., 2001). An agentic Al paradigm shifts the unit of analysis to
the individual learning trajectory, using dynamic student modeling to construct personalized com-

petency profiles.

This shift is created by the technical preconditions of adaptive behavior: the Al agent could adjust
its assessment strategies based on individual student responses, learning patterns, and demonstrated
competencies, much as an expert tutor would (Black & Wiliam, 1998). For a Taiwanese univer-
sity, this means moving beyond the question “What percentage of graduates in this program are
employed within one year?” to the far richer question “How did this student’s problem-solving
competency develop across their four years, and what learning experiences were most consequen-

tial?”

The risk here is equity. Individualized assessment powered by Al could exacerbate existing in-
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equalities if the models encode biases from training data, if students with greater digital fluency
generate richer learning traces, or if resource-poor institutions cannot implement sophisticated Al
systems. Banihashem et al. (2025) caution that learning analytics optimized for formative assess-
ment can inadvertently create “feedback-rich” and “feedback-poor” environments that mirror and

amplify existing socioeconomic disparities.
Agency: From Institution-Reported to AI-Observed and Student-Co-Created

Perhaps the most profound dimensional shift concerns who generates assessment evidence. Under
the current paradigm, institutions curate self-assessment reports, selecting which data to present and
how to frame it — an arrangement that creates inherent conflicts of interest (Section 3.4). Agentic

Al introduces two new sources of evidence: autonomous Al observation and student co-creation.

Al agents equipped with tool use capabilities can independently access learning management sys-
tems, assignment repositories, and institutional databases, generating evidence that is not filtered
through institutional self-reporting (Ng et al., 2021). Simultaneously, students become active co-
creators of their assessment evidence, working with Al agents to build competency portfolios that
reflect their own understanding of their learning growth. This dual shift — from institutional
monopoly to a triangulated evidence ecosystem — addresses the agency asymmetry identified in
Section 3 while aligning with constructivist principles that position learners as active meaning-

makers rather than passive subjects of measurement (Biggs, 1999).

The accompanying challenge is accountability. When evidence is generated by Al agents rather
than human-authored reports, questions arise about responsibility for errors, the interpretability of
Al-generated evidence, and the legal and regulatory status of algorithmically produced assessments.
Who is accountable when an Al agent’s competency assessment contradicts a faculty member’s

professional judgment?
Feedback Latency: From Retrospective to Real-Time

The current paradigm’s feedback loop operates on a timescale of months to years: accreditation

reports are submitted, reviewed, deliberated upon, and communicated back to institutions long
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after the assessed learning has occurred (Section 3.1). Agentic AI’s capacity for iterative reasoning
— decomposing complex assessments into manageable steps, executing them sequentially, and
refining conclusions based on intermediate results — enables assessment feedback that approaches

real time (Masterman et al., 2024).

The mechanism here is not simply faster computation but fundamentally different assessment ar-
chitecture. Rather than batch-processing assessment at the end of a cycle, an agentic system con-
tinuously generates formative feedback that can be acted upon immediately. Black and Wiliam’s
(1998) landmark meta-analysis demonstrated that formative assessment with timely feedback is
among the most powerful interventions for improving learning; agentic Al provides the infrastruc-

ture to deliver formative assessment at scale, continuously, and personalized to individual learners.

In a Taiwanese context, this could mean that a program director receives an alert — not in the next
accreditation report but next Tuesday — that students in a particular course section are struggling
with a threshold concept, accompanied by the Al agent’s analysis of likely causes and suggested
interventions. The shift from retrospective reporting to real-time intelligence transforms quality
assurance from a backward-looking accountability exercise into a forward-looking improvement

engine.

The risk is information overload. Real-time feedback systems can generate more data than humans
can meaningfully process, leading to alert fatigue and, paradoxically, less responsive institutions
(Swiecki et al., 2022). Effective implementation requires Al agents that exercise judgment about
when to escalate — a capability that depends on the planning and adaptation functions of agentic

systems.
Evidence Type: From Documents to Multimodal Learning Traces

Current quality assurance relies overwhelmingly on textual documents — self-assessment reports,
course syllabi, meeting minutes — supplemented by structured statistical data (Section 3.3). The

agentic paradigm expands the evidence base to encompass multimodal learning traces: digital ar-
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tifacts generated through the learning process itself, including code repositories, design portfolios,
laboratory notebooks, video presentations, collaborative documents, peer review exchanges, and

reflective journals.

This expansion is made technically feasible by agentic Al’s tool use capability — the capacity to
interface with diverse digital systems, retrieve heterogeneous data, and synthesize it into coher-
ent evidence narratives (Ng et al., 2021). Rather than relying on students to demonstrate their
learning through standardized examinations, the Al agent observes learning as it unfolds across
multiple modalities and environments. Shute and Ventura (2013) termed this approach “stealth as-
sessment” — the extraction of evidence about student competencies from their natural interactions
with learning environments, without interrupting those interactions with formal testing. A tension
exists between stealth assessment’s value and the informed consent requirements articulated in Sec-
tion 6.1.1: assessing students without their awareness, even when pedagogically motivated, risks
violating the autonomy principles this paper endorses. A design principle of “transparent stealth
assessment” could reconcile this tension — students are informed in advance that their natural
learning interactions will generate assessment evidence, and they understand the general mecha-
nisms involved, but the specific moments and modalities of evidence extraction are not signaled in

real time, preserving the ecological validity that makes stealth assessment diagnostically valuable.

For Taiwanese universities, multimodal evidence collection could address the persistent criticism
that standardized assessments fail to capture the competencies that matter most for professional
practice. A nursing student’s competency, for example, is better evidenced by her performance
in simulated clinical encounters, her reflective practice journals, and her collaborative problem-
solving in team-based care scenarios than by her score on a written examination. Agentic Al pro-
vides the integrative infrastructure to synthesize these diverse evidence streams into a coherent

competency profile.

The challenge is validity. Multimodal learning traces are noisy, contextual, and difficult to stan-

dardize. Establishing that an Al agent’s synthesis of diverse evidence streams constitutes valid
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assessment — that it actually measures what it claims to measure — requires new frameworks for
assessment validity that go beyond classical test theory (Mislevy et al., 2003). Evidence-Centered
Design, with its explicit modeling of evidence claims, task situations, and scoring rules, provides
a promising foundation but must be substantially extended to accommodate agentic AI’s dynamic,

multimodal evidence generation.
The Construct Validity Challenge

The expansion of evidence types raises a fundamental psychometric concern that must be addressed
directly. A core challenge for Al-generated competency assessments is construct validity: the
extent to which the Al system is measuring the intended construct (e.g., critical thinking, ethical
reasoning, collaborative problem-solving) rather than proxies correlated with that construct (e.g.,
essay length, keyword usage, response time, frequency of LMS logins). This concern is not unique
to Al— human assessors also sometimes confuse proxies with constructs — but it is amplified in Al
systems that learn statistical associations from training data without the contextual understanding

that enables human assessors to distinguish genuine competency from superficial performance.

The psychometric framework most compatible with Al-augmented assessment is Evidence-Centered
Design (ECD), as articulated by Mislevy et al. (2003). ECD’s explicit modeling of three intercon-
nected components — the competency model (what is being assessed), the evidence model (what
observable behaviors constitute evidence of the competency), and the task model (what tasks elicit
those observable behaviors) — provides a principled basis for designing Al assessment systems that
can articulate why a particular observation counts as evidence of a particular competency. Without
such a framework, Al systems risk producing assessments that are statistically reliable (consistent

across administrations) but not valid (actually measuring what they claim to measure).

The validity evidence for Al-generated assessments is in its infancy. Automated essay scoring
systems have accumulated validity evidence over two decades, demonstrating acceptable agree-
ment with human raters for certain assessment contexts (e.g., standardized writing assessments

with well-defined rubrics). However, the extension of Al assessment to complex, ill-structured



AGENTIC AI AND LEARNING OUTCOMES IN TAIWAN HE 46

competencies — the very competencies that the agentic paradigm aspires to assess — lacks com-
parable validation. This paper therefore proposes that all pilot implementations of Al-augmented
assessment (Phase 1, Section 5.3) include systematic validity studies as a mandatory component.
These studies should examine not only statistical agreement between Al and human assessments
but also the deeper question of whether Al-generated competency profiles correspond to meaning-
ful differences in student learning — a question that can only be answered through longitudinal

follow-up and convergent validation against multiple independent measures.
Assessment Purpose: From Accountability to Improvement

The current paradigm is overwhelmingly summative: its primary purpose is to render judgments
about institutional quality for accountability purposes — accreditation decisions, rankings, funding
allocations (HEEACT, 2023). While summative assessment serves legitimate social functions,
its dominance crowds out formative uses of assessment that directly improve learning (Shepard,
2000). The agentic paradigm shifts the center of gravity from accountability to improvement, from

judgment to development, from summative verdicts to formative intelligence.

This shift is made possible by the goal-directed planning capability of agentic Al systems. Rather
than passively recording outcomes for later judgment, an agentic assessment system could actively
plan interventions: identifying at-risk students, recommending pedagogical adjustments, and gen-
erating resources tailored to specific learning gaps (Banihashem et al., 2025). The Al agent does
not merely measure; it acts on what it measures, with the explicit goal of improving learning out-

comes.

The tension this creates is between assessment for learning and assessment of learning — a ten-
sion that Shepard (2000) identified as fundamental to assessment reform. If the same Al system
that supports student learning also generates evidence for accreditation decisions, conflicts of in-
terest emerge: students and institutions may strategically manage their interactions with the Al to
optimize their accreditation outcomes rather than their learning. Maintaining the integrity of both

formative and summative functions within an integrated agentic system requires architectural sepa-
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ration — an assessment design challenge that the ADAPT framework’s Trust and Ethics component

(Section 6) addresses directly.
The Performativity Challenge

Before proceeding to the final dimension, an important counter-argument must be addressed. Tai-
wan’s adoption of outcomes-based education (OBE) provides a documented case study in institu-
tional performativity — the phenomenon whereby institutions adopt the language and documenta-
tion of a reform without necessarily changing the underlying practices the reform was designed
to improve. As Lin et al. (2020) observed, many Taiwanese institutions adopted OBE frame-
works, produced impressive learning outcome documentation, created curriculum maps aligned
with competency frameworks, and generated the evidence artifacts required for accreditation —
while continuing teaching and assessment practices that remained substantially unchanged. The

documentation was genuine; the transformation it documented was, in many cases, superficial.

There is no reason to assume that Al-augmented assessment would be immune to performativity
dynamics. Institutions might adopt Al assessment tools for compliance purposes — deploying a
learning analytics dashboard, generating Al-processed competency reports, and presenting these
artifacts in accreditation documentation — while continuing traditional practices that the Al tools
nominally supplement. The risk is particularly acute if accreditation standards reward the presence
of Al tools rather than evidence of their impact on learning: institutions would be incentivized to
acquire and display the technology rather than to integrate it meaningfully into their assessment
ecology. Worse, institutions might learn to optimize Al-generated metrics without achieving gen-

uine learning improvement — a Goodhart’s Law dynamic in which the measure becomes the target.

Several design features could mitigate performativity in Al-augmented assessment. First, process-
oriented assessment design: rather than evaluating whether institutions have Al tools, accredita-
tion standards should evaluate how those tools are used — whether they track learning behaviors
and processes (not just outputs), whether their outputs inform actual pedagogical adjustments, and

whether those adjustments produce measurable learning improvement. Second, external validation
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through cross-institutional benchmarking: Al-generated competency profiles from individual in-
stitutions should be periodically validated against external measures — standardized assessments,
employer evaluations, capstone project reviews by external examiners — to prevent institutional
gaming of internal metrics. Third, student voice mechanisms: students’ own accounts of how Al-
mediated assessment affects their learning experience provide a check on institutional self-reporting
that is difficult to fabricate. Fourth, regular recalibration: Al assessment systems should be peri-
odically recalibrated against direct measures of learning to ensure that the competencies they track
correspond to genuine educational outcomes rather than to artifacts of the measurement process
itself. The proposed Al system audit checklist (Section 5.4.3) should explicitly include performa-

tivity indicators as part of its evaluation criteria.
Assessor: From Human Reviewers to Human-AI Collaborative Assessment

The final dimension concerns the identity of the assessor. The current paradigm vests assessment
authority in human experts — accreditation panel members, external reviewers, disciplinary spe-
cialists — whose professional judgment constitutes the gold standard of quality assurance (HEE-
ACT, 2023). The agentic paradigm does not eliminate human assessors but fundamentally recon-

figures their role through multi-agent collaboration and human-in-the-loop oversight.

In this reconfigured model, Al agents handle the labor-intensive work of evidence collection, pat-
tern detection, and preliminary analysis, while human reviewers focus on the interpretive, evalu-
ative, and deliberative tasks that require professional expertise, contextual knowledge, and ethical
judgment. This division of labor reflects what Zhong and Zhao (2025) characterize as the necessary
complementarity between artificial and human intelligence in the Al-age educational paradigm: Al
excels at processing scale, consistency, and pattern recognition; humans excel at meaning-making,

contextual judgment, and value-laden deliberation.

The risk is deskilling. If human reviewers increasingly defer to Al-generated analyses, their own
assessment expertise may atrophy, creating a dependency that undermines the very human judgment

the system is designed to preserve (Bearman & Ajjawi, 2023). Section 4.5 addresses this risk in
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detail.
Illustrative Scenario: A Student at a Taiwanese University of Technology

To ground the seven dimensions in concrete experience, consider the following scenario. It is
deliberately realistic — set within existing institutional structures and near-term technological ca-

pabilities — rather than speculative.

Wei-Lin is a third-year student in the Department of Mechanical Engineering at a Taiwanese uni-
versity of technology. Under the current paradigm, Wei-Lin’s learning would be measured through
course grades, a capstone project evaluation, and — years after graduation — through employment
surveys that ask whether her job relates to her field of study. These data points would be aggregated

with those of her cohort and reported in the department’s next self-assessment report.

Under the agentic paradigm, Wei-Lin’s learning journey is observed continuously and multimodally.
An Al agent integrated with the university’s learning management system tracks her engagement
with course materials, noting not merely completion but patterns of interaction: which problems
she revisits, where she seeks additional resources, how her approach to engineering design prob-
lems evolves across semesters. When Wei-Lin submits code for a computational mechanics as-
signment, the agent analyzes not only correctness but problem-solving strategy — whether she
decomposes problems systematically, whether she tests boundary conditions, whether her doc-
umentation reflects metacognitive awareness of her reasoning process. This analysis draws on
Evidence-Centered Design principles (Mislevy et al., 2003), maintaining explicit models of the

competency claims being assessed and the evidence warranting those claims.

In her second semester, the Al agent detects a pattern: Wei-Lin’s performance in courses requiring
spatial reasoning — computer-aided design, materials science visualization — has plateaued, while
her analytical and computational skills continue to develop. Rather than waiting for this pattern
to manifest as a poor grade or, worse, to go undetected entirely, the agent generates a formative

alert for Wei-Lin’s academic advisor, including a preliminary analysis of possible causes and a set
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of recommended interventions — additional visualization exercises, a peer tutoring match with a
student whose spatial reasoning is strong, a meeting with the course instructor to discuss alternative

approaches to design problems.

Wei-Lin herself interacts with the Al agent as a collaborator in her learning. She uses the agent
to build a competency portfolio — a dynamic, evidence-rich representation of her developing ex-
pertise that she curates alongside the Al’s observations. When the agent identifies a strength she
had not recognized — an unusual facility for integrating multidisciplinary perspectives in team
projects — she adds it to her portfolio with the AI’s supporting evidence. When she disagrees with
the agent’s assessment of her technical writing — she believes it undervalues her ability to com-
municate complex ideas to non-specialist audiences — she annotates the disagreement, providing
counter-evidence from an industry internship report. The portfolio thus becomes a site of construc-
tive alignment (Biggs, 1999), not between learning objectives and assessment tasks, but between

Al observation and human self-understanding.

During Wei-Lin’s capstone project — designing a component for a local manufacturer’s produc-
tion line — a multi-agent system coordinates assessment across multiple dimensions. One agent
evaluates the technical soundness of her engineering design, drawing on domain-specific knowl-
edge bases. Another analyzes her project management behaviors: how she allocates tasks within
her team, how she responds to setbacks, how she integrates feedback from the industry mentor. A
third synthesizes evidence from her entire trajectory, placing the capstone performance within the
context of her four-year development. The faculty evaluator receives not a grade recommendation
but an evidence narrative — a rich, contextualized account of what Wei-Lin knows, can do, and

has become as an engineer, supported by multimodal evidence and longitudinal trajectory analysis.

For HEEACT accreditation, Wei-Lin’s learning evidence — anonymized and aggregated with ap-
propriate privacy protections — contributes to a continuously updated picture of the program’s
learning outcomes. Accreditation reviewers do not wait for a self-assessment report to learn whether

the program’s graduates develop the competencies its curriculum promises; they can access real-
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time dashboards showing competency trajectories across cohorts, identify emerging gaps before
they become systemic problems, and focus their limited site visit time on the interpretive and eval-

uative questions that require human judgment.

This scenario is not science fiction, but neither is it an accurate description of current capability.
Each of its individual elements — learning analytics, adaptive assessment, competency portfolios,
multi-agent systems — exists in some form today (Swiecki et al., 2022; Shute & Ventura, 2013;
OpenAl, 2025). What the agentic paradigm adds is integration: the capacity to connect these ele-
ments into a coherent, continuously operating, goal-directed assessment system. The gap between

current capability and this integrated vision remains significant.

Intellectual honesty requires classifying the scenario’s elements by their feasibility horizon:

* Near-term feasible (2026-2028): Automated feedback on written assignments using large
language models; basic learning analytics dashboards tracking student engagement and per-
formance across a learning management system; competency-tagged rubrics linked to pro-
gram learning outcomes. These capabilities exist today and are deployed, in varying degrees

of maturity, in institutions worldwide.

* Medium-term plausible (2028-2030): Cross-course competency tracking with persistent
memory, enabling an Al system to maintain a learner model across semesters; adaptive
assessment sequencing that adjusts evaluation strategies based on accumulated evidence;
multi-modal evidence integration that synthesizes written work, project artifacts, and partic-
ipation data into coherent competency profiles. These capabilities have been demonstrated
in prototype or limited deployment but face significant engineering, data infrastructure, and

institutional integration challenges.

* Long-term speculative (2030+): Fully autonomous multi-agent assessment ecosystems in
which specialized Al agents coordinate assessment across multiple dimensions of a cap-

stone project; real-time institutional quality dashboards that aggregate student-level trajec-
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tory data into program- and institution-level quality indicators for accreditation purposes; Al-
generated “evidence narratives” that synthesize four years of longitudinal data into nuanced
accounts of individual learning development. These capabilities are technically conceivable

but have not been demonstrated at scale in educational settings.

The Wei-Lin scenario as presented represents a composite vision in which all three horizons oper-
ate simultaneously — a state that, while analytically useful for illustrating the paradigm shift’s full
implications, should not be mistaken for a near-term implementation plan. The phased implemen-
tation pathway proposed in Section 5.3 is designed to move through these horizons sequentially,

grounding each phase in the empirical evidence generated by its predecessor.
The Role of Human Judgment in the New Paradigm

The enthusiasm generated by agentic Al’s capabilities must be tempered by a clear-eyed assessment
of what it cannot do. Bearman and Ajjawi (2023) caution that it is “still too early to say whether
GenAl is or will be the paradigm shift that people predict” (p. 1), and their caution is well-taken. The
ADAPT framework insists that the paradigm shift is not from human assessment to Al assessment
but from human-only assessment to human-Al collaborative assessment — a distinction that is

conceptually crucial and practically consequential.

The centaur model. In competitive chess, the most formidable players are neither humans nor
Al alone but “centaur” teams that combine human strategic intuition with AI computational power
(Kasparov, 2017). The assessment centaur pairs Al’s capacity for continuous, large-scale, mul-
timodal evidence processing with human capacity for contextual interpretation, ethical judgment,
and meaning-making. Neither alone is sufficient. An Al agent can detect that a student’s collab-
orative behavior has changed over a semester; a human assessor is needed to interpret whether
that change reflects deepening leadership skills, social withdrawal due to personal difficulties, or

strategic free-riding in a team environment.

Faculty as meta-assessors. In the agentic paradigm, faculty do not abdicate assessment respon-
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sibility; they elevate it. Rather than spending hours grading assignments — a task at which Al is
increasingly competent — faculty become meta-assessors who evaluate the quality of Al-generated
evidence and the validity of Al-generated competency claims. This role requires new forms of pro-
fessional expertise: assessment literacy that encompasses understanding of how Al systems gen-
erate evidence, what biases they may encode, and where their judgments require human override.
Shepard (2000) argued that assessment reform requires corresponding transformation in teacher

preparation; the agentic paradigm makes this requirement acute.

HEEACT reviewers as system auditors. The role of accreditation reviewers likewise transforms.
Rather than evaluating whether an institution’s self-assessment report accurately reflects its prac-
tices — a task limited by information asymmetry and impression management — reviewers evalu-
ate whether the institution’s Al assessment system produces valid, reliable, equitable, and transpar-
ent evidence (Pellegrino et al., 2001). This is a more demanding role, requiring understanding of
both disciplinary content and Al system behavior, but it is also a more consequential one: auditing

the system that produces evidence is more valuable than auditing individual evidence artifacts.

The irreducible human domain. Certain dimensions of learning resist algorithmic assessment not
because Al is not yet sophisticated enough but because they are constitutively human. Creativity
— not the generation of novel combinations, at which Al excels, but the expression of authentic
personal vision. Ethical reasoning — not the application of rules to cases, at which Al is competent,
but the navigation of genuine moral dilemmas where values conflict and no algorithm can arbitrate.
Interpersonal growth — the development of empathy, cultural sensitivity, and the capacity for au-
thentic human connection. These dimensions of learning are not edge cases to be addressed later;
they are central to higher education’s mission, and their assessment requires human judgment that
no agentic system can replicate (Pellegrino et al., 2001). The ADAPT framework’s insistence on
human-in-the-loop design is not a concession to current technological limitations but a principled

commitment to the irreducibly human dimensions of education.
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From “Student Success” to “Learning Trajectories”: Redefining What We Measure

The paradigm shift described in this section is not merely methodological — a change in how we
measure — but ontological: a change in what we measure and, by extension, in what we value.
This final subsection argues that the most consequential implication of the agentic paradigm is the

redefinition of educational quality itself.

The poverty of endpoint measures. Current “student success” metrics — graduation rates, em-
ployment rates, licensure examination pass rates, grade point averages — share a common charac-
teristic: they are endpoint measures that capture destinations without illuminating journeys. A 90%
graduation rate tells us nothing about what graduates learned, how they learned it, or whether the
institution’s educational practices contributed to their development or merely credentialed prior
achievement. UNESCO’s (2025) provocative question — “What’s worth measuring?” — chal-
lenges the assessment community to move beyond easily quantifiable endpoints toward the richer,

messier, more consequential question of how students grow.

Learning trajectories as the new unit of analysis. The agentic paradigm enables a fundamen-
tal shift in the unit of assessment from endpoints to trajectories — the dynamic paths through
which learners develop competencies, dispositions, and identities over time. Zhong and Zhao’s
(2025) analysis of educational paradigm shifts in the Al age exemplifies this reorientation, arguing
that continuous formative assessment aligned across temporal and spatial dimensions — tracking
learning development across semesters, courses, and programs — must replace periodic summa-
tive snapshots. Agentic Al provides the infrastructure to operationalize such temporally aligned
assessment at scale, maintaining persistent models of individual learning trajectories that capture
not only what students know at any given moment but how their knowledge, skills, and dispositions

are developing.

Process over product. A trajectory-oriented paradigm privileges process over product. How does

a student approach an unfamiliar problem? Does she decompose it systematically or proceed by trial
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and error? How does she respond to failure — with persistence, strategic adjustment, or avoidance?
How does she integrate feedback from peers, instructors, and Al agents into her subsequent work?
These process-oriented questions are more diagnostically valuable than product-oriented questions
(“Did the student get the right answer?”’) and more predictive of long-term professional success
(Pellegrino et al., 2001). Agentic Al’s capacity for continuous observation and multi-step reasoning

makes process-oriented assessment feasible at a scale that was previously impossible.

Competency trajectories and metacognitive development. Beyond content knowledge and tech-
nical skills, the agentic paradigm enables tracking of metacognitive development — students’ grow-
ing awareness of their own learning processes, their ability to self-regulate, and their capacity to
transfer learning across contexts. Banihashem et al. (2025) demonstrate that learning analytics op-
timized for formative purposes can provide rich evidence of metacognitive processes, including
self-monitoring, strategy selection, and reflective adjustment. When combined with agentic Al’s
persistent memory and adaptive behavior, such analytics can generate longitudinal metacognitive
profiles that capture what may be higher education’s most important outcome: the capacity to learn

how to learn.

The ontological shift. Ultimately, the move from static measurement to dynamic learning evi-
dence entails a redefinition of educational quality. Quality is no longer a property of institutions
— something they possess and demonstrate through self-assessment — but a property of learning
experiences: dynamic, relational, and emergent. This ontological shift aligns with constructivist
learning theory (Biggs, 1999), which holds that learning is not a transfer of knowledge from insti-
tution to student but an active process of meaning construction. The agentic paradigm, for the first

time, provides assessment infrastructure commensurate with this theoretical commitment.

Yet this ontological shift is itself nested within a deeper dynamic. The move from endpoints to
trajectories presupposes that “trajectory” is a stable unit of analysis — that we need merely shift
from measuring destinations to tracking paths. But the co-evolution of Al and human cognition

means that the nature of the path itself is changing: how learners interact with Al is evolving,
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the cognitive ecology constituted by human-AlI collaboration is being reshaped, and the answer to
“what constitutes a meaningful learning trajectory” is not fixed. The following subsection examines

this co-evolutionary dynamic and its fundamental implications for assessment design.
The Co-Evolution Dynamic: Why a One-Time Paradigm Shift Is Insufficient

The Kuhnian framework employed throughout this paper provides a powerful analytical lens: it
identifies an old paradigm beset by anomalies, a crisis precipitated by converging pressures, and
a new paradigm that resolves those anomalies. But Kuhn’s model, designed for scientific rev-
olutions, carries an implicit assumption that fits uneasily with the phenomenon under analysis: it
presupposes that the new paradigm, once established, will achieve a period of “normal science” —a
stable equilibrium that persists until the next round of anomalies accumulates. The argument of this
subsection is that no such equilibrium is available in the domain of Al-augmented learning assess-
ment, because the relationship between Al and human learning is not static but co-evolutionary —
and the definitions of learning that any assessment framework must operationalize are themselves

continuously being reconstructed by the technologies embedded in educational practice.

Three mechanisms of cognitive transformation. Cognitive science identifies at least three mech-
anisms through which Al is transforming human learning and cognition, each with distinct impli-

cations for assessment.

Cognitive offloading refers to the process by which individuals delegate cognitive tasks to external
tools, freeing internal cognitive resources for other purposes (Risko & Gilbert, 2016). When stu-
dents use Al to retrieve factual information, perform routine calculations, or generate first drafts,
they offload tasks that once constituted core learning activities. Critically, offloading is not mono-
lithic: it can be strategic — deliberately freeing cognitive resources for higher-order synthesis,
creativity, and ethical reasoning — or maladaptive — creating over-reliance that atrophies the
very capacities education aims to develop. Sparrow et al.’s (2011) seminal finding that internet
access changes what people remember — the “Google effect” shifting memory toward source lo-

cations rather than content — is being amplified by Al tools that are more capable and more deeply
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integrated into learning practice than any prior technology. The assessment implication is that
measurement systems must distinguish between students who offload strategically (demonstrating
metacognitive resource management) and those who offload dependently (masking underdevel-
oped competencies) — a distinction that Vygotsky’s (1978) zone of proximal development helps
illuminate, as Al effectively creates a dynamic, personalized scaffolding zone that continuously

recalibrates what learners can accomplish with and without assistance.

Cognitive augmentation describes the enhancement of human cognitive capabilities through Al
partnership. When a student uses an Al system to visualize complex data, explore alternative fram-
ings of a problem, or receive real-time feedback on reasoning quality, the human-Al ensemble
achieves cognitive performances that neither human nor Al could accomplish independently. Clark
and Chalmers’ (1998) extended mind thesis provides the philosophical foundation: if a tool is re-
liably available, consistently used, and its outputs are automatically endorsed by the user, then the
tool constitutes part of the user’s cognitive system. In educational terms, this means that “what
a student knows” may be inseparable from “what tools a student can effectively mobilize” — a

redefinition with profound implications for assessment validity.

Cognitive restructuring denotes the deeper, slower process by which sustained interaction with
Al tools reorganizes internal cognitive architecture. Hayles (2012) theorizes this as technogene-
sis: the recursive process through which humans and technics co-evolve, with each reshaping the
other. Sterelny (2010) describes the construction of cognitive niches — environments that humans
actively engineer to scaffold their own cognitive development. A philosophical tension should be
acknowledged here: Clark and Chalmers’ (1998) extended mind thesis, cited above, holds that
tools constitute part of the cognitive system, while Sterelny’s scaffolding view treats tools as envi-
ronmental supports fo cognition without being constitutive of it. This paper need not resolve this
debate; for quality assurance purposes, both positions converge on the same practical implication:
assessment must account for the cognitive ecosystem — the full ecology of human-Al interac-

tion — rather than treating the isolated biological learner as the sole unit of analysis. In the Al era,
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students do not merely use Al tools; they grow up in cognitive environments saturated by Al, devel-
oping reasoning patterns, attention structures, and epistemic habits that are qualitatively different
from those of pre-Al cohorts. The assessment implication is temporal: what counts as evidence
of “critical thinking” or “creative problem-solving” for a generation that has always had Al as a
cognitive partner may differ fundamentally from what counted for prior generations — and will

differ again for subsequent ones.

The co-evolutionary loop. These three mechanisms — offloading, augmentation, and restructur-
ing — do not operate in isolation; they constitute a recursive loop between technology adoption

and cognitive transformation:

1. Altechnologies are deployed in educational settings, changing what cognitive tasks students
perform independently and what they delegate to Al.

2. Students’ cognitive practices, epistemic habits, and learning strategies adapt in response —
what they remember, how they reason, what they value as knowledge.

3. These cognitive changes alter what “learning” means in practice — the competencies that
matter, the processes that constitute genuine understanding, the performances that demon-
strate mastery.

4. The changed definitions of learning create new requirements for assessment systems and new
expectations for how Al should be adopted in education.

5. These new adoption patterns further transform the cognitive ecology, and the cycle continues.

This loop means that the relationship between Al and learning is not unidirectional — Al as a tool
applied to a fixed educational target — but bidirectional and recursive: Al changes how humans
learn, and the changes in how humans learn reshape how Al should be adopted, which further
changes how humans learn. Hutchins’ (1995) distributed cognition framework, which demon-
strates that cognitive processes are distributed across people, tools, and environments rather than
contained within individual minds, provides the theoretical architecture for understanding this dy-

namic. In the agentic Al context, cognition is distributed across students, Al agents, learning man-
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agement systems, and the assessment infrastructure itself — and the distribution is continuously

being reconfigured.

Implications for assessment design: the adaptive definition framework. If learning definitions
are co-evolving with technology, then assessment frameworks cannot be designed around fixed
definitions and expect to remain valid. The practical implication is that the paradigm shift theo-
rized in this paper should not be conceived as a one-time move from Paradigm A (snapshots) to
Paradigm B (trajectories) that then stabilizes. Rather, it should be conceived as the establishment
of an adaptive assessment architecture — a system designed to track and respond to the ongoing

evolution of what learning means.

Concretely, this entails three design principles that extend the ADAPT framework:

First, definitional monitoring: the assessment system should include mechanisms for periodically
revisiting and revising the operational definitions of learning outcomes in light of technological and
cognitive change. Just as the Kuhnian framework requires vigilance for new anomalies, an adaptive
assessment architecture requires vigilance for definitional drift — the gradual divergence between
what the system measures and what learning has become. Operationally, this means HEEACT’s
fourth-cycle indicators could include a required annual review, at the program level, of what counts
as “independent student work™ and “demonstrated competency” — definitions that must be updated

as Al capabilities evolve rather than fixed for a six-year cycle.

Second, human-AI boundary tracking: as cognitive offloading and augmentation shift the bound-
aries of what students do independently versus what they accomplish through Al partnership, as-
sessment must continuously recalibrate what it attributes to the learner versus what it attributes
to the tool. This is not a one-time calibration but an ongoing negotiation as tools evolve and
students’ relationships with them change. Luckin’s (2018) “interwoven intelligence” framework,
which identifies seven elements of human intelligence that Al cannot replicate and maps how hu-

man and machine capabilities relate, provides a useful starting point. Operationally, accreditation



AGENTIC AI AND LEARNING OUTCOMES IN TAIWAN HE 60

self-assessment reports could include a “human-Al contribution map” for each assessed learning
outcome, documenting which competency demonstrations involve Al partnership and how the in-

stitution distinguishes learner capability from tool capability.

Third, generational sensitivity: assessment criteria should be developed with awareness that suc-
cessive cohorts of students will have qualitatively different cognitive relationships with Al. The
“digital natives” concept (now widely critiqued) captured an important intuition — that growing
up with technology shapes cognition — but applied it too coarsely. The co-evolutionary frame-
work suggests that even within a single decade, the cognitive profiles of entering students may
shift meaningfully as Al tools become more capable and more pervasive. Operationally, longitu-
dinal comparison of cohort learning profiles should adjust baselines for Al-native versus pre-Al
cohorts, and accreditation criteria should be reviewed on a shorter cycle (e.g., triennially) than the

full accreditation period to accommodate this generational variation.

Why this matters for Taiwan’s fourth cycle. The co-evolutionary perspective reinforces the case
for Scenario B (framework evolution) over Scenario A (conservative integration) or Scenario C
(paradigm replacement). Scenario A, by maintaining fixed assessment definitions, is structurally
unable to accommodate definitional evolution. Scenario C, by committing to a comprehensive new
paradigm, risks crystallizing a new set of definitions that will be overtaken by the next round of co-
evolutionary change. Scenario B, with its incremental revision mechanisms and structured piloting,
provides the institutional flexibility needed to treat assessment definitions as living constructs rather
than permanent fixtures — provided the design principles articulated above are built into the fourth-

cycle architecture from the outset.

The seven dimensions of the paradigm shift — temporality, granularity, agency, feedback latency,
evidence type, assessment purpose, and assessor identity — collectively describe a transformation

that is neither purely technological nor purely conceptual but both simultaneously. Agentic Al
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provides the enabling infrastructure; the ADAPT framework provides the analytical structure; and
the ontological shift from endpoints to trajectories provides the conceptual foundation. Yet frame-
works and technologies do not transform educational systems; policies do. Section 5 turns to the
question of how Taiwan’s quality assurance policies — specifically HEEACT’s accreditation stan-
dards — might evolve to enable, regulate, and govern this paradigm shift, translating theoretical

possibilities into institutional realities. ## 5. Policy and Accreditation Implications

The preceding sections have established that agentic Al possesses the theoretical capacity to trans-
form learning outcome measurement from periodic, retrospective snapshots into continuous, adap-
tive evidence streams. Yet theoretical potential alone does not reshape institutional practice. The
critical mediating variable is policy — specifically, how Taiwan’s Ministry of Education (MOE) and
the Higher Education Evaluation and Accreditation Council of Taiwan (HEEACT) choose to posi-
tion agentic Al within the nation’s quality assurance (QA) architecture. This section addresses RQ4
by analyzing three policy scenarios for integrating agentic Al into Taiwan’s accreditation frame-
work, conducting a comparative evaluation across multiple dimensions, and proposing a phased
implementation pathway. Most critically, it offers concrete recommendations for the fourth cycle
of institutional accreditation (55 PH7E HI K S AL A 53T 8), whose design window represents an
immediate and consequential opportunity. The analysis draws on Bardach and Patashnik’s (2019)
eightfold path for policy analysis while remaining grounded in Taiwan’s specific regulatory con-
text, institutional culture, and the cautionary lessons emerging from peer nations’ early experiments
with Al in education. To make the eightfold path’s analytical structure visible, the section’s organi-
zation maps to Bardach’s steps as follows: problem definition (the structural limitations identified
in Section 3 and the policy challenge of integrating agentic Al); evidence assembly (the techno-
logical capability analysis of Section 2 and the South Korean cautionary tale in Section 5.2); alter-
native construction (the three policy scenarios in Section 5.1); criteria selection (the multi-criteria
evaluation matrix in Table 4); outcome projection (the comparative analysis across feasibility, eq-
uity, cost, and timeline); confronting tradeoffs (the acknowledgment that no scenario dominates

across all criteria); decision (the recommendation of a phased approach beginning with Scenario
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B); and telling the story (the concrete fourth-cycle recommendations in Section 5.4 that translate
the analysis into actionable guidance). Bardach’s framework is thus not merely an inspiration but

a structuring principle for the policy analysis that follows.
Three Policy Scenarios

The integration of agentic Al into higher education quality assurance is not a binary proposition.
Following the scenario planning methodology widely employed in technology governance (OECD,
2023), this subsection presents three distinct scenarios representing points along a continuum from
minimal disruption to paradigm replacement. Each scenario carries different assumptions about

institutional readiness, regulatory appetite, and the pace of technological maturation.
Scenario A — Conservative Integration

Under Scenario A, agentic Al functions as a supplementary analytics tool operating entirely within
the existing HEEACT framework. The third cycle’s four standards and their associated Core Indi-
cators (f%/)E512) remain unchanged. Institutions that wish to deploy Al-driven assessment tools
— intelligent tutoring systems, automated rubric scoring, predictive learning analytics — do so vol-
untarily, at their own discretion and expense. HEEACT evaluators continue to examine traditional
evidence artifacts: course syllabi, grade distributions, student surveys, capstone portfolios, and em-
ployer feedback. Al-generated evidence, if presented, is treated as supplementary documentation

rather than primary accreditation evidence.

This scenario’s principal advantage is its low regulatory risk. No legislative amendments, no re-
visions to accreditation handbooks, and no new evaluator competencies are required. It respects
what Lin et al. (2020) identified as the foundational principle of Taiwan’s QA system: institutional
autonomy (K £ H F) balanced with public accountability. Institutions experimenting with Al
tools can do so without fear that their innovations will be penalized by evaluators unfamiliar with

the technology.

However, conservative integration carries significant costs. Most critically, it risks creating what

Coburn (2003) termed a “two-tier system” — a growing divide between well-resourced institutions
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that leverage Al to enhance learning outcomes and those that lack the capacity or incentive to do
so. When accreditation frameworks fail to recognize innovative practices, they implicitly devalue
them, sending a signal to institutional leaders that Al investment carries reputational risk without
accreditation reward. Moreover, Scenario A forecloses the possibility of system-level learning:
without structured data collection on Al-augmented assessment practices across institutions, HEE-

ACT cannot build the evidence base needed to inform future policy iterations.
Scenario B — Framework Evolution

Scenario B envisions a deliberate but incremental evolution of the HEEACT accreditation frame-
work to formally recognize Al-generated learning evidence. Under this scenario, HEEACT revises
the descriptors for selected Core Indicators — particularly those under Standard 3 (F{ 22 Bl £ %)
— to incorporate new dimensions reflecting Al-augmented assessment infrastructure. For instance,
the descriptor for Core Indicator 3-2, which currently emphasizes “direct and indirect assessment
mechanisms for student learning outcomes” (HEEACT, 2023, p. 38), would be expanded to in-
clude “continuous learning evidence mechanisms, including Al-mediated formative assessment

data where institutionally appropriate.”

New indicators might be introduced under Standard 3, such as “Al-augmented assessment infras-
tructure” and “learning analytics for student support.” The Self-Assessment Report (SAR; H F&
2 # ¥R ) template would be modified to include an optional appendix on Al in assessment,
requiring institutions that deploy such tools to document their data governance, algorithmic trans-
parency measures, and bias mitigation protocols. Critically, this scenario maintains the existing
accreditation cycle structure — periodic self-assessment followed by on-site visits — but enriches

the evidentiary palette that evaluators can draw upon.

The strengths of Scenario B lie in its balance between innovation and continuity. Taiwan’s accredi-
tation culture has matured over three cycles spanning more than fifteen years; institutions and evalu-
ators have developed shared understandings of quality evidence, visit protocols, and improvement-

oriented dialogue (Lin et al., 2021). Scenario B leverages this accumulated QA culture rather than
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discarding it. It also aligns with the approach emerging in several peer QA agencies: the European
Standards and Guidelines (ESG) revision discussions have emphasized incorporating digital as-

sessment within existing quality frameworks rather than creating parallel systems (ENQA, 2015).

The principal limitation of Scenario B is pace. Incremental revision of accreditation standards typ-
ically requires multi-year consultation processes involving MOE, HEEACT staff, institutional rep-
resentatives, student groups, and industry stakeholders. If Al-augmented assessment tools evolve
as rapidly as current trajectories suggest (Gartner, 2025), framework evolution risks perpetual lag
— the standards always one generation behind the technology. Additionally, Scenario B demands
significant HEEACT staff capacity building; evaluators must develop sufficient technical literacy

to assess Al assessment systems meaningfully, not merely check compliance boxes.
Scenario C — Paradigm Replacement

Scenario C represents the most radical departure: an entirely new continuous assurance model that
replaces the periodic SAR-plus-on-site-visit structure with real-time quality monitoring. Under this
scenario, institutions maintain Al-mediated evidence dashboards that stream learning outcome data
continuously to HEEACT. Agentic Al systems generate, curate, and present evidence of student
learning in real time — not as static tables in a document submitted every six years, but as living
data ecosystems that HEEACT can access on demand. The on-site visit, if retained at all, becomes
a targeted “deep dive” triggered by anomalies in the continuous data stream rather than a scheduled

ritual.

HEEACT s role transforms fundamentally under Scenario C: from periodic evaluator to continuous
quality partner. Rather than assembling evaluation teams every six years, HEEACT would maintain
ongoing analytical relationships with institutions, providing formative feedback, benchmarking
data, and early warning signals. This vision aligns with what Temper et al. (2025) described in the
HEAT-AI framework as “embedded quality intelligence” — Al systems that do not merely measure

quality but actively participate in its improvement.
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The appeal of Scenario C is its conceptual elegance: it fully realizes the paradigm shift from
assessment-of-learning to assessment-as-learning that the theoretical framework in Section 2 ar-
ticulated. It eliminates the assessment lag problem — the months or years between data collection
and accreditation judgment — that has long been recognized as a structural weakness of periodic

QA systems (Ewell, 2009).

Yet the obstacles are formidable. The infrastructure costs alone — standardized data architectures,
secure API connections between every HEI and HEEACT, Al system maintenance — would be
substantial. Equity concerns are paramount: Taiwan’s higher education system encompasses more
than 140 institutions ranging from research universities with robust I'T departments to small colleges
of technology with minimal digital infrastructure (MOE, 2024). A continuous assurance model
risks excluding precisely those institutions that most need quality support. International recognition
presents another challenge; no major QA framework globally has fully operationalized continuous
assurance, meaning Taiwan would be pioneering without established benchmarks. Finally, the
South Korean experience with Al-driven educational transformation — discussed below — offers a
sobering reminder that speed of technological deployment does not guarantee quality of educational

outcomes.
Comparative Analysis of Scenarios

To systematically evaluate the three scenarios, Table 4 presents a multi-criteria assessment ma-
trix. The criteria reflect the dimensions most salient to Taiwan’s policy context: implementation
feasibility, equity impact across diverse institution types, QA integrity maintenance, international
recognition compatibility, estimated cost, implementation timeline, and institutional readiness re-

quirements.

Table 4

Comparative Evaluation Matrix for Agentic Al Integration Scenarios
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Criterion

Scenario A: Conserva-

tive

Scenario B: Evolution

Scenario C: Replace-

ment

Feasibility

Equity impact

QA integrity

International recog-

nition

Estimated cost

Timeline

Institutional readi-

ness requirement

Risk of unintended

consequences

High — no regulatory

change

Negative — widens gap
between resourced and
under-resourced insti-
tutions

Maintained — existing

standards unchanged

High — aligns with cur-
rent Washington Ac-
cord, ESG

Minimal
(institutional-level
only)

Immediate

Low — voluntary adop-
tion
Low but stagnation

risk

Moderate — requires

HEEACT handbook

revision
Moderate — optional
indicators reduce pres-

sure on less-ready in-
stitutions

Maintained with en-
hancement — new indi-
cators add rigor

High — consistent with
ESG revision trajec-
tory

Moderate (HEEACT
capacity building +
handbook revision)
2-4 years for standards
revision
Moderate — institu-
tions must document
Al practices

Moderate — depends

on indicator design

quality

Low — requires new
legislation, infrastruc-
ture

High risk — may ex-
clude institutions lack-
ing digital infrastruc-
ture

Uncertain — untested
model with no interna-
tional precedent

Low initially — no
peer QA agency has
adopted this model
Very high (national in-
frastructure + ongoing
maintenance)

5-10+ years for full
implementation

Very high — all insti-
tutions must maintain
real-time data systems
High — South Korea

cautionary parallel
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No single scenario dominates across all criteria. Scenario A minimizes risk but maximizes oppor-
tunity cost; Scenario C maximizes transformative potential at prohibitive near-term cost; Scenario
B occupies the pragmatic middle ground. This convergence on hybrid approaches is consistent
with Bardach and Patashnik’s (2019) observation that effective policy analysis sequences radical

goals through incremental steps.
The South Korean Cautionary Tale

South Korea’s 2024 plan to deploy Al-powered digital textbooks across all schools by 2025 pro-
vides a cautionary parallel. The rollout provoked severe backlash: parents protested increased
screen time, teachers reported poor calibration to diverse needs, and the government was forced
into significant rollback by mid-2025 (Rest of World, 2025). Three lessons apply directly: tech-
nological readiness does not equal stakeholder readiness; equity of access is a precondition, not an
afterthought; and phased piloting with genuine evaluation is essential. These lessons argue against

Scenario C as a near-term strategy.
Recommended Phased Approach

Drawing on the scenario analysis and the South Korean cautionary evidence, this paper recom-
mends a three-phase implementation pathway that begins with conservative piloting, transitions to
framework evolution based on empirical evidence, and selectively introduces elements of paradigm

transformation for institutions with demonstrated readiness.

Phase 1: Structured Piloting (2026-2028). Under Phase 1, MOE and HEEACT jointly select
10-15 higher education institutions representing diverse institutional types — research universities,
comprehensive universities, and universities of technology — to participate in a structured pilot of
Al-augmented assessment. Participating institutions receive modest funding support and techni-
cal guidance to implement agentic Al tools in selected programs. HEEACT develops provisional
guidelines for documenting Al-generated learning evidence, and evaluators conduct supplemen-
tary reviews (not formal accreditation) of Al assessment practices. Critically, Phase 1 includes a

rigorous evaluation component: independent researchers assess the validity, reliability, equity, and
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pedagogical impact of Al-augmented assessment across pilot sites. Taiwan’s Al Basic Act (AL
B EFKTE), enacted in December 2025 with its seven governing principles — including human
autonomy, privacy protection, transparency, and fairness (Legislative Yuan, 2025) — provides the
legal framework for ensuring that pilot implementations comply with national Al governance stan-

dards.

Phase 2: Framework Evolution (2028-2030). Phase 2 commences only after Phase 1 evaluation
data demonstrate that Al-augmented assessment can produce valid, equitable, and pedagogically
valuable learning evidence. Based on pilot findings, HEEACT initiates formal revision of Core
Indicator descriptors under Standards 3 and 4, incorporating new language for Al-mediated assess-
ment evidence. The SAR template is updated to include the Al assessment appendix described
under Scenario B. HEEACT launches an evaluator capacity-building program, including interna-
tional benchmarking visits to peer QA agencies (see Section 5.5) and specialized training modules
on Al system audit. Phase 2 aligns with the anticipated launch window for the fourth cycle of in-

stitutional accreditation, creating a natural integration point for revised standards.

Phase 3: Selective Transformation (2030+). For self-accrediting institutions ( H ¥ 57 # 1% 1#)
that have demonstrated mature Al assessment infrastructure through Phases 1 and 2, Phase 3 in-
troduces selective elements of Scenario C: continuous quality monitoring dashboards, real-time
evidence streams, and a more fluid relationship between institution and quality assurance body.
Critically, Phase 3 maintains the traditional accreditation pathway as a fully legitimate alternative.
No institution is compelled to adopt continuous assurance; rather, it becomes an option for insti-
tutions whose digital maturity warrants it. This dual-pathway model ensures that the system does

not replicate the equity failures observed in the South Korean rollback (Rest of World, 2025).
5.3.1 The Political Economy of Implementation

The phased approach outlined above assumes a degree of coordination among stakeholders that the
political economy of Taiwan’s higher education governance does not guarantee. The relationship

between the key actors — MOE, HEEACT, and universities — involves overlapping but distinct
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authorities, incentives, and constraints that must be explicitly addressed.

The political economy of this transition should not be underestimated. HEEACT’s position as
an independent foundation provides operational flexibility but limits its authority to mandate Al
adoption; MOE controls funding but may prioritize other policy objectives; and universities face
competing demands for limited resources. Specifically, HEEACT develops accreditation standards
and administers the evaluation process, but MOE retains approval authority over the framework’s
overall design and the regulatory consequences of accreditation outcomes. Universities implement
assessment practices but have varying degrees of autonomy: self-accrediting institutions enjoy
considerable procedural flexibility, while institutions under standard accreditation operate within

tighter regulatory constraints.

Budget allocation presents a particularly thorny coordination challenge. Who funds the Al infras-
tructure required for even modest piloting? Three potential funding streams exist, each with limi-
tations. First, MOE could allocate resources through the Higher Education Sprout Project, which
already includes technology-enhanced teaching quality as a funded dimension; however, Sprout
Project funding is competitive and time-limited, creating sustainability risks. Second, institutions
could fund AI assessment infrastructure from their own budgets; however, the institutions most in
need of improved assessment are precisely those with the most constrained budgets (see Section
5.3.2 below). Third, private sector partnerships with educational technology vendors could provide
infrastructure; however, such partnerships raise vendor dependency and data governance concerns

that must be carefully managed (see Section 5.3.3 below).

Among these stakeholders, faculty deserve particular attention as the primary implementers of any
assessment change. Continuous Al-augmented assessment implies a fundamental shift in faculty
workload — from periodic grading to ongoing engagement with Al-generated evidence streams —
that may be experienced as an additional burden rather than a liberation, particularly at teaching-
intensive institutions where course loads are already high. Faculty Al literacy is a prerequisite,

not an afterthought: without understanding how Al assessment systems generate evidence, faculty
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cannot meaningfully exercise the “meta-assessor” role described in Section 4.5. There is also a le-
gitimate concern that Al-mediated continuous monitoring may be perceived by faculty as surveil-
lance of their teaching practice rather than support for student learning — a perception that, if
unaddressed, could generate resistance analogous to the South Korean backlash. These concerns
argue for faculty involvement in the design process from the outset, not merely as recipients of a

predetermined system.

Beyond faculty, multiple additional stakeholders have interests that must be coordinated: the Tai-
wan Al College Alliance (TAICA), which could provide shared infrastructure; university presidents
and academic vice presidents, who must champion Al assessment integration; student associations,
whose members are the ultimate subjects of the transformation; and technology vendors, whose
commercial incentives may not align with educational values. Aligning these diverse stakehold-
ers around a common implementation vision requires the kind of deliberate, inclusive consultation
process that HEEACT has successfully managed in previous accreditation cycle transitions — but

on a compressed timeline, given the pace of technological change.
5.3.2 The Resource Paradox

A fundamental resource paradox underlies any proposal for Al-augmented assessment: institu-
tions most vulnerable to the demographic crisis are precisely those least capable of investing in
Al infrastructure. Without deliberate policy intervention, Al-augmented assessment could deepen
rather than narrow the quality divide. Four equity mechanisms are essential: shared Al infrastruc-
ture through TAICA’s 55-member network; dedicated MOE funding streams prioritizing under-
resourced institutions; open-source assessment tools from publicly funded research; and regional
Al assessment hubs anchored at resource-rich institutions serving clusters of smaller ones. These

are preconditions for equitable implementation, not optional supplements.
5.3.3 Al Vendor Dynamics

Commercial Al providers pose three risks: vendor lock-in limiting institutional autonomy, data

extraction for non-educational purposes, and misaligned incentives favoring rapid deployment over
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careful implementation. HEEACT’s proposed “Al in Assessment Standards” (Section 6.4) should
mandate data ownership clarity, interoperability requirements, and open standards (xAPI, cmi5,

Open Badges) to ensure student competency records remain portable regardless of vendor platform.

Implications for the Fourth Cycle of Institutional Accreditation

feps —

The third cycle of institutional accreditation (55 = A B K EEAR AL TS 578 ) concludes in academic
year 2025; the design of the fourth cycle represents the most immediate and consequential oppor-
tunity to position Taiwan’s QA framework for the agentic Al era. This subsection offers specific,
actionable recommendations for five dimensions of fourth-cycle design: Core Indicator revision,
SAR template updates, on-site visit protocol adjustments, the role of self-accrediting institutions,
and evaluator capacity building.

Revised Standard 3 Core Indicators

The third cycle’s Standard 3, “Student Learning and Outcomes” (£24E 523 B 3K), contains four
Core Indicators (3-1 through 3-4) that address curriculum design, assessment mechanisms, learning
support, and teaching quality improvement respectively (HEEACT, 2023). Table 5 proposes spe-
cific revisions to three of these indicators to accommodate Al-generated learning evidence while

preserving the standard’s existing evaluative logic.
Table 5

Proposed Fourth-Cycle Core Indicator Revisions Under Standard 3
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Proposed Additional
Current  Descriptor Dimension (4th Cy-
Core Indicator (3rd Cycle) cle) Rationale
3-1: Curriculum De- Examines alignment Add: “Digital assess- Ensures institutions
sign and Institutional between institutional ment  infrastructure developing Al as-
Goals mission, program readiness — the insti- sessment tools have
learning  outcomes, tution demonstrates the foundational in-
and curriculum struc- capacity to collect, frastructure; does not
ture manage, and ana- mandate Al adoption

lyze digital learning

evidence, including
Al-mediated assess-
ment data  where

deployed”

but recognizes it as a
legitimate dimension

of curriculum delivery
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Proposed Additional
Current  Descriptor Dimension (4th Cy-
Core Indicator (3rd Cycle) cle) Rationale
3-2: Assessment of Evaluates direct and Add: “Continuous Expands the eviden-
Student  Learning indirect assessment learning evidence tiary palette without
Outcomes mechanisms; exam- mechanisms — the displacing traditional
ines use of assessment  institution may assessment; aligns

results for continuous

improvement

demonstrate learning
outcome achievement
through  continuous,
technology-mediated

evidence streams (e.g.,
learning analytics, Al-
formative assessment
data, competency
tracking systems)
alongside or as com-

plement to traditional

periodic assessments”

with UNESCO (2023)
guidance on diverse

assessment modalities
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Proposed Additional
Current  Descriptor Dimension (4th Cy-
Core Indicator (3rd Cycle) cle) Rationale
3-3: Student Sup- Examines  tutoring, Add: ‘“Al-augmented Recognizes growing
port and Learning counseling, learning learning analytics for use of learning an-

Resources

resources, and support

for diverse learners

student support and
early intervention —
where institutions
deploy predictive
analytics or Al-driven
early warning systems,
evaluators  examine
their effectiveness,
equity, and integration

with human advising”

alytics dashboards

while insisting on
human-in-the-loop

support structures;
addresses equity by
examining whether Al

tools serve all student

populations

Several design principles undergird these proposals. First, each addition is framed as an “additional

dimension” rather than a replacement, preserving backward compatibility with institutions that

have not adopted Al tools. Second, the language consistently uses conditional phrasing — “where

deployed,” “the institution may demonstrate” — to avoid mandating specific technologies. Third,

each proposed dimension explicitly references equity and human oversight, reflecting the Al Basic

Act’s principles of fairness and human autonomy (Legislative Yuan, 2025). Fourth, the proposals

are calibrated to be evaluable: evaluators can assess whether an institution’s digital infrastructure

is adequate, whether continuous evidence mechanisms produce valid data, and whether Al-driven

student support reaches all learner populations.
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SAR Template Updates

The Self-Assessment Report is the primary documentary vehicle through which institutions present
their quality evidence to HEEACT. The fourth-cycle SAR template should incorporate two new

elements:

Al in Assessment Appendix. Institutions deploying Al-driven assessment tools would complete
an optional appendix documenting: (a) the specific Al tools in use, their purposes, and the scope of
their deployment; (b) data governance protocols, including data sources, storage, access controls,
and retention policies; (c) algorithmic transparency measures — how the institution ensures that
Al-generated judgments (e.g., automated scoring, learning trajectory predictions) are interpretable
to faculty and students; (d) bias testing results — evidence that Al tools have been evaluated for
differential performance across student subpopulations defined by gender, socioeconomic status,
disability, and indigenous identity; and (e) student consent and communication protocols — how
students are informed about AI’s role in their assessment and what opt-out mechanisms exist. This
appendix draws on the framework proposed by Temper et al. (2025) and aligns with the trans-

parency and privacy requirements of Taiwan’s Al Basic Act.

Learning Evidence Dashboard Option. In licu of or in addition to traditional static data tables
(e.g., grade distributions, graduation rates, employer survey results), institutions may provide eval-
uators with access to a real-time learning evidence dashboard. Such dashboards would display
longitudinal learning outcome data, including formative assessment trends, competency achieve-
ment trajectories, and learning analytics summaries. To ensure comparability, HEEACT would
publish minimum display standards specifying required data fields, visualization formats, and data
currency requirements. This option recognizes that static tables in a document submitted months
before an on-site visit represent an increasingly anachronistic mode of evidence presentation in a

data-rich environment (OECD, 2023).
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On-Site Visit Protocol Adjustments

The on-site visit (B 155 5F) remains the cornerstone of Taiwan’s accreditation process, providing
evaluators with contextual understanding that documentary evidence alone cannot convey (HEE-

ACT, 2023). Three adjustments would prepare the on-site visit protocol for the agentic Al era.

First, evaluator competency requirements should be expanded to include the ability to assess Al
assessment system quality and integrity. This does not mean every evaluator must be a machine
learning expert; rather, at least one member of each evaluation team should possess sufficient tech-
nical literacy to examine an institution’s Al tools with informed skepticism — understanding, for
instance, the difference between a validated adaptive assessment engine and a superficially impres-

sive chatbot that lacks psychometric grounding.

Second, HEEACT should develop an Al system audit checklist for use during on-site visits. Draw-
ing on Singapore’s Al Verify toolkit (IMDA, 2020) and TEQSA’s guidance on learning analytics
(TEQSA, 2024), the checklist would cover: data sources and their provenance; model training
procedures and validation evidence; algorithmic transparency and explainability provisions; bias
testing methodology and results; system reliability and failure mode protocols; student consent doc-
umentation; and faculty governance structures for Al assessment oversight. The checklist serves
a dual purpose: it provides evaluators with a structured assessment tool and signals to institutions

the specific dimensions of Al governance that HEEACT considers essential.

Third, the on-site visit interview protocol should be expanded to include questions about Al gov-
ernance, faculty Al literacy, and student experience with Al-mediated assessment. Sample in-
terview questions might include: “How does the institution’s assessment committee oversee Al-
driven assessment tools?” (for administrators); “What training have you received on interpreting
Al-generated learning analytics, and how do they inform your teaching?” (for faculty); and “How
were you informed about the role of Al in your coursework assessment, and do you feel the process

is transparent and fair?” (for students). These questions ensure that the human dimensions of Al



AGENTIC AI AND LEARNING OUTCOMES IN TAIWAN HE 77

integration — governance, literacy, trust, and experience — receive evaluative attention commensu-
rate with the technical dimensions.

Self-Accrediting Institutions as Early Adopters

-

Taiwan’s QA system includes a category of self-accrediting institutions (5 #¥ 5 #5 # #%) — uni-
versities that have earned the privilege of conducting their own accreditation processes subject to
HEEACT meta-evaluation. These institutions, typically research-intensive universities with mature
QA cultures, possess two characteristics that make them natural early adopters for Al-augmented
accreditation practices. First, they have greater procedural flexibility; their accreditation processes
need not follow the standard HEEACT template in all particulars. Second, they typically com-
mand greater financial and technical resources, reducing the equity barriers that would constrain

less-resourced institutions.

HEEACT should develop “Al-Ready Self-Accreditation Guidelines” (Al Hi4% H ##aT #5155 ) that
enable self-accrediting institutions to serve as pilot sites for Scenario B practices during Phase 2 of
the recommended implementation pathway. These guidelines would specify: minimum require-
ments for Al assessment tool documentation; expected evidence of validity and equity testing;
governance structures for Al oversight; and reporting protocols that allow HEEACT to aggregate
learning across self-accrediting institutions. The meta-evaluation process for self-accrediting in-
stitutions would then include assessment of Al integration maturity as a supplementary dimension,
generating the institutional evidence base needed to inform broader framework evolution.
Evaluator Training and Capacity Building

Perhaps the most critical — and most frequently underestimated — element of fourth-cycle prepa-
ration is evaluator capacity building. Taiwan’s accreditation evaluators are predominantly senior
academics and administrators who volunteer their expertise; few have backgrounds in artificial in-
telligence, learning analytics, or educational data science. Without targeted capacity building, even

well-designed indicators and protocols will be implemented superficially.

HEEACT should establish a three-component evaluator development program. The first compo-
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nent is foundational workshops on Al in assessment, covering core concepts (machine learning,
natural language processing, learning analytics), common applications in higher education, and the
critical questions evaluators should ask when examining Al systems. These workshops need not
produce technical experts; rather, they should cultivate what Selwyn (2019) termed “critical digital
literacy” — the ability to ask penetrating questions about technology claims without being intimi-

dated by technical jargon.

The second component is international benchmarking. HEEACT should organize study visits to
peer QA agencies that are furthest advanced in Al governance — particularly Singapore’s Coun-
cil for Private Education (CPE), which benefits from the national Model Al Governance Frame-
work and Al Verify testing toolkit (IMDA, 2020); Australia’s TEQSA, which has published leading
guidance on learning analytics and Al in higher education (TEQSA, 2024); and selected European
agencies participating in ENQA'’s digital quality assurance working group. These visits would ex-
pose HEEACT staff and evaluator candidates to international best practices and help Taiwan avoid

reinventing solutions that peer agencies have already developed.

The third component is the creation of a new evaluator specialty profile: the “digital assessment
specialist” (B FF & B %). Individuals holding this designation would have demonstrated com-
petence in evaluating Al assessment systems and would be assigned to evaluation teams visiting in-
stitutions with significant Al deployment. Over time, as Al integration becomes more widespread,
the skills associated with this specialty would diffuse into the general evaluator population; in the
near term, however, a dedicated specialist role ensures that at least one team member can conduct

technically informed assessment of Al systems.
International Comparative Reference

Taiwan does not confront the challenge of Al-augmented quality assurance in isolation. A brief
survey of peer QA agencies’ responses to Al provides both benchmarks and cautionary reference

points.
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The European Standards and Guidelines (ESG), last revised in 2015, are currently undergoing re-
view discussions that explicitly consider digital transformation in higher education. ENQA member
agencies have published working papers on Al in quality assurance, generally favoring an evolu-
tionary approach consistent with Scenario B — integrating Al considerations within existing stan-
dards rather than creating parallel frameworks (ENQA, 2015). The ESG revision process, however,
is notoriously slow; any updated standards are unlikely before 2027 at the earliest, suggesting that

Taiwan could position itself as a regional leader by moving more decisively.

Australia’s Tertiary Education Quality and Standards Agency (TEQSA) has been among the most
proactive QA agencies globally. TEQSA published guidance on artificial intelligence in higher
education in 2024, addressing both teaching applications and quality assurance implications. No-
tably, TEQSA has emphasized provider responsibility for ensuring the integrity of Al-mediated
assessment — a framing that aligns with the proposed Al in Assessment appendix for Taiwan’s

SAR template (TEQSA, 2024).

The United Kingdom’s Quality Assurance Agency (QAA) has published multiple position papers
on Al and quality, including guidance on academic integrity in the age of generative AIl. QAA’s ap-
proach has emphasized adaptability — encouraging institutions to develop local Al policies within
a national framework of quality expectations — rather than prescribing specific technological solu-

tions (QAA, 2023).

In the United States, the Council for Higher Education Accreditation (CHEA) has established an
Al and accreditation working group, reflecting growing recognition that regional accreditors must
develop Al-related competencies. However, the decentralized nature of U.S. accreditation — with
multiple regional and specialized accreditors operating independently — has slowed the develop-

ment of unified guidance.

Singapore merits particular attention as a comparator for Taiwan. The Infocomm Media Develop-

ment Authority’s (IMDA) Model Al Governance Framework, now in its second edition, provides
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a national-level structure for responsible Al deployment across sectors, including education. The
Al Verity toolkit — an open-source testing framework that allows organizations to assess their Al
systems against governance principles — represents precisely the kind of practical tool that HEE-
ACT could adapt for accreditation purposes (IMDA, 2020). Singapore’s EdTech Masterplan 2030,
which articulates a vision for technology-enhanced education grounded in evidence and equity,
offers a strategic planning model that Taiwan’s MOE could reference in developing its own Al-in-

education roadmap (MOE Singapore, 2023).

Collectively, the international landscape reveals a convergent pattern: no major QA agency has
adopted anything resembling Scenario C’s paradigm replacement, but most are actively moving
beyond Scenario A’s conservative stance toward some version of Scenario B’s framework evolu-
tion. Taiwan’s recommended phased approach is thus consistent with international trends while
positioning the nation to lead within the Asia-Pacific region — particularly given HEEACT’s estab-
lished reputation as one of Asia’s most mature QA agencies and its active roles in INQAAHE and

APQN (Lin et al., 2021).

The policy and accreditation recommendations presented in this section are predicated on a funda-
mental assumption: that the integration of agentic Al into learning outcome measurement can be
governed ethically, equitably, and transparently. This assumption is far from trivial. The following
section examines the ethical dimensions of Al-augmented assessment in depth, interrogating the
tensions between algorithmic efficiency and human dignity, between data richness and privacy,

and between innovation and the irreducible value of human judgment in education.
Ethical Considerations and Risk Governance

The deployment of agentic artificial intelligence in student success measurement introduces ethical
challenges that are qualitatively distinct from those posed by conventional educational technology.

Unlike passive analytics dashboards or rule-based early warning systems, agentic Al operates with
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autonomous decision-making authority, persistent memory, and iterative reasoning capabilities that
fundamentally alter the power dynamics between institutions, educators, and students. As Taiwan
advances toward integrating such systems within its higher education quality assurance infrastruc-
ture, a rigorous ethical analysis is not merely advisable—it is a prerequisite for responsible innova-
tion. This section applies the principlist bioethics framework of Beauchamp and Childress (2019)
to the educational Al context, constructs a comprehensive risk matrix, identifies risks unique to
agentic architectures, and proposes a three-tier governance framework calibrated to Taiwan’s le-

gal, cultural, and institutional landscape.
The Four-Principle Ethical Analysis

The principlist framework, originally developed for biomedical ethics, has been increasingly adopted
in technology ethics scholarship as a structured approach to evaluating complex sociotechnical
systems (Floridi et al., 2018). Its four principles—autonomy, beneficence, non-maleficence, and
justice—provide a systematic lens through which the ethical implications of agentic Al in assess-

ment can be examined.
Autonomy

Autonomy concerns manifest along three dimensions: informed consent, the right to opt out, and
data sovereignty. Continuous monitoring of student learning behaviors raises fundamental consent
questions, as agentic Al deepens the asymmetric power relationship Slade and Prinsloo (2013)
identified in learning analytics: students are no longer merely observed but subject to autonomous
decisions regarding their competency status and intervention pathways. The right to opt out is
particularly vexing — if Al is embedded in core assessment architecture, opting out may mean
opting out of the educational experience itself (Zuboff, 2019). Taiwan’s Personal Data Protection
Act (18l A\ & KR FE 7%) provides a legal foundation, but its application to educational contexts
remains untested. Data ownership presents a third concern: when agentic Al constructs longitudinal
competency profiles, who owns that profile? Taiwan’s Al Basic Act (2025) — a framework law
(F=A %) that articulates governing principles but requires implementing regulations (J 17 #H )

for enforcement — does not yet resolve data ownership questions specific to educational contexts.
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Beneficence

The principle of beneficence requires that interventions produce demonstrable benefits that jus-
tify their costs and risks. The evidence base for Al-enhanced learning, while promising, remains
unevenly distributed across contexts and time horizons. Kestin et al. (2025), in a randomized con-
trolled trial at Harvard University, found that students using an Al tutoring system achieved learning
gains approximately twice those of students in traditional active learning environments—a strik-
ing result that has attracted considerable attention. However, this study involved a specific, well-
resourced context (introductory physics at an elite research university) with a narrowly defined
outcome measure (immediate post-instruction assessment performance). Whether such gains per-
sist over time, transfer to other disciplines, or replicate in the resource-constrained environments

typical of many Taiwanese higher education institutions remains an open empirical question.

More broadly, the benefits attributed to agentic Al in assessment—personalized feedback, early
intervention for at-risk students, continuous competency tracking, and adaptive learning pathway
optimization—are largely theoretical or demonstrated only in short-term pilot studies (Temper et
al., 2025). The UNESCO Guidance for Generative Al in Education and Research cautioned against
conflating the potential benefits of AI with demonstrated benefits, noting that the evidence base for
Al in education is “still emerging and largely inconclusive” for many claimed applications (UN-
ESCO, 2023, p. 18). A responsible application of the beneficence principle thus requires institu-
tions to treat agentic Al as an experimental intervention subject to ongoing evaluation, rather than

a proven solution to be deployed at scale.
Non-Maleficence

Four categories of harm merit attention. First, surveillance normalization: continuous behavioral
monitoring risks eroding the intellectual freedom and exploratory risk-taking essential to genuine
learning (Zuboff, 2019). Second, algorithmic bias: Baker and Hawn (2022) documented system-
atic under-prediction of academic performance for minoritized students. In Taiwan’s context, anal-

ogous risks exist for indigenous students (R [X), new immigrant children (7 {E K+ %), and
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socioeconomically disadvantaged students — populations whose learning behaviors may diverge
from majority-trained Al models’ expectations. Third, de-professionalization of teaching: when Al
assumes assessment decisions previously requiring faculty judgment, professional expertise may
erode through “skill degradation through disuse” (Parasuraman et al., 2000) — a risk with partic-
ular cultural resonance in Taiwan’s tradition of faculty autonomy. Fourth, A7 hallucination and
error propagation: LLM reliability research shows minor input errors can reduce assessment accu-
racy by 30% or more (Chinta et al., 2024), and within agentic architectures, such errors compound

through autonomous decision chains.
Justice

The justice principle demands equitable distribution of benefits and burdens. In Taiwan’s higher ed-
ucation system, structural inequalities between national and private universities, between urban and
rural institutions, and between well-resourced research universities and smaller teaching-focused
institutions create conditions under which the benefits of agentic Al are likely to accrue dispropor-

tionately to already-advantaged institutions.

The resource requirements for deploying agentic Al—computational infrastructure, technical ex-
pertise, data science personnel, and ongoing system maintenance—are substantial. Without de-
liberate policy intervention, the digital divide between institutions may widen rather than narrow,
producing a two-tier quality assurance system in which elite institutions leverage sophisticated Al-
driven assessment while under-resourced institutions rely on manual processes. This concern is not
speculative: Gandara et al. (2024), analyzing predictive analytics systems in United States higher
education, found that algorithmic models produced 19% false negatives for Black students and
21% for Latinx students—meaning that nearly one in five students from these groups who would
have succeeded were incorrectly flagged as at-risk. The implications for Taiwan’s marginalized
populations—indigenous peoples, new immigrant children, students with disabilities, and those
from economically disadvantaged families—are significant. If agentic Al systems trained predom-

inantly on data from majority student populations are deployed without rigorous equity testing,
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they risk systematically mischaracterizing the abilities and potential of precisely those students

who most need institutional support.

Risk Matrix

Table 6 synthesizes the ethical analysis into a structured risk matrix that can serve as a practical

governance tool for institutional decision-makers.

Table 6

Risk Matrix for Agentic AI Deployment in Student Success Measurement

Risk Category

Likelihood

Severity

Mitigation Strategy

Algorithmic bias in as-

sessment

Student surveillance

normalization

High

High

High

Medium

Regular bias audits
with  disaggregated
demographic analysis;
diverse and represen-
tative training data;
mandatory equity
impact  assessments
prior to deployment

Clear data governance
policies communi-

cated to students;

informed consent
frameworks with
genuine opt-out

mechanisms; purpose

limitation principles
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Risk Category Likelihood Severity Mitigation Strategy
Faculty de- Medium High Human-in-the-loop
professionalization mandates for all con-

sequential assessment
decisions; faculty Al
literacy programs;
professional develop-
ment integrating Al as
augmentation rather
than replacement

Data breach or privacy Medium Critical Privacy-by-design ar-

violation chitecture; full com-
pliance with the Per-
sonal Data Protection
Act (fl & 7%); data
minimization; encryp-
tion at rest and in tran-
sit; regular penetration

testing
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Risk Category Likelihood Severity Mitigation Strategy
Digital divide amplifi- High High MOE infrastructure
cation funding  earmarked

for under-resourced
institutions; shared Al
infrastructure through
inter-institutional

consortia; Cross-
institutional resource

pooling modeled on

the TAICA framework
Over-reliance on Al Medium High Mandatory human
judgment review thresholds for

consequential  deci-
sions; student appeal
mechanisms with
guaranteed human
adjudication; periodic
calibration  between
Al and faculty assess-

ments
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Risk Category Likelihood Severity Mitigation Strategy

International non- Low Medium Alignment with ESG
recognition of Al- (Standards and Guide-
assessed credentials lines for Quality

Assurance in  the
EHEA) principles;
Washington  Accord
compliance for pro-
fessional  programs;
leverage HEEACT’s
INQAAHE full mem-
bership standing
Al-generated assess- Medium Medium Continuous validation
ment gaming against external mea-
sures; multi-modal ev-
idence requirements;
process-oriented
assessment design
that resists metric

optimization

Risks Unique to Agentic Al

A critical contribution of this analysis is the distinction between ethical risks that are common to all
Al applications in education and those that are specific to agentic Al architectures. Much existing
scholarship on Al ethics in education addresses general concerns—privacy, bias, transparency—
that apply to any computational system processing student data. The risks enumerated below,

however, arise specifically from the autonomous, persistent, and multi-agent characteristics that
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define agentic Al.

Autonomy amplification. Unlike passive Al tools that present recommendations for human decision-
makers, agentic Al operates with delegated authority to make assessment decisions. When an Al
agent autonomously determines that a student has not met a competency threshold—triggering con-
sequences such as course failure, remediation requirements, or delayed graduation—the question
of accountability becomes genuinely novel. Traditional accountability structures assume a human
decision-maker whose reasoning can be interrogated, challenged, and overridden. Agentic Al dis-
rupts this assumption. The institution deploys the system; the developer designs the architecture;
the Al agent executes the decision. Responsibility is diffused across a chain of actors, none of
whom may have full visibility into the specific reasoning that produced a particular outcome. This
“accountability gap” (Danaher, 2016) is not merely a theoretical concern—it has practical impli-

cations for student grievance procedures, legal liability, and institutional accreditation.

Unpredictable behavior through iterative reasoning. Agentic Al systems reason iteratively, de-
composing complex assessment tasks into sub-tasks, executing them in sequence, and adjusting
their approach based on intermediate results. While this iterative capacity enables sophisticated
assessment strategies, it also introduces a fundamental unpredictability that distinguishes agentic
systems from rule-based alternatives. A rule-based early warning system produces deterministic
outputs: given the same inputs, it will always generate the same alert. An agentic Al system, by
contrast, may pursue different reasoning pathways on different occasions, producing assessment
outcomes that are difficult to predict, reproduce, or explain. This stochasticity challenges the prin-

ciples of consistency and fairness that are foundational to assessment practice (Mislevy etal., 2003).

Persistent memory and compounding bias. One of the defining features of agentic Al architec-
tures for student success measurement is their capacity to maintain longitudinal student profiles—
accumulating data across courses, semesters, and years to construct comprehensive competency
trajectories. While this persistence enables valuable longitudinal analysis, it also creates a mech-

anism by which early assessment errors or biased judgments can compound over time. A student
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who is incorrectly assessed as deficient in a foundational competency during the first year may find
that this initial error shapes all subsequent Al-driven assessments, creating a self-reinforcing cy-
cle of under-evaluation. This “bias compounding” risk is distinct from the static bias documented
in conventional algorithmic systems (Baker & Hawn, 2022) and represents a uniquely pernicious

threat to equitable assessment.

Multi-agent coordination failures. Advanced agentic architectures envision multiple specialized
Al agents collaborating on assessment tasks—one agent monitoring engagement, another evalu-
ating written work, a third tracking competency progression. When these agents coordinate suc-
cessfully, the result is a comprehensive assessment ecosystem. When coordination fails, however,
responsibility for errors becomes diffused to the point of untraceability. If a student receives an
incorrect competency assessment, determining which agent contributed to the error—and how to
correct it—requires forensic analysis of multi-agent interaction logs that may not exist in inter-

pretable form.

Goal misalignment and metric gaming. Perhaps the most insidious risk unique to agentic Al is the
possibility that systems optimized for “student success metrics” may learn to optimize the metrics
rather than the underlying learning they are intended to measure. This phenomenon, sometimes
termed Goodhart’s Law in computational contexts (“when a measure becomes a target, it ceases
to be a good measure”), takes on new dimensions when the optimizer is an autonomous agent
capable of strategic behavior. An agentic Al system that is rewarded for improving retention rates,
for example, might learn to lower assessment thresholds rather than improve learning support—a

strategy that improves the metric while undermining the educational mission it purports to serve.
A Governance Framework for Agentic Al in Assessment

Addressing the risks identified above requires a governance framework that operates simultane-
ously at national, institutional, and technical levels. Drawing on Taiwan’s existing legal infrastruc-
ture, the recently enacted Al Basic Act, and international best practices, this section proposes a

three-tier governance architecture.
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Tier 1: National Governance (MOE and HEEACT)

At the national level, governance should be anchored in Taiwan’s Al Basic Act, which articulates
seven guiding principles: human autonomy, privacy protection, transparency, fairness and non-
discrimination, safety and security, accountability, and sustainability. These principles provide a
normative foundation, but they require operationalization in the specific context of educational

assessment.

The Ministry of Education (#X & #F), in collaboration with HEEACT, should develop “Al in As-
sessment Standards” (Al FF &2 %) that translate the Act’s principles into concrete requirements
for higher education institutions. These standards should mandate (a) registration of all Al systems
used in consequential assessment decisions as part of institutional accreditation documentation,
(b) annual equity impact assessments that disaggregate Al system performance by demographic
characteristics including indigenous status, new immigrant background, socioeconomic status, and
disability, and (¢) minimum transparency requirements specifying that students must be informed
when Al systems contribute to assessment decisions and must have access to explanations of how
those decisions were reached. HEEACT’s established role as Taiwan’s national quality assurance
agency, and its full membership in INQAAHE, positions it to develop these standards with both

domestic credibility and international alignment.
Tier 2: Institutional Governance

At the institutional level, each university deploying agentic Al in assessment should establish an
Al Assessment Ethics Committee (Al 5F & f# ¥ % B &), modeled on the institutional review
boards (IRBs) that govern human subjects research. This committee should include faculty repre-
sentatives, student representatives, data science experts, and external ethics advisors. Its mandate
should encompass pre-deployment review of Al assessment systems, ongoing monitoring of sys-
tem performance and equity outcomes, and adjudication of student complaints regarding Al-driven

assessment decisions.

Institutions should further adopt a Student Data Bill of Rights (224 & K #E H| H =) that guar-
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antees five core rights: (a) informed consent—students must affirmatively consent to Al-driven
assessment, with genuine alternatives available for those who decline; (b) access—students must
be able to view all data collected about them and the competency assessments derived from that
data; (c) correction—students must be able to challenge and correct inaccurate data or assessments;
(d) deletion—upon graduation or withdrawal, students must be able to request deletion of their be-
havioral and assessment data; and (e) portability—students must be able to export their competency
records in interoperable formats. Taiwan’s Personal Data Protection Act provides a legal basis for
these rights, but institutional policies must operationalize them in the educational context where

the Act’s general provisions require domain-specific interpretation.

Faculty Al literacy should be treated not as an optional professional development opportunity but
as a prerequisite for any instructor whose courses incorporate Al-driven assessment. Literacy pro-
grams should address not only the technical operation of Al systems but also their ethical implica-
tions, their limitations, and the critical judgment required to interpret and override Al recommen-
dations when warranted. This approach positions Al as a tool that augments professional expertise
rather than one that supplants it, directly addressing the de-professionalization risk identified in the

ethical analysis.
Tier 3: Technical Governance

Technical governance requirements should ensure that the systems themselves are designed and

operated in accordance with ethical principles. Four requirements are essential.

First, algorithmic transparency. Institutions deploying agentic Al must be able to provide mean-
ingful explanations of how assessment decisions are reached. This does not necessarily require full
model interpretability—which may be technically infeasible for complex agentic systems—but it
does require what Floridi et al. (2018) termed “explicability”: the capacity to provide an under-
standable account of why a particular decision was made, even if the full computational process

cannot be rendered transparent.
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Second, bias testing protocols. Al assessment systems must undergo bias testing both prior to
deployment and on an ongoing basis. Pre-deployment testing should use synthetic and historical
data to evaluate system performance across demographic groups. Post-deployment monitoring
should continuously track outcome disparities and trigger automatic review when disparities exceed
pre-defined thresholds. The FairAIED framework proposed by Chinta et al. (2024) provides a
technically rigorous methodology for such testing that could be adapted to Taiwan’s demographic

context.

Third, data minimization. Consistent with both the Personal Data Protection Act and the Al Basic
Act’s privacy principle, agentic Al systems should collect only the minimum data necessary for
their assessment functions. The temptation to collect comprehensive behavioral data because it
is technically feasible must be resisted in favor of principled data collection guided by clearly

articulated assessment purposes.

Fourth, interoperability standards. To protect student data portability and prevent vendor lock-
in, Al assessment systems should adhere to established learning data standards, including xAPI
and cmi5 for learning records and Open Badges for competency credentials. Interoperability is not
merely a technical convenience—it is an ethical requirement that ensures students retain meaningful

control over their educational records.

The ethical analysis and governance framework presented in this section reveal that the deployment
of agentic Al in student success measurement is not merely a technical undertaking but a funda-
mentally normative one. The risks are real, the evidence base is incomplete, and the governance
infrastructure is nascent. Yet Taiwan possesses distinctive institutional advantages—a mature qual-
ity assurance ecosystem in HEEACT, a recently enacted Al Basic Act, a strong data protection legal
tradition, and a culture of inter-institutional collaboration—that position it to develop governance

practices that could serve as regional models. The question is not whether to engage with agentic
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Al in assessment, but how to do so in a manner that honors the autonomy of students, the expertise
of faculty, and the equity commitments that define a just higher education system. The following
section synthesizes the findings across all research questions and considers their implications for

policy, practice, and future inquiry.
Discussion and Future Directions
Integrating the ADAPT Framework: Key Insights

This paper set out to examine whether and how agentic Al could transform student learning outcome
measurement in Taiwan’s higher education system. Having traversed the conceptual terrain of
agentic Al capabilities (Section 2), mapped the structural limitations of the current measurement
paradigm (Section 3), proposed the ADAPT framework as an integrative analytical tool (Section
4), evaluated policy scenarios and accreditation recommendations (Section 5), and conducted a
rigorous ethical analysis (Section 6), it is now possible to step back and consider what the assembled

analysis reveals when its parts are read as a whole.

The most consequential finding is the convergence between technological capability and struc-
tural need. The six limitations identified in Section 3 — temporal, granularity, modality, agency,
competency capture, and indirect measurement dominance — are not arbitrary deficiencies; they
are the predictable consequences of an assessment architecture designed for a world of periodic
review, documentary evidence, and aggregate judgment. The six capabilities of agentic Al iden-
tified in Section 2 — autonomous planning, dynamic adaptation, tool use, multi-step reasoning,
persistent memory, and multi-agent collaboration — map onto these limitations with striking di-
rectness. Persistent memory addresses the temporal limitation by enabling continuous rather than
periodic evidence collection. Individual learner modeling addresses the granularity limitation by
tracking trajectories at the student level rather than the program level. Multimodal evidence integra-
tion addresses the modality limitation by capturing learning processes alongside learning products.
Autonomous observation addresses the agency limitation by generating evidence that is not ex-

clusively institution-curated. Multi-step reasoning addresses the competency capture limitation by
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enabling evaluation of complex competencies — critical thinking, creative problem-solving, eth-
ical reasoning — that resist reduction to countable outputs. And the shift from survey-based to
performance-based evidence addresses the indirect measurement dominance that characterizes the

current paradigm.

This convergence is what the Kuhnian framework would predict: paradigm shifts occur not be-
cause a new theory is abstractly superior, but because it resolves the specific anomalies that the
reigning paradigm cannot (Kuhn, 1962/2012). The ADAPT framework, as proposed in Section 4,
operationalizes this convergence by mapping the pathway from anomaly identification (the “D” in
ADAPT — Diagnostic Mapping) through assessment reconception (the second “A” — Assessment
Reconception) to policy implementation (the “P” — Policy Pathways) and ethical safeguarding (the
“T” — Trust & Ethics Safeguards). The framework’s analytical utility lies precisely in this integra-
tion: it does not treat technology, policy, and ethics as separate conversations but as interdependent

dimensions of a single transformation.

A second key insight concerns the seven dimensions of paradigm shift identified in Section 4.
These dimensions — temporality (periodic to continuous), granularity (aggregate to individual),
agency (institution-reported to Al-observed and student-co-created), feedback latency (retrospec-
tive to real-time), evidence type (documents and surveys to multimodal learning traces), assessment
purpose (accountability to improvement), and assessor identity (human-only to human-AlI collabo-
rative) — do not merely describe a technological upgrade. They describe a fundamentally different
epistemology of learning measurement. The current paradigm asks: “Did this institution demon-
strate, through its own curated documentary evidence, that it has mechanisms in place for assessing
learning outcomes?” The emerging paradigm asks: “What is actually happening in student learn-
ing, as captured through continuous, multi-source, multi-modal evidence streams that no single
stakeholder controls?”” The shift is from measuring institutional compliance to measuring educa-

tional reality — a distinction whose implications for accreditation practice are profound.

A third insight, developed in Section 4.7, concerns the co-evolutionary dynamic between Al and
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human learning. The analysis reveals that learning definitions are not stable targets awaiting better
measurement instruments but moving constructs that are continuously reshaped by the technologies
embedded in educational practice. Cognitive oftfloading changes what students remember; cogni-
tive augmentation changes what students can accomplish; cognitive restructuring changes how
students think (Clark & Chalmers, 1998; Sparrow et al., 2011; Hayles, 2012; Sterelny, 2010). This
co-evolutionary loop — Al changes learners, changed learners change how Al should be adopted,
which further changes learners — means that the paradigm shift theorized in this paper should not
be conceived as a one-time transition that then stabilizes. The ADAPT framework must therefore
incorporate mechanisms for definitional monitoring (tracking how learning definitions evolve),
human-AI boundary tracking (recalibrating what is attributed to the learner versus the tool), and
generational sensitivity (acknowledging that successive student cohorts have qualitatively different
cognitive relationships with AI). Without these adaptive mechanisms, any assessment framework
— however well-designed at inception — will gradually drift from the educational reality it pur-

ports to measure.

A fourth insight concerns the reusability of the ADAPT framework beyond Taiwan’s specific con-
text. While this paper has applied the framework to the intersection of agentic Al and HEEACT’s
accreditation system, the framework’s five-layer analytical structure — define the technology, di-
agnose the current paradigm’s limitations, reconceive the assessment model, evaluate policy path-
ways, and govern ethically — is applicable to any national quality assurance system confronting the
same technological disruption. Quality assurance agencies in Southeast Asia (AQAN members),
South Asia (NAAC in India), and the Middle East (CAA in the UAE) face structurally analogous
challenges: periodic accreditation cycles, document-based evidence, and limited capacity for con-
tinuous quality monitoring. The ADAPT framework offers these agencies a structured analytical
pathway for examining how agentic Al intersects with their own assessment architectures, with-
out prescribing a one-size-fits-all solution. Future comparative research could apply the framework
across national contexts to identify which dimensions of the paradigm shift are universal and which

are context-dependent.
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What This Paper Does NOT Claim

Intellectual honesty requires explicit delineation of what this analysis does and does not assert.

Four boundaries are particularly important.

First, this paper does not claim that agentic Al will inevitably transform higher education assess-
ment. The paradigm shift theorized here is a possibility, not a prophecy. It depends on contingent
factors — institutional readiness, faculty acceptance, regulatory will, infrastructure investment, and
the pace of technological maturation — any one of which could stall or redirect the transformation.
The South Korean cautionary tale discussed in Section 5 demonstrates that even aggressive gov-
ernmental commitment to Al deployment can be reversed by stakeholder resistance. Technology
determinism — the assumption that technological capability automatically translates into institu-

tional adoption — is precisely the analytical error this paper seeks to avoid.

Second, this paper does not claim that Taiwan’s current assessment paradigm is worthless. The
HEEACT accreditation framework, developed and refined over three cycles spanning more than
fifteen years, represents a sophisticated and internationally recognized quality assurance system. It
has cultivated a culture of self-evaluation, continuous improvement, and evidence-based decision-
making across Taiwan’s higher education sector (Lin et al., 2021). The argument is not that this
framework should be discarded but that it should be evolved — that its foundational commitments
to quality, equity, and accountability can be more fully realized through assessment architectures

that leverage technological capabilities its original designers could not have anticipated.

Third, this paper does not claim that Al should replace human judgment in educational assessment.
The ethical analysis in Section 6 and the governance framework proposed therein are predicated
on the opposite conviction: that human judgment — the expertise of faculty, the deliberation of
evaluation panels, the contextual understanding that comes from sustained engagement with edu-
cational communities — is irreducible and irreplaceable. Agentic Al can augment this judgment

by providing richer, more timely, more granular evidence; it cannot and should not supplant the
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normative and relational dimensions of educational evaluation that only human beings can provide.

Fourth, this paper does not provide empirical evidence that agentic Al improves learning outcomes.
As a theoretical and policy-analytical paper, it constructs conceptual frameworks, evaluates policy
scenarios, and proposes governance structures. The empirical validation of these frameworks —
through longitudinal implementation studies, randomized controlled trials, and quasi-experimental

designs — is the work of subsequent research, not of this paper.
Limitations of the Analysis

Several limitations constrain the analysis and should be acknowledged transparently.

The most fundamental limitation is the paper’s theoretical character. The claims advanced here
— that agentic Al can address the structural limitations of the current paradigm, that the ADAPT
framework accurately maps the dimensions of the paradigm shift, that the recommended policy
pathway balances innovation with caution — are arguments from theoretical reasoning and ana-
logical evidence, not from empirical observation. Until agentic Al assessment systems are imple-
mented in Taiwanese higher education institutions and their effects are rigorously evaluated, the
claims remain provisional. The evidence base for Al in education, as UNESCO (2023) has cau-
tioned, is “still emerging and largely inconclusive” for many applications; this caution applies with
even greater force to agentic Al, which is newer and less studied than the generative Al tools that

dominate the current literature.

Second, the analysis is Taiwan-specific. The ADAPT framework was developed with reference to
HEEACT’s accreditation structure, MOE’s policy instruments, Taiwan’s Al Basic Act, and the par-
ticular demographic, economic, and institutional conditions of Taiwan’s higher education system.
While Section 7.1 argued for the framework’s broader applicability, this applicability is conjec-
tural until tested in other national contexts. Quality assurance systems differ significantly in their
regulatory authority, cultural context, institutional diversity, and technological infrastructure; what

works in Taiwan may not transfer directly to other settings.
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Third, the technological landscape is evolving with a rapidity that challenges any analysis pub-
lished in a traditional academic format. Agentic Al capabilities that are speculative today may be
routine by the time this paper is read; conversely, capabilities that appear promising may encounter
technical barriers that are not yet apparent. The four-level taxonomy proposed in Section 2, while
grounded in the best available evidence as of early 2026, may require revision as the technology

matures.

Fourth, this paper lacks primary stakeholder data. The perspectives of faculty, students, institu-
tional administrators, employers, and accreditation evaluators — the individuals who would be
most directly affected by the paradigm shift theorized here — are represented only through sec-
ondary sources. A comprehensive policy analysis would ideally incorporate structured consulta-
tions, surveys, or interviews with these stakeholders. Their absence here is acknowledged as a

significant gap that future research must address.

Fifth, the co-evolutionary thesis advanced in Section 4.7 — that Al and human cognition are mu-
tually reshaping each other — is, as a theoretical framework, difficult to falsify: virtually any
observed change in learning behavior could be interpreted as evidence of co-evolution. While this
is a common feature of broad theoretical frameworks (and is acknowledged rather than denied), it
means the framework’s value lies in its generative and analytical utility — the design principles it

produces — rather than in its predictive specificity.

Sixth, the analysis does not engage deeply with the technical feasibility of implementing agentic Al
assessment systems at scale. Questions of computational infrastructure, data architecture, system
interoperability, and maintenance costs are acknowledged as critical but are treated at a level of
generality that does not do justice to their complexity. The phased implementation pathway pro-
posed in Section 5 assumes that these technical challenges are tractable; that assumption must be

validated through pilot implementations.
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Future Research Agenda

The limitations identified above define, in inverse, a research agenda of considerable scope and

urgency. Six priorities merit particular attention.

Priority 1: Longitudinal Empirical Studies. The Phase 1 structured piloting recommended in
Section 5 should be accompanied by rigorous mixed-methods evaluation research spanning mul-
tiple semesters — quantitative analysis of learning outcome validity and reliability, qualitative in-
vestigation of faculty and student experience, and quasi-experimental comparison with traditional

assessment. The shift from snapshots to trajectories cannot be validated through short-term pilots.

Priority 2: Equity Impact Studies. Dedicated research should examine whether agentic Al as-
sessment produces differential outcomes for indigenous students (/713 &), new immigrant children
GHTER T %), students with disabilities, and socioeconomically disadvantaged populations, adapt-
ing the methodological models of Baker and Hawn (2022) and Gandara et al. (2024) to Taiwan’s

context.

Priority 3: Faculty Experience and Acceptance. Research drawing on technology acceptance
models (TAM), I-TPACK frameworks, and qualitative studies of faculty professional identity would
provide essential evidence for designing implementation strategies that secure faculty engagement

rather than resistance.

Priority 4: Cross-National Comparative Studies. Systematic comparison of approaches by
HEEACT (Taiwan), TEQSA (Australia), QAA (United Kingdom), CHEA (United States), and
emerging frameworks in Singapore and South Korea would identify which challenges are univer-

sal and which are context-specific.

Priority 5: ADAPT Framework Validation. Case study research applying the framework to spe-
cific institutional implementations would test its analytical utility and identify dimensions requiring

refinement.
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Priority 6: Technical Interoperability Standards. Research on applying existing learning data
standards (xAPI, cmi5, Open Badges) to agentic Al assessment contexts is essential for ensuring

portable, auditable, and institutionally interoperable learning evidence.

Conclusion

This paper began with a paradox: a higher education system that aspires to prepare students for a
rapidly changing world, assessed through mechanisms that change only incrementally. It ends with
aproposition: that the convergence of agentic Al capabilities and accumulated structural limitations
in Taiwan’s assessment architecture creates the conditions for a paradigm shift — not a gradual
improvement in existing methods, but a fundamental reconception of what it means to measure

student learning.

The question facing Taiwan’s quality assurance community is how the intersection of Al and assess-
ment will be managed: through deliberate governance or ad hoc accommodation, through equity-

centered policy or market-driven diffusion. Three key findings warrant emphasis.

First, agentic Al creates the technical preconditions for qualitatively new measurement modalities
— continuous competency tracking, personalized assessment, multimodal evidence integration,
and longitudinal developmental trajectories — that address precisely the structural limitations the

current paradigm cannot resolve from within its own logic.

Second, the shift requires governance, not just technology. The ethical analysis in Section 6 demon-
strated that the risks of agentic Al in assessment — algorithmic bias, surveillance normalization,
faculty de-professionalization, accountability diffusion, and persistent memory bias compounding
— are not incidental side effects but intrinsic features of the technology’s autonomous, adaptive,
and persistent character. The three-tier governance framework proposed in this paper — national
standards anchored in the Al Basic Act, institutional ethics committees modeled on research ethics

boards, and technical governance mandating transparency, bias testing, data minimization, and in-
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teroperability — is not an optional supplement to Al deployment but a precondition for responsible

deployment. Technology without governance is not innovation; it is negligence.

Third, Taiwan possesses institutional advantages that position it to lead. HEEACT’s international
standing — full INQAAHE compliance, CHEA recognition, active APQN membership — pro-
vides a platform from which Taiwan’s approach to Al-augmented quality assurance can influence
regional and global practice. The Al Basic Act provides a legal foundation that many peer nations
lack. The mature quality assurance culture cultivated over three accreditation cycles, encompassing
shared understandings of evidence, evaluation, and improvement across more than 140 institutions,
provides the institutional substrate on which Al-augmented assessment can be built. And Taiwan’s
demographic crisis, while deeply challenging, creates a clarity of purpose: in a system where insti-
tutional survival depends on demonstrated educational value, the incentive to develop more valid,

more timely, and more actionable learning outcome measurement is not theoretical but existential.

The fourth cycle of institutional accreditation represents the decisive moment. The concrete recom-
mendations advanced in Section 5 — revised Core Indicator descriptors under Standard 3, an Al in
Assessment appendix for the Self-Assessment Report, on-site visit protocol adjustments including
an Al system audit checklist, self-accrediting institutions as early adopters, and a three-component
evaluator capacity-building program — are calibrated to be implementable within the fourth-cycle
design window without requiring legislative action or prohibitive infrastructure investment. They
represent Scenario B, the framework evolution pathway: ambitious enough to position Taiwan at
the forefront of Al-augmented quality assurance in the Asia-Pacific, cautious enough to avoid the

stakeholder backlash and equity failures that derailed South Korea’s more aggressive approach.

The call to action is specific: begin with structured pilots in the 2026—-2028 window, build evaluator
capacity through international benchmarking, and embed the results into a fourth-cycle framework
that formally recognizes Al-generated learning evidence while preserving human judgment and in-
stitutional autonomy. The risks of premature deployment without governance are too consequential

to ignore; equally, the risks of inaction while peer systems advance are too significant to justify in-
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definite delay.

The shift from snapshots to trajectories is, ultimately, a shift from measuring institutions to un-
derstanding learners. But this paper has argued for an additional recognition: that the learners
we seek to understand are themselves being transformed by the technologies we deploy. Any as-
sessment system designed for a fixed definition of learning will eventually be overtaken by the
co-evolutionary dynamic between Al and human cognition. The deepest implication is therefore
not merely that we need better measurement but that we need adaptive measurement: assessment
architectures that can track the ongoing evolution of what learning means. The paradigm worth pur-
suing is not a destination but a capacity — the capacity to continuously reimagine what it means
to learn, to know, and to grow, as the technological and human elements of education co-evolve in
ways we cannot fully predict. That capacity must be pursued with rigor, with humility, and with

unwavering attention to the learners it serves.
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