
AI R&D
Model post-training, machine learning engineering, research replication, and systems optimization.

Naive-N0.5-Flash < 600B >= 600B closed / undisclosed

PostTrainBench
Post-training language models under a fixed compute
budget.

35 38.5 42

GPT-5.6-Sol 41.8

GLM-5.3 39.8

Naive-N0.5-Flash 37.5

Kimi-K3 36.6

Fable-5 (w/ fallback) 36.2

Hy4-preview 35.6

MLE-bench-30
Solving machine learning tasks from Kaggle
competitions.

35% 55% 75%

Naive-N0.5-Flash 73.7%

Sonnet-5 66.9%

Gemini-3.6-Flash 63.9%

Gemini-3.5-Flash 49.7%

GPT-5.6-Luna 47.6%

Grok-4.5 43.2%

PaperBench
Replicating machine learning research from papers.

45 55 65

Naive-N0.5-Flash 63.2

Opus-4.7 58.5

GPT-5.5 57.5

MiniMax-M3 52.6

Gemini-3.1-Pro 46.7

Training & Kernel Optimization
Improving model quality, training speed, and GPU kernel performance.

SOL-ExecBench
Optimizing GPU kernels toward hardware performance
limits.

Mean SOL Score

Naive-N0.5-Flash 72.81

Recursive Superintelligence, Inc.

(undisclosed third-party model)
67.56

NanoChat AutoResearch
Improving language model quality under a fixed
training budget.

Validation BPB

Naive-N0.5-Flash 0.9051

Recursive Superintelligence, Inc.

(undisclosed third-party model)
0.9109

NanoGPT SpeedRun
Reducing training time to target validation loss.

Training Time (s)

Naive-N0.5-Flash 73.8

Recursive Superintelligence, Inc.

(undisclosed third-party model)
77.5

i Naive-N0.5-Flash - 309B MoE - 15.5B active parameters Panel-specific score scales are shown on each axis.


