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Abstract

In this report, we introduce the Qwen3-VL-Embedding and Qwen3-VL-Reranker model
series, the latest extensions of the Qwen family built on the Qwen3-VL foundation model.
Together, they provide an end-to-end pipeline for high-precision multimodal search by
mapping diverse modalities, including text, images, document images, and video, into a
unified representation space. The Qwen3-VL-Embedding model employs a multi-stage
training paradigm, progressing from large-scale contrastive pre-training to reranking
model distillation, to generate semantically rich high-dimensional vectors. It supports
Matryoshka Representation Learning, enabling flexible embedding dimensions, and
handles inputs up to 32k tokens. Complementing this, Qwen3-VL-Reranker performs
fine-grained relevance estimation for query-document pairs using a cross-encoder ar-
chitecture with cross-attention mechanisms. Both model series inherit the multilingual
capabilities of Qwen3-VL, supporting more than 30 languages, and are released in 2B
and 8B parameter sizes to accommodate diverse deployment requirements. Empirical
evaluations demonstrate that the Qwen3-VL-Embedding series achieves state-of-the-
art results across diverse multimodal embedding evaluation benchmarks. Specifically,
Qwen3-VL-Embedding-8B attains an overall score of 77.8 on MMEB-V2, ranking first
among all models (as of January 8, 2025). This report presents the architecture, training
methodology, and practical capabilities of the series, demonstrating their effectiveness
on various multimodal retrieval tasks, including image-text retrieval, visual question
answering, and video-text matching.
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Figure 1: Illustration of the Unified Multimodal Representation Space. Qwen3-VL-Embedding model
series represent multi-source data (Text, Image, Visual Document, and Video) into a common manifold.
By aligning semantic concepts across modalities (e.g., the text "urban architecture" and its corresponding
image), the model achieves a holistic understanding of complex visual and textual information.

1 Introduction

The exponential growth of multimodal content on the internet has fundamentally transformed how
information is created, shared, and consumed. Modern digital ecosystems are increasingly populated
with diverse data modalities, including natural images, text documents, infographics, screenshots, and
videos. This proliferation necessitates advanced retrieval systems capable of understanding and matching
semantic concepts across different modalities, moving beyond traditional text-only search paradigms.
Multimodal search, which aims to retrieve relevant content regardless of the query or document modality,
has emerged as a critical capability for applications ranging from e-commerce product discovery to
scientific literature exploration and social media navigation (Faysse et al., 2025; Fu et al., 2025).

Within contemporary multimodal retrieval architectures, embedding and reranking models constitute
the two most critical modules. The field of multimodal representation learning has witnessed significant
progress over the past decade (Manzoor et al., 2023; Mei et al., 2025). Among these pioneering works,
CLIP (Contrastive Language-Image Pre-training) (Radford et al., 2021) has been particularly influential
by demonstrating that large-scale contrastive learning on image-text pairs can produce powerful aligned
representations. Its success has cemented the importance of learning shared embedding spaces where
semantically similar content is positioned proximate in the representation space regardless of its modality.

As the development of foundation models accelerates, multimodal pre-trained vision-language models
(VLMs) such as Qwen-VL (Wang et al., 2024b; Bai et al., 2025) and GPT-4o (Hurst et al., 2024) have
achieved unprecedented success in multimodal comprehension. Building on these breakthroughs, the
multimodal retrieval community has increasingly explored training unified multimodal embedding
models based on VLMs. Notable efforts in this space include E5-V (Jiang et al., 2024), GME (Zhang
et al., 2025b), BGE-VL (Zhou et al., 2025), and VLM2Vec (Meng et al., 2025; Jiang et al., 2025). Training
unified multimodal representations based on VLMs offers several compelling advantages. First, VLMs
possess inherent cross-modal alignment through their pre-training on large-scale image-text datasets.
Second, they leverage sophisticated attention mechanisms to capture fine-grained interactions between
visual and textual elements. Third, they provide a natural pathway to handling complex multimodal
documents such as infographics and presentation slides where visual and textual information are deeply
intertwined. Furthermore, VLM-based approaches can inherit the extensive multilingual and multi-
domain knowledge encoded in foundation models, enabling more robust generalization across diverse
retrieval scenarios.
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Figure 2: Overview of the Qwen3-VL-Embedding and Qwen3-VL-Reranker architecture.

In this work, we introduce the Qwen3-VL-Embedding and Qwen3-VL-Reranker model series, which are
specifically designed for multimodal retrieval applications. Built upon the powerful Qwen3-VL (Bai et al.,
2025) foundation model, these models bring together advanced vision-language understanding capabili-
ties with specialized training methodologies tailored for retrieval tasks. The Qwen3-VL-Embedding series
employs a sophisticated multi-stage training paradigm that progresses from contrastive pre-training on
large-scale multimodal data to knowledge distillation from ranking models, ultimately producing se-
mantically rich embeddings that capture nuanced relationships across modalities. These models support
Matryoshka Representation Learning (Kusupati et al., 2022), allowing users to flexibly select embedding
dimensions according to their storage and computational constraints without retraining. Additionally, we
incorporate quantization-aware training strategies during the training process to ensure that the gener-
ated embeddings maintain robust performance after quantization. This capability significantly improves
the storage efficiency and computational friendliness of downstream tasks. The models can process
inputs containing up to 32,768 tokens, enabling comprehensive understanding of long documents and
videos. Complementing the embedding models, the Qwen3-VL-Reranker series adopts a cross-encoder
architecture that performs deep cross-attention between query and document representations, providing
precise relevance scores for candidate retrieval results. Both model series inherit the impressive multi-
lingual capabilities of the Qwen3-VL foundation model, supporting more than 30 languages with high
proficiency, and are released in two sizes (2B, and 8B parameters) to accommodate diverse application
scenarios.

We evaluate the Qwen3-VL-Embedding and Qwen3-VL-ReRanker model series across a comprehensive
set of benchmarks spanning multiple tasks and domains. Experimental results demonstrate that our em-
bedding and reranking models achieve state-of-the-art performance across multiple types of downstream
tasks. For example, the flagship model Qwen3-VL-Embedding-8B attains a score of 77.8 on the MMEB-V2
benchmark (Meng et al., 2025), as evaluated in January 2026, surpassing all models currently on the
leaderboard1, including both open-source models and closed-source API services. Beyond multimodal
evaluation, in pure text evaluation, the Qwen3-VL-Embedding-8B model achieves a mean task score of
67.9 on the MTEB Multilingual benchmark (Enevoldsen et al., 2025a), demonstrating highly competitive
performance. Moreover, our reranking model delivers competitive results across a range of retrieval
tasks. The Qwen3-VL-Reranker-2B model exceeds previously top-performing models in numerous
retrieval tasks, while the larger Qwen3-VL-Reranker-8B model demonstrates even superior performance,
improving ranking results by 4.1 points over the 2B model across multiple tasks. Furthermore, we include
a constructive ablation study to elucidate the key factors contributing to the superior performance of the
Qwen3-VL-Embedding series, providing insights into its effectiveness.

In the following sections, we present the architectural design of our model, elaborate on the training pro-
cedures, report comprehensive experimental results for both the embedding and reranking components,
and conclude this technical report by synthesizing key findings and discussing promising avenues for
future investigation.

1https://huggingface.co/spaces/TIGER-Lab/MMEB-Leaderboard
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Table 1: Model specifications for the Qwen3-VL-Embedding and Qwen3-VL-Reranker. “Quantization
Support” indicates the supported quantization formats for the embeddings. “MRL support” denotes
whether the embedding model allows user-specified embedding dimensionalities. “Instruction-aware”
indicates whether the models support task-specific customization of the input instruction.

Model Type Size Layers
Sequence

Length
Embedding
Dimension

Quantization
Support

MRL
Support

Instruction
Aware

Qwen3-VL-Embedding
2B 28 32K 2048 Yes Yes Yes
8B 36 32K 4096 Yes Yes Yes

Qwen3-VL-Reranker
2B 28 32K - - - Yes
8B 36 32K - - - Yes

2 Model

Qwen3-VL-Embedding and Qwen3-VL-Reranker models are designed to make task-aware relevance
judgments for multimodal instances. As shown in Figure 2, the embedding model follows a bi-encoder
architecture to produce dense vector representations of instances and uses cosine similarity as the
relevance measure. In contrast, the reranking model adopts a cross-encoder architecture to provide more
fine-grained relevance estimates for each query–document pair.

Model Architecture Both the embedding and reranking models are built on the Qwen3-VL backbone,
using causal attention. After being trained on a large-scale collection of multimodal, multi-task relevance
data, they retain the backbone’s world knowledge, multimodal perception, and instruction-following
capabilities, while additionally gaining the ability to estimate relevance. We train two model sizes—2B
and 8B—and summarize their specifications in Table 1.

Embedding Method The embedding model extracts task-aware dense vectors for multimodal inputs.
The input format follows the Qwen3-VL context structure, where the instruction is passed as a system
message, with the default instruction being “Represent the user’s input.” The multimodal instance to
be represented is passed as a user message, and it can be in the form of text, images, videos, or any
combination of these modalities. Finally, a “PAD” (<|endoftext|>) token is appended to the input, and
the last hidden state corresponding to this token is used as the dense vector representation of the instance.

Input Template for Embedding

<|im_start|>system
{Instruction}
<|im_end|>
<|im_start|>user
{Instance}
<|im_end|><|endoftext|>

Reranking Method The reranking model adopts a pointwise ranking approach, which evaluates the
relevance between a pair of multimodal instances according to the relevance definition provided in the
instruction. The input format follows the Qwen3-VL context structure, where both the relevance-defining
instruction and the pair of multimodal instances to be evaluated are passed as user messages. These
multimodal inputs can be text, images, videos, or any combination of these modalities. Finally, the
relevance estimation for the pair is obtained by calculating the model’s probability of predicting “yes” or
“no” as the next output token.

Input Template for Reranking

<|im_start|>system
Judge whether the Document meets the requirements based on the Query and the Instruct

provided. Note that the answer can only be "yes" or "no".↪→

<|im_end|>
<|im_start|>user
<Instruct>: {Instruction}
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<Query>: {Query}
<Document>: {Document}
<|im_end|>
<|im_start|>assistant

3 Data

To endow the model with universal representation capabilities across diverse modalities, tasks, and
domains, we curated a massive-scale dataset. The distribution of different categories within the dataset
is illustrated in Figure 3. However, both publicly available and proprietary in-house data exhibit
significant imbalances and, in specific scenarios, notable scarcity across these dimensions. To address
these challenges, we leverage data synthesis to construct a balanced training corpus that ensures robust
coverage across all modalities, tasks, and domains.

3.1 Dataset Format

The complete dataset comprises multiple sub-datasets, denoted as D = {Di}M
i=1. Each sub-dataset Di is

defined by a quadruple Di = (Ii, Qi, Ci, Ri), structured as follows:

• Instruction (Ii): A textual description defining the specific relevance criteria and task objectives
for the sub-dataset.

• Queries (Qi): A collection of Nq query objects, Qi = {qj}
Nq
j=1. Each qj can consist of text, images,

videos, or any multimodal combination thereof.

• Corpus (Ci): A repository of Nd document objects, Ci = {dj}
Nd
j=1. Similar to queries, each dj may

be a single modality or a multimodal composite of text, images, and videos.
• Relevance Labels (Ri): This component identifies the relationships between queries and doc-

uments, denoted as Ri = {(qj, {d+j,k}
n+

k=1, {d−j,k}
n−
k=1)}

Nq
j=1. For each query qj, {d+j,k}

n+

k=1 ⊂ Ci repre-

sents the set of relevant documents (positive documents), while {d−j,k}
n−
k=1 ⊂ Ci represents the set

of irrelevant documents (negative documents).

Representative dataset examples are presented in Appendix A.

3.2 Data Synthesis
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Figure 4: Data distribution of the seed pool for data synthesis.

We employ data synthesis to construct various sub-datasets Di. Specifically, we extend the methodology
introduced in Qwen3 Embedding (Zhang et al., 2025c) to multimodal scenarios.
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Seed Pool Construction Since the diversity of synthesized data depends on the underlying seed pool,
we first aggregate an extensive collection of high-quality and diverse raw image and video datasets.
To establish a high-quality foundation, we first apply coarse-grained quality filtering to prune assets
with low resolutions or irregular aspect ratios. This is followed by structural refinement, specifically
employing scene cut detection and removing static or corrupted segments, to preserve the integrity of
temporal dynamics in video data. Subsequently, we leverage Qwen3-VL-32B (Bai et al., 2025) to generate
fine-grained categorical labels for the remaining assets. To ensure cross-modal alignment, we implement
a rigorous filtering mechanism that excludes samples with low-confidence annotations or poor visual-text
correspondence, as measured by similarity scores from the GME (Zhang et al., 2025b) embedding model.
Finally, we perform category-wise rebalancing on the refined dataset to construct the final seed pool. The
resulting category distribution is illustrated in Figure 4.

Based on the seed pool, we leverage Qwen3-VL-32B (Bai et al., 2025) to perform multimodal and multi-
task annotation.

Image Tasks Annotation We synthesize image datasets across three primary task paradigms:

1. Image Classification: The query q comprises an image and a classification instruction, while the
document d is the specific category label. We synthesize datasets for a wide range of classification
tasks, including object recognition, scene parsing, landmark identification, and action recognition.
For each sample, the model designates a specific task type and annotates the image with its
ground-truth category along with a semantically confusing negative label.

2. Image Question Answering: The query q consists of an image and a grounded question, and
the document d is the corresponding answer. We generate diverse QA pairs covering factoid
identification, visual reasoning, OCR-based data extraction, and domain-specific knowledge
inquiry. Following a prescribed task orientation, the model formulates a question based on the
visual content, providing a ground-truth response and a plausible but deceptive distractor.

3. Image Retrieval: The query q is a search text, and the document d is the candidate image. We
synthesize retrieval queries across a hierarchy of semantic depths, spanning direct visual de-
scriptions, abstract narrative scenarios, compositional logical constraints, and knowledge-centric
textual localization. The model assigns a specific retrieval intent and generates a corresponding
search query that captures either the salient visual features or the embedded textual logic within
the image.

Video Tasks Annotation We synthesize video datasets across four primary task paradigms:

1. Video Classification: The query q combines a video with a classification task, and the document
d is the resulting category. We synthesize datasets for diverse classification tasks, including
activity recognition, scene parsing, event categorization, and sentiment/intent analysis. For each
sample, the model identifies its category and generates a semantically related negative label.

2. Video Question Answering: The query q includes a video and a question, while the document d
is the answer. We generate diverse QA pairs spanning factual identification, temporal grounding,
thematic reasoning, and cinematic analysis. Guided by a specified task type, the model formulates
a question and provides a correct response and a deceptive distractor.

3. Video Retrieval: The query q is a textual description, and the document d is the video. We
synthesize retrieval queries across a spectrum of semantic granularities, ranging from entity
and action-centric searches to temporal-event descriptions, thematic/emotional discovery, and
instructional tutorial localization. The model produces a search query that captures the primary
events and thematic content of the video.

4. Moment Retrieval: The query q is a textual query (optionally including a keyframe), and the
document d is a specific video segment. The moment retrieval task aims at fine-grained temporal
grounding. The model identifies a specific target—such as an action, object, or character—and
localizes a relevant temporal segment. Simultaneously, it identifies an irrelevant segment with a
clear temporal gap to serve as a negative contrast.

Prior to synthesizing task-specific annotations, we require the model to generate a descriptive caption
for each image or video to provide necessary context. This two-step approach ensures higher quality
and consistency in the subsequent annotation generation. Selected prompt examples for the synthesis of
specific tasks are provided in Appendix B.
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Figure 5: The multi-stage training pipeline of Qwen3-VL-Embedding and Qwen3-VL-Reranker.

3.3 Positive Refinement and Hard Negative Mining

Hard negative samples play a crucial role in contrastive representation learning (Robinson et al., 2021). To
enhance the quality of positive pairs and identify effective hard negatives, we implement an automated
two-stage mining pipeline: Recall and Relevance Filtering.

Recall For each sub-dataset Di, we use an embedding model to extract representations for all queries
qj ∈ Qi and documents dk ∈ Ci. For each query qj, we retrieve the top-K most relevant candidates
{dk}K

k=1 based on cosine similarity, denoted as relevance scores S = {sj,k}K
k=1.

Relevance Filtering Finally, we refine the relevance labels Ri based on the relevance scores S to eliminate
noise:

• Positive Refinement: We retain qj only if at least one positive document d+ ∈ {dk}K
k=1 achieves

a score s > t+, where t+ is a hyperparameter acting as the score threshold. If no such candidate
exists, the query qj is discarded.

• Hard Negative Selection: For a valid query qj, we compute the average score of its refined
positive samples, s̄+. Any non-positive document d ∈ {dk}K

k=1 is selected as a hard negative only
if its score satisfies s < s̄+ + δ−, where δ− is a small safety margin to prevent the inclusion of
“false negatives”.

4 Training Strategy

To train our Qwen3-VL-Embedding and Qwen3-VL-Reranker, we employ a multi-stage training pipeline,
as shown in Figure 5. This approach is designed to mitigate the data imbalance between abundant
weakly-supervised data and scarce high-quality samples (Wang et al., 2022; Li et al., 2023; Chen et al.,
2024; Zhang et al., 2025c). The model is first pre-trained on vast amounts of weakly supervised, noisy
data to establish a baseline for relevance understanding and to boost generalization. We then perform
fine-tuning on high-quality, task-specific datasets to steer the model toward more precise relevance
scoring and fine-grained interaction. In addition to the aforementioned reasons, another objective of
the multi-stage training strategy is to bootstrap both data quality and model performance. As the
training progresses through successive stages, the model’s capabilities are continuously enhanced. This
improvement, in turn, facilitates more effective data mining, thereby refining the quality of the training
data. This iterative cycle ultimately leads to a substantial boost in the model’s overall performance.

4.1 Multi-stage Training

We implement a three-stage training strategy as follows:
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Stage 1: Contrastive Pre-training In the pre-training stage, we first perform contrastive learning on
the embedding model using large-scale, multimodal, and multi-task synthetic data. The synthetic data
utilized in this stage is mined using the methodology described in Section 3.3, utilizing an existing
open-source model (Zhang et al., 2025b) as the embedding model.

The optimization objective employed during training is defined in Equation 1. Upon completion of this
stage, we obtain the initial model version, Qwen3-VL-Embedding: s0.

Stage 2: Multi-Task Contrastive Learning and Supervised Fine-Tuning In this stage, we primarily
utilize a combination of curated public datasets and proprietary in-house data, augmented with sampled
synthetic data to address the task imbalance inherent in existing datasets. Benefiting from the improved
multi-task performance of Qwen3-VL-Embedding: s0, we employ this model to perform data mining,
thereby ensuring high data quality across various tasks. We then train our embedding model using
multi-task contrastive learning, implementing tailored contrastive objectives for different task types (see
Section 5.1 for details). This results in Qwen3-VL-Embedding: s1.

Simultaneously, we train a new reranking model, Qwen3-VL-Reranker, by training on the retrieval-
specific subset of the newly mined data, using Equation 4 as the optimization objective. This subset
encompasses diverse tasks, including image retrieval, video retrieval, moment retrieval, and visual
document retrieval. The resulting model demonstrates superior performance across these retrieval-
centric tasks.

Stage 3: Distillation and Model Merging In this final stage, we further enhance the embedding model
by distilling the relevance discrimination expertise from the previously trained Qwen3-VL-Reranker.
To achieve this, we curate a compact sub-dataset from both public and proprietary sources, ensuring
a balanced distribution across multiple retrieval categories. We then employ Qwen3-VL-Reranker to
generate fine-grained relevance scores for this subset, which serves as the supervision signal for training
the embedding model under the objective defined in Equation 3. This distillation process yields Qwen3-
VL-Embedding: s2.

While Qwen3-VL-Embedding: s2 exhibits significant gains in retrieval-centric tasks, it suffers a slight per-
formance degradation in classification and QA tasks. To address this, we merge Qwen3-VL-Embedding:
s2 with Qwen3-VL-Embedding: s1 using the methodology proposed by Li et al. (2024). This process
results in our final model, Qwen3-VL-Embedding: s3, which achieves optimal and balanced performance
across all evaluated tasks.

4.2 Implementation

We employ Low-Rank Adaptation (LoRA) (Hu et al., 2022) for model training, with the model parameters
initialized from Qwen3-VL-Instruct. This approach offers several key advantages: 1) reduced memory
footprint, allowing for larger effective batch sizes; 2) enhanced generalization performance; and 3)
significantly more efficient hyperparameter search for model merging (Li et al., 2024). Additionally, we
adopt dynamic resolution and frame rates. For the image modality, we preserve the original aspect ratio
while capping the maximum token consumption at 1,280 (approximately 1.3 × 106 pixels). For video, we
first sample at 1 FPS with a maximum of 64 frames. For each frame, the aspect ratio is maintained, and
the total token budget for all frames is constrained to 4,500 (approximately 9.2 × 106 pixels).

5 Training Objective

This section outlines the training objectives for the Qwen3-VL-Embedding and Qwen3-VL-Reranker. For
Qwen3-VL Embedding model, We extend the loss function from the Qwen3 Embedding model (Zhang
et al., 2025c) to handle a wider variety of data types. We also integrate two key techniques: Matryoshka
Representation Learning (MRL) (Kusupati et al., 2022) to produce variable-dimension embeddings,
and Quantization-Aware Training (QAT) (Esser et al., 2020) to support multiple numerical precisions.
Together, these methods reduce storage and compute costs, improving inference efficiency. The Qwen3-
VL-Reranker adopts the same objective function as Qwen3 Reranker (Zhang et al., 2025c). The specific
loss functions for each model are detailed below.

5.1 Loss Functions for the Embedding Model

The training of Qwen3-VL-Embedding involves diverse data types across multiple stages. To accommo-
date this, we employ distinct loss function tailored to the specific characteristics of each data category.
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Loss for Retrieval Data This category includes data from various multimodal and cross-modal retrieval
tasks, such as Text-to-Text (T2T), Text-to-Image (T2I), and Image+Text-to-Image+Text (IT2IT) retrieval. In
Stage 1, we use the same InfoNCE loss (Oord et al., 2018) formulation as in the Qwen3-Embedding:

Lretrieval = − 1
N

N

∑
i

log
e(s(qi ,d

+
i )/τ)

Zi
, (1)

where s(·, ·) is a similarity function (we use cosine similarity), τ is a temperature parameter, and Zi
aggregates scores from the positive pair and various types of negative pairs:

Zi = e(s(qi ,d
+
i )/τ) +

K

∑
k

mike(s(qi ,d
−
i,k)/τ) + ∑

j ̸=i
mije

(s(qi ,qj)/τ) + ∑
j ̸=i

mije
(s(d+i ,dj)/τ) + ∑

j ̸=i
mije

(s(qi ,dj)/τ)

corresponding to similarities with (1) the positive document d+i , (2) K hard negatives {d−i,k}
K
k=1, (3) other

in-batch queries {qj}j ̸=i, (4) other in-batch documents {dj}j ̸=i contrasted with d+i , and (5) other in-batch
documents {dj}j ̸=i contrasted with qi. mij is a masking factor to mitigate the impact of false negatives:

mij =

{
0, if sij > s(qi, d+i ) + 0.1 or dj = d+i ,
1, otherwise,

where sij denotes the corresponding similarity score (e.g., s(qi, dj) or s(qi, qj)).

In Stage 2, we further modify the objective by removing the query–query and document–document terms
from Zi. Empirically, this adjustment yields better performance on high-quality multimodal retrieval
data.

Loss for Classification Data For text or image classification tasks, we likewise formulate training as
contrastive learning. Specifically, the instance to be classified is treated as a query q, and its class label
is treated as the corresponding document d+. In contrast to retrieval, negative samples are restricted
to explicitly incorrect labels for the same query, while other labels in the batch are ignored to avoid
introducing false negatives.

Semantic Textual Similarity (STS) Data STS datasets are symmetric and thus do not admit a natural
query–document asymmetry. Moreover, supervision is typically provided as real-valued similarity scores.
To exploit this fine-grained signal, we optimize the model with the CoSent loss (Huang et al., 2024),
which encourages cosine similarities between paired embeddings to preserve the ordering induced by
ground-truth similarity scores:

Lsts = log

1 + ∑
ŝ(qi ,dj)>ŝ(qm ,dn)

exp
(

cos(qm, dn)− cos(qi, dj)

τ

) , (2)

where ŝ(qi, dj) denotes the ground-truth score for the pair (qi, dj).

Distillation Data In the final training stage, we further improve the embedding model via knowledge
distillation. We sample a high-quality subset from the union of all training data and use a strong reranker
to provide supervision. Concretely, for each query q, we pre-compute (offline) reranker relevance logits
for its positive document and k negatives. During training, we compute embedding-based scores online
using cosine similarity and minimize a distribution-matching objective (cross-entropy) to align the
embedding model’s score distribution with that of the reranker:

Ldistill = −
k+1

∑
i=1

Preranker(di | q) log Pembedding(di | q), (3)

where P(di | q) is the softmax distribution over the (k+1) candidate documents (one positive and k
negatives) for query q.

5.1.1 Additional Techniques for Efficient Inference

In practical retrieval systems, index construction requires storing a large number of embeddings offline.
To reduce storage overhead and improve retrieval efficiency, we incorporate the following auxiliary
training objectives.
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Matryoshka Representation Learning (MRL) When optimizing the objectives described above, we
compute each loss not only on the full-dimensional embedding, but also on truncated lower-dimensional
prefixes of the same representation (Kusupati et al., 2022). Empirically, training over a sufficiently dense
set of MRL dimensions yields strong generalization, enabling competitive performance at intermediate
dimensions that are not explicitly included during training.

Quantization-Aware Training (QAT) Storing embeddings with lower numerical precision (int8 or
binary) can further reduce both storage and compute overhead. To preserve embedding quality under
low-precision representations, we adopt a quantization-aware training (QAT) strategy. Concretely, during
training we compute the optimization objective using both full-precision embeddings and their low-
precision (quantized) counterparts, so that the model learns to produce embeddings that are robust to
quantization. This allows the learned representations to better adapt to low-bit embedding formats,
mitigating the performance degradation that may otherwise occur at deployment time. We instantiate
QAT with Learned Step Size Quantization (LSQ) (Esser et al., 2020). LSQ treats the quantization scale (step
size) as a learnable parameter and optimizes it jointly with the model weights via backpropagation. In
addition, it uses a Straight-Through Estimator (STE) (Bengio et al., 2013) to propagate gradients through
the non-differentiable rounding operation, enabling end-to-end training under simulated quantization.

5.2 Loss Function for the Reranking Model

We frame reranking as a binary classification problem: given a query–document pair, the model predicts
either a special yes token (relevant) or no token (irrelevant).

Lreranking = − log p(l|I, q, d), (4)

where p(·|∗) denotes the probability assigned by the VLM. The label l is “yes” for positive pairs and “no”
for negatives. This loss function encourages the model to assign higher probabilities to correct labels,
thereby improving the ranking performance (Dai et al., 2025).

During inference, the final relevance score is computed by applying the sigmoid function to the difference
between the logits of the ’yes’ and ’no’ tokens:

s = sigmoid(logit(yes)− logit(no)). (5)

6 Evaluation

6.1 Multimodal Benchmarks

To evaluate the overall performance of Qwen3-VL-Embedding in multimodal and multi-task repre-
sentation learning, we report its results on the MMEB-v2 benchmark (Meng et al., 2025). MMEB-v2
provides a comprehensive assessment spanning three primary domains—Image, Video, and Visual
Document—comprising nine task categories and 78 datasets in total. We compared our model against
several prominent open-source and proprietary baselines. During evaluation, the context length is
constrained to 16,384 tokens. For image-based tasks, the maximum token consumption is set at 1,800,
while for video-based tasks, we cap the total tokens at 15,000 and the frame count at 64. As summarized
in Table 2, the results demonstrate that our model achieves state-of-the-art (SOTA) average performance
and exhibits exceptional proficiency across all three domains. Specifically, Qwen3-VL-Embedding-8B
achieves an average score of 77.8 on MMEB-v2, representing a 6.7% improvement over the previous best
open-source model.

6.2 Visual Document Benchmarks

In addition to the evaluation datasets in MMEB-V2, we conducted further tests on the latest JinaVDR (Gün-
ther et al., 2025) and Vidore-v3 3 benchmarks for visual document retrieval tasks. We compared our
models with current state-of-the-art ColPali-style models, with the results illustrated in Table 3. As
shown, our embedding model achieves performance comparable to ColPali-style models that require
significantly higher computational costs. Furthermore, our reranker model substantially outperforms
ColPali models of a similar parameter size.

2https://huggingface.co/datasets/VLM2Vec/MMLongBench-page-fixed,
https://huggingface.co/datasets/VLM2Vec/ViDoSeek-page-fixed

3https://huggingface.co/collections/vidore/vidore-benchmark-v3
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Table 2: Results on the MMEB-V2 benchmark (Meng et al., 2025). CLS: classification, QA: question
answering, RET: retrieval, GD: grounding, MRET: moment retrieval, VDR: ViDoRe, VR: VisRAG, OOD:
out-of-distribution. †: link to the model’s homepage. All models except IFM-TTE have been re-evaluated
on the updated VisDoc OOD2split.

Model Size
Image Video VisDoc

All
CLS QA RET GD Overall CLS QA RET MRET Overall VDRv1 VDRv2 VR OOD Overall

# of Datasets → 10 10 12 4 36 5 5 5 3 18 10 4 6 4 24 78

Open-Source Models

VLM2Vec (Jiang et al., 2025) 2B 58.7 49.3 65 72.9 59.7 33.4 30.5 20.6 30.7 28.6 49.8 13.5 51.8 48.2 44 47.7
VLM2Vec-V2 (Meng et al., 2025) 2B 62.9 56.3 69.5 77.3 64.9 39.3 34.3 28.8 36.8 34.6 75.5 44.9 79.4 62.2 69.2 59.2
GME (Zhang et al., 2025b) 2B 54.4 29.9 66.9 55.5 51.9 34.9 42.0 25.6 31.1 33.6 86.1 54.0 82.5 67.5 76.8 55.3
Ops-MM-embedding-v1† 2B 68.1 65.1 69.2 80.9 69.0 53.6 55.6 41.8 33.7 47.6 76.4 53.2 77.6 64.2 70.8 64.6
RzenEmbed (Jian et al., 2025) 2B 68.5 66.3 74.5 90.3 72.3 50.4 49.7 46.6 38.9 47.3 87.1 55.1 87.2 43.4 74.5 67.2

VLM2Vec (Jiang et al., 2025) 8B 62.7 56.9 69.4 82.2 65.5 39.1 30.0 29.0 38.9 33.7 56.9 9.4 59.1 54.0 49.1 53.1
GME (Zhang et al., 2025b) 8B 57.7 34.7 71.2 59.3 56.0 37.4 50.4 28.4 37.0 38.4 89.4 55.6 85.0 68.3 79.3 59.1
Ops-MM-embedding-v1† 8B 69.7 69.6 73.1 87.2 72.7 59.7 62.2 45.7 43.2 53.8 80.1 59.6 79.3 67.8 74.4 68.9
RzenEmbed (Jian et al., 2025) 8B 70.6 71.7 78.5 92.1 75.9 58.8 63.5 51.0 45.5 55.7 89.7 60.7 88.7 69.9 81.3 72.9

Closed-Source Models

IFM-TTE† 8B 76.7 78.5 74.6 89.3 77.9 60.5 67.9 51.7 54.9 59.2 85.2 71.5 92.7 53.3 79.5 74.1
Seed-1.6-embedding-0615† - 76.1 74.0 77.9 91.3 77.8 55.0 60.8 51.3 53.5 55.3 85.3 56.6 84.7 68.6 77.7 72.6
Seed-1.6-embedding-1215† - 75.0 74.9 79.3 89.0 78.0 85.2 66.7 59.1 54.8 67.7 90.0 60.3 90.0 70.7 82.2 76.9

Qwen3 VL Embedding Models

Qwen3-VL-Embedding-2B 2B 70.3 74.3 74.8 88.5 75.0 71.9 64.9 53.9 53.3 61.9 84.4 65.3 86.4 69.4 79.2 73.2
Qwen3-VL-Embedding-8B 8B 74.2 81.1 80.2 92.3 80.1 78.4 71.0 58.7 56.1 67.1 87.2 69.9 88.7 73.3 82.4 77.8

Table 3: Results on visual document retrieval benchmarks. All results are obtained from our experimental
runs.

Model Size VisRAG VisDocOOD Vidore-v1 Vidore-v2 Vidore-v3 JinaVDR Avg

llama-nemoretriever-colembed-1b-v1 (Xu et al., 2025) 1B 82.4 65.6 90.5 62.1 55.5 66.4 70.4
llama-nemoretriever-colembed-3b-v1 (Xu et al., 2025) 3B 85.5 69.7 91.0 55.5 57.1 67.8 71.1
colnomic-embed-multimodal-3b (Team, 2025) 3B 86.8 71.0 89.7 63.5 56.4 77.6 74.2
colqwen2.5-v0.2 (Faysse et al., 2025) 3B 86.6 70.9 89.5 59.3 52.4 75.6 72.4

tomoro-colqwen3-embed-4b (Huang &Tan, 2025) 4B 89.0 75.9 90.6 66.0 60.2 76.2 76.5
colnomic-embed-multimodal-7b (Team, 2025) 7B 88.7 75.6 90.0 62.0 57.6 78.9 75.5
tomoro-colqwen3-embed-8b (Huang &Tan, 2025) 8B 90.2 76.8 90.8 67.7 61.6 79.2 77.7

Qwen3 VL Embedding Models

Qwen3-VL-Embedding-2B 2B 86.3 74.3 84.4 65.3 52.9 71.0 72.2
Qwen3-VL-Embedding-8B 8B 88.8 78.3 87.2 69.9 59.0 76.9 76.7

Qwen3 VL Reranking Models

Qwen3-VL-Ranker-2B 2B 89.7 77.5 90.3 62.5 60.8 80.9 77.0
Qwen3-VL-Ranker-8B 8B 91.1 80.4 91.7 71.3 66.7 83.6 80.8

6.3 Text Benchmarks

Table 4 compares our Qwen3-VL-Embedding models with standard text-only embedding models on the
MMTEB (Enevoldsen et al., 2025b) benchmark. Compared to text-only Qwen3 embedding models of
similar sizes, the Qwen3-VL-Embedding model series show slightly lower performance. Nevertheless,
Qwen3-VL-Embedding maintains competitive performance on pure text tasks. Specifically, Qwen3-VL-
Embedding-8B achieves a mean task score of 67.9 on MMTEB, performing on par with other similarly
sized text-only embedding models.

6.4 Evaluation for Reranking Model

Table 5 presents the evaluation results across various reranking tasks. For multimodal retrieval, we utilize
the MMEB-v2 suite, covering image, video (including moment retrieval), and visual document tasks. Text
retrieval is evaluated using MMTEB, while visual document retrieval is further assessed on MMEB-v2,
JinaVDR, and ViDoRe v3. To ensure a fair comparison, we use Qwen3-VL-Embedding-2B to retrieve the
top 100 candidates before applying the reranking models for refinement. Our results demonstrate that
all three Qwen3-VL-Reranker models consistently outperform the base embedding model and baseline
rerankers, with the 8B variant achieving the best performance across most tasks.
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Table 4: Performance on MTEB Multilingual (Enevoldsen et al., 2025a). For compared models, the scores
are retrieved from MTEB online leaderboard on December 25th, 2025.

Model Size
Mean
(Task)

Mean
(Type)

Bitext
Mining

Class-
ification

Clus-
tering

Inst.
Retrieval

Multilabel
Class.

Pair
Class.

Rerank Retrieval STS

Open-Source Models
KaLM-Embedding-Gemma3-12B-2511 (Zhao et al., 2025) 12B 72.3 62.5 83.8 77.9 55.8 5.5 33.0 84.7 67.3 75.7 79.0
llama-embed-nemotron-8b (Babakhin et al., 2025) 8B 69.5 61.1 81.7 73.2 54.4 10.8 29.9 84.0 67.8 68.7 79.4
NV-Embed-v2 Lee et al. (2024) 7B 56.3 49.6 57.8 57.3 40.8 1.0 18.6 78.9 63.8 56.7 71.1
GritLM-7B (Muennighoff et al., 2024) 7B 60.9 53.7 70.5 61.8 49.8 3.5 22.8 80.9 63.8 58.3 73.3
BGE-M3 (Chen et al., 2024) 0.6B 59.6 52.2 79.1 60.4 40.9 -3.1 20.1 80.8 62.8 54.6 74.1
multilingual-e5-large-instruct (Wang et al., 2024a) 0.6B 63.2 55.1 80.1 64.9 50.8 -0.4 22.9 80.9 62.6 57.1 76.8
gte-Qwen2-1.5B-instruct (Li et al., 2023) 1.5B 59.5 52.7 62.5 58.3 52.1 0.74 24.0 81.6 62.6 60.8 71.6
gte-Qwen2-7b-instruct (Li et al., 2023) 7B 62.5 55.9 73.9 61.6 52.8 4.9 25.5 85.1 65.6 60.1 74.0
Qwen3-Embedding-0.6B (Zhang et al., 2025c) 0.6B 64.3 56.0 72.2 66.8 52.3 5.1 24.6 80.8 61.4 64.6 76.2
Qwen3-Embedding-4B (Zhang et al., 2025c) 4B 69.5 60.9 79.4 72.3 57.2 11.6 26.8 85.1 65.1 69.6 80.9
Qwen3-Embedding-8B (Zhang et al., 2025c) 8B 70.6 61.7 80.9 74.0 57.7 10.1 28.7 86.4 65.6 70.9 81.1

Closed-Source Models
text-embedding-3-large † - 58.9 51.4 62.2 60.3 46.9 -2.7 22.0 79.2 63.9 59.3 71.7
Cohere-embed-multilingual-v3.0 † - 61.1 53.2 70.5 63.0 46.9 -1.9 22.7 79.9 64.1 59.2 74.8
Gemini Embedding (Lee et al., 2025) - 68.4 59.6 79.3 71.8 54.6 5.2 29.2 83.6 65.6 67.7 79.4
Seed-1.6-embedding-1215† - 70.3 61.3 78.7 76.8 56.8 -0.0 46.2 85.5 66.2 66.1 75.9

Qwen3 VL Embedding Models
Qwen3-VL-Embeddnig-2B 2B 63.9 55.8 69.5 65.9 52.5 3.9 26.1 78.5 64.8 67.1 74.3
Qwen3-VL-Embeddnig-8B 8B 67.9 58.9 77.5 72.0 55.8 4.5 28.6 81.1 65.7 69.4 75.4

Table 5: Evaluation results for reranking models and baselines. All scores are obtained from our experi-
mental runs.

Model Size
MMEB-v2(Retrieval)

MMTEB(Retrieval) JinaVDR ViDoRe(v3)
Avg Image Video VisDoc

Qwen3-VL-Embedding-2B 2B 73.4 74.8 53.6 79.2 68.1 71.0 52.9

jina-reranker-m0 † 2B - 68.2 - 85.2 - 82.2 57.8

Qwen3-VL-Reranker-2B 2B 75.1 73.8 52.1 83.4 70.0 80.9 60.8
Qwen3-VL-Reranker-8B 8B 79.2 80.7 55.8 86.3 74.9 83.6 66.7

7 Analysis

7.1 Efficacy of Matryoshka Representation Learning and Embedding Quantization
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Figure 6: Performance analysis of different embedding dimensions and embedding quantization on
MSMARCO Passage Dataset (text to text retrieval) and VL3-Syn Dataset (text to image retrieval).

Embedding models are foundational to modern retrieval systems, spanning both unimodal tasks (e.g., text
retrieval) and cross-modal scenarios (e.g., text to image retrieval). In large-scale production environments,
the corpus size often reaches millions or even billions of entries. Consequently, optimizing storage
requirements for the corpus while enhancing computational efficiency by reducing retrieval latency is a
critical challenge. The Qwen3-VL-Embedding series addresses these needs by integrating Matryoshka
Representation Learning (MRL) and Quantization-Aware Training (QAT) into its training pipeline.

To evaluate the practical impact of these strategies on retrieval performance, we conduct benchmarks
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Table 6: Performance of Qwen3-VL-Embedding-2B across different training stages on the MMEB-V2.

Model
Stage

Image Video VisDoc
All

CLS QA RET GD Overall CLS QA RET MRET Overall VDRv1 VDRv2 VR OOD Overall

s0 62.2 63.7 65.9 80.0 65.8 60.8 65.9 51.1 48.4 57.5 76.7 59.8 79.5 64.3 74.8 66.6
s1 71.2 75.8 72.4 88.3 74.8 73.0 67.7 51.3 41.6 60.3 83.5 58.8 84.9 66.4 77.1 72.1
s2 61.8 69.8 78.8 76.3 71.3 63.9 60.0 55.6 57.8 59.5 84.2 72.4 87.9 70.6 80.9 71.5
s3 70.3 74.3 74.8 88.5 75.0 71.9 64.9 53.9 53.3 61.9 84.4 65.3 86.4 69.4 79.2 73.2

across two representative tasks. The first is a text retrieval task utilizing the MSMARCO Passage Ranking
dataset (Bajaj et al., 2016), where we sample 10,000 queries and use all passages from the training dataset
as our test corpus. The second is a cross-modal text to image retrieval task based on the VL3-Syn (Zhang
et al., 2025a) dataset, featuring 10,000 captions as queries and a corpus of 2,000,000 images. We adopt the
Qwen3-VL-Embedding-2B model for experimentation and utilize MRR@10 as our primary evaluation
metric. Furthermore, we provide a comprehensive analysis of index storage overhead and retrieval
latency across varying embedding dimensions and quantization schemes to demonstrate the tradeoffs
between accuracy and efficiency.

As illustrated in Figure 6, we observe consistent patterns in both text retrieval and text to image cross-
modal retrieval. Regarding embedding dimensionality, retrieval performance degrades as dimensions
decrease; however, within a reasonable range, this degradation is acceptable given the substantial
savings in storage and retrieval latency. For instance, in text retrieval tasks, reducing the embedding
dimension from 1024 to 512 results in only a 1.4% decrease in retrieval performance while achieving 50%
storage reduction and doubling retrieval speed. Regarding embedding quantization, we find that int8
quantization preserves retrieval performance with negligible degradation, whereas binary quantization
significantly impairs retrieval effectiveness. Moreover, this performance loss becomes increasingly
pronounced as embedding dimensionality decreases.

7.2 Impact of Spatial and Temporal Granularity
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Figure 7: Impact of visual granularity on model performance across different domains.

In this section, we investigate how model performance scales with visual granularity across different
dimensions. Specifically, for the image modality, we examine the impact of spatial resolution as measured
by the number of visual tokens. For video, we decouple our analysis into two axes: (i) temporal
granularity, measured by the number of frames, and (ii) spatial resolution, quantified by the aggregate
token budget across all frames.

We first analyzed the distribution of image/video resolutions and frame counts across the MMEB-v2
benchmarks, selecting several high-resolution tasks from the Image, Video, and Visual Document domains
for our experiments. The results are illustrated in Figure 7. Our findings indicate a consistent trend
where performance improves with increased resource consumption across all task categories. However,
we observe a pronounced diminishing return as resource allocation grows, with a slight performance
regression occurring at the highest levels of consumption. A potential explanation for this decline is the
inherent performance degradation that the model encounters when processing excessively long contexts.

7.3 Performance Across Training Stages

In our multi-stage training pipeline, a total of four embedding models were produced. Table 6 details the
performance of these four models at the 2B size. The results indicate that by distilling from a reranking
model, the embedding model achieves a substantial performance boost in retrieval-oriented tasks.
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Although a slight decline is observed in other task categories during this process, the final model merging
stage successfully reconciles these trade-offs, leading to a robust and superior overall performance across
all benchmarks.

8 Conclusion

In this work, we present Qwen3-VL-Embedding and Qwen3-VL-Reranker, a state-of-the-art model series
for multimodal retrieval. By integrating a multi-stage training pipeline with high-quality multimodal
data while maximally leveraging the multimodal knowledge and general understanding capabilities of
Qwen3-VL Foundation models, Qwen3-VL-Embedding and Qwen3-VL-Reranker model series achieve
unprecedented performance across a broad spectrum of multimodal retrieval benchmarks while main-
taining strong pure-text capabilities. Furthermore, through matryoshka representation learning and
quantization-aware training, the Qwen3-VL-Embedding series offers excellent practical deployment char-
acteristics, significantly reducing computational costs for downstream tasks while preserving superior
performance. Looking forward, promising directions include extending support to additional modalities,
developing more efficient training paradigms, enhancing compositional reasoning capabilities, and
establishing more comprehensive evaluation protocols. We believe these models represent a significant
advancement in multimodal retrieval technology and hope they will facilitate further innovation in this
rapidly evolving field.
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A Dataset Examples

Table 7: Dataset format examples: Docmatix † and MS-COCO (Lin et al., 2014).

Dataset Docmatix
Instruction Find a screenshot that relevant to the user’s question.

Queries (Qi)

q_01 What type of research project was announced by the Danish Cancer Society on 01/02/21?

Corpus (Ci)

d_01

d_02

d_03

Relevance (Ri) {q_01: pos: [d_01], neg: [d_02, d_03]};

Dataset MS-COCO
Instruction Find an image caption describing the following everyday image.

Queries (Qi)

q_01

Corpus (Ci)

d_01 A man swinging a baseball bat on a baseball field.
d_02 The man is walking on the field to play a game of baseball.
d_03 A boy playing baseball waiting for a pitch.

Relevance (Ri) {q_01: pos: [d_01], neg: [d_02, d_03]};

B Examples of Data Synthesis Prompts

Image Question Answering Prompt

You are given an image. Your job is to create ONE high-quality multimodal training
example for an Image Question Answering (IQA) dataset.↪→

The final answer MUST be a single JSON object and nothing else.
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STEP 1 - Visual Description (less or equal than 500 {language} words)
- General scene summary and object-level details (attributes, positions, relations).
- Contextual features (environment, lighting, actions).
- Brainstorm the types of reasoning enabled (e.g., spatial, comparative, predictive).

STEP 2 - Task Selection
Choose ONE task type from the list below that best fits the image content:
- Factoid Identification: Questions about specific entities, brands, or basic facts

(e.g., "What brand is the watch?").↪→

- Visual Reasoning: Questions requiring logical inference or analysis (e.g., "How many
rats were fed the control diet?").↪→

- OCR-based Data Extraction: Questions targeting text, tables, or document info (e.g.,
"Who is the author of the book?").↪→

- Domain-specific Knowledge Inquiry: Questions requiring specialized background
knowledge (e.g., "What style of architecture is this?").↪→

STEP 3 - Populate the Example
Fill every key below using double quotes. Do not add extra keys.
{
"description": "<STEP 1 output>",
"task_type": "<Task selected in STEP 2>",
"question": "<A visually grounded question in {language}>",
"positive_answer": "<Concise, correct answer in {language}>",
"hard_negative_answer": "<A plausible but deceptive incorrect answer in {language}>"

}

Hard Constraints:
- "task_type" must be exactly chosen from the list in STEP 2.
- Ensure the question is directly answerable from the visual or embedded textual

content.↪→

- Output ONLY the JSON object.

Video Classification Prompt

You are given a video. Your job is to create ONE high-quality multimodal training
example for a video classification dataset.↪→

The final answer MUST be a single JSON object and nothing else.

STEP 1 - Visual Analysis (less or equal than 300 {language} words)
- General overview of the video content.
- Identify primary actions, environmental settings, and the overall event type.
- Brainstorm potential ways this video could support the classification tasks listed in

STEP 2.↪→

STEP 2 - Task Selection
Choose ONE task type from the list below that best fits the video:
- Activity Recognition: Identifying the main activity or action being performed.
- Scene Parsing: Determining the primary environment or setting of the video.
- Event Categorization: Classifying the video into a specific event type or intended

purpose.↪→

- Sentiment/Intent Analysis: Recognizing the dominant emotional tone or the sentiment
expressed.↪→

STEP 3 - Populate the Example
Fill every key below using double quotes. Do not add extra keys.
{
"description": "<STEP 1 output>",
"task_type": "<Task Selected in STEP 2>",
"label": "<Correct label in {language}>",
"misleading_label": "<Plausible but incorrect label in {language} for hard negative

mining>"↪→
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}

Hard Constraints:
- "task_type" must be exactly chosen from the list in STEP 2.
- "description", "label", and "misleading_label" must be in {language}.
- Output ONLY the JSON object—no extra text or explanations.

C Model Applications and Examples

In this section, we present several real-world application scenarios to demonstrate the practical utility of
Qwen3-VL-Embedding. The showcases in Table Tables 8 to 11 illustrate how the model handles diverse
queries and complex visual data, providing a clearer understanding of its integration into downstream
tasks.

Table 8: Similarity scores evaluated by Qwen3-VL-Embedding (text tasks).

Task AG News (Zhang et al., 2015)
Instruction Classify the news article.

Ex. Query Document Sim.

1 Text: Fears for T N pension after talks Unions
representing workers at Turner Newall say they
are ’disappointed’ after talks with stricken par-
ent firm Federal Mogul.

Text: Business 0.55

2 Text: US fighter squadron to be deployed
in South Korea next month (AFP) AFP - A
squadron of US Air Force F-15E fighters based
in Alaska will fly to South Korea next month for
temporary deployment aimed at enhancing US
firepower on the Korean peninsula...

Text: World 0.57

Task SQuAD (Rajpurkar et al., 2016)
Instruction Retrieve passages that answer this question.

Ex. Query Document Sim.

1 Text: Which NFL team represented the AFC at
Super Bowl 50?

Text: Super Bowl 50 was an American football
game to determine the champion of the National
Football League (NFL) for the 2015 season. The
American Football Conference (AFC) champion
Denver Broncos defeated...

0.81

2 Text: Who headlined the halftime show for Su-
per Bowl 50?

Text: CBS broadcast Super Bowl 50 in the U.S.,
and charged an average of $5 million for a 30-
second commercial during the game. The Super
Bowl 50 halftime show was headlined by the
British rock group Coldpl...

0.75

Task MS MARCO (Lin et al., 2014)
Instruction Retrieve relevant passages.

Ex. Query Document Sim.

1 Text: walgreens store sales average Text: The average Walgreens salary ranges from
approximately $15,000 per year for Customer
Service Associate / Cashier to $179,900 per year
for District Manager. Average Walgreens hourly
pay ranges from app...

0.77

2 Text: how much do bartenders make Text: According to the Bureau of Labor
Statistics, the average hourly wage for a
bartender is 10.36, andtheaverageyearlytake −
homeis21,550. Bartending can be a lot of things.
For some it is exciting,...

0.81
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Table 9: Similarity scores evaluated by Qwen3-VL-Embedding (image tasks).

Task CIFAR-10 (Krizhevsky et al., 2009)
Instruction Classify the object in this image.

Ex. Query Document Sim.

1 Image: Text: cat 0.67

2 Image: Text: truck 0.69

Task VQAv2 (Goyal et al., 2017)
Instruction Find the answer to this question about the image.

Ex. Query Document Sim.

1 Text: Where is he looking?
Image:

Text: down 0.54

2 Text: What are the people in the background
doing?
Image:

Text: watching 0.67

Task MS COCO (Lin et al., 2014)
Instruction Find images matching this description.

Ex. Query Document Sim.

1 Text: A man with a red helmet on a small moped
on a dirt road.

Image: 0.52

2 Text: The bathroom is clean and ready to be
used.

Image: 0.46
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Table 10: Similarity scores evaluated by Qwen3-VL-Embedding (video tasks).

Task UCF101 (Soomro et al., 2012)
Instruction Classify the action in this video.

Ex. Query Document Sim.

1 Video: Text: FloorGymnastics 0.66

Task NExTQA (Xiao et al., 2021)
Instruction Find the answer to this question about the video.

Ex. Query Document Sim.

1 Text: Why did the girl have painted nail polish
on her nails...
Video:

Text: (E) look nice 0.64

Task MST-VTT (Xu et al., 2016)
Instruction Find videos matching this description.

Ex. Query Document Sim.

1 Text: baseball player hits ball Video: 0.80
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Table 11: Similarity scores evaluated by Qwen3-VL-Embedding (visual document tasks).

Task ViDoRe_ArxivQA (Faysse et al., 2025)
Instruction Find documents that answer this question.

Ex. Query Document Sim.

1 Text: Based on the graph, what is the impact of
correcting for fspec not equal to 1 on the surface
density trend?

Image: 0.63

2 Text: Based on the progression from JUL10 to
FEB11Q, what trend can be observed in the
thread participation?

Image: 0.55
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