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Abstract

Fine-tuning trillion-parameter Mixture-of-Experts (MoE)
models locally is essential for privacy-sensitive adaptation,
but existing GPU-CPU offloading systems are bottlenecked
by PCle bandwidth in sparse MoE fine-tuning.

We present KTransformers-FineTune (KT-FT), a hetero-
geneous fine-tuning system that replaces offloading with
co-computation paradigm, turning the host CPU into an ac-
tive participant in MoE execution. KT-FT combines a layout-
aware memory engine with skew-tolerant scheduling to
eliminate repacking overheads, sustain efficient CPU exe-
cution, and avoid out-of-memory failures at long context
lengths. To further improve Time-to-Quality, KT-FT intro-
duces LoRA Experts as a orthogonal algorithm co-design,
which use residual GPU memory to accelerate convergence
and improve final model quality. Across trillion-parameter
MoE models, KT-FT delivers 2.5x-21.2x higher fine-tuning
throughput than prior offloading systems and scales to to-
tally 128K-token contexts without OOMs. It also enables the
fine-tuning of the 671B-parameter DeepSeek model (2K con-
text) in BF16 precision using merely 16GB of GPU VRAM
alongside the host CPU. As a drop-in backend for existing
fine-tuning ecosystems, KT-FT has already adopted in open-
source communities, small and medium-sized enterprises,
and foundation-model teams, making privacy-preserving
adaptation of trillion-parameter MoE models practical and
cost-effective.

Keywords: mixture-of-experts, GPU/CPU hybrid fine-
tuning, large language models, LoRA fine-tuning, system-
algorithm co-design

1 Introduction

Customizing foundation models on proprietary or sensitive
data [18, 53], including healthcare records [12, 26, 52] and
financial ledgers [19, 40, 59], is increasingly essential for aca-
demic research and enterprise applications. However, data
privacy, security, and strategic requirements often dictate
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Figure 1. Conventional offload paradigm versus KT-FT’s
co-computation paradigm. Attention is abbreviated as attn.

that these workloads execute strictly on local, on-premises
infrastructure [18]. Systems running these workloads there-
fore face a resource bottleneck from the large memory de-
mands of modern large language models (LLMs). A typical



full-parameter fine-tuning run must hold model weights, gra-
dients, and optimizer states [34, 35], increasing its memory
footprint by up to 9x relative to inference [76]. Consequently,
fine-tuning today’s frontier trillion-parameter models (e.g.,
Kimi K3 [22], GLM-5.2 [13], and DeepSeek-V4 [8]) requires
tens of terabytes (TB) of GPU memory.

Even with parameter-efficient fine-tuning (PEFT) methods
such as LoRA [17], adapting trillion-parameter foundation
models needs substantial GPU memory, typically 2-3 TB in
aggregate. An on-premises deployment with this much GPU
memory requires more than thirty H100 GPUs and costs
millions of dollars. For private clusters, GPUs with high-
capacity HBM remain expensive and supply-constrained,
and access to them is unavailable through short-term leases.
Consequently, model customization remains out of reach for
most research labs [1] and medium-sized enterprises [50].
Memory-efficient systems are therefore urgently needed.

To work around strict GPU memory limits, existing sys-
tems such as ZeRO-Offload [46] and StrongHold [51] use
CPU-GPU offloading. As Figure 1b shows, this offload para-
digm stores parameters and optimizer states in host memory
and pages working sets into the GPU over PCle. Its effec-
tiveness depends on overlapping communication with com-
putation. For sparse Mixture-of-Experts (MoE) models, this
assumption breaks down because expert weights dominate
the working set while sparse routing reduces arithmetic in-
tensity. Our profiling of DeepSeek-V3.1-671B [7] on an RTX
4090 shows that ZeRO-Offload transfers roughly 2.6 TB of
weights and performs 122 all-gathers per step. Consequently,
PCle communication and dispatch account for 94% of step
time, leaving GPU utilization at only 0.8%.

Recent systems such as ES-MoE [21], MoESys [63], and
APTMOoE [57] schedule computation and weight transfers at
expert granularity to improve computation-communication
overlap, including streaming expert weights, hotness-aware
prefetching, and pipelined dispatch. However, our profil-
ing reveals that these scheduling techniques in APTMoE
add additional scheduling overhead for 11% of execution
time. Moreover, these techniques increase host memory re-
quired for Qwen3-235B [61] from 500 GB to 1.3 TB and cause
DeepSeek-671B to run out of memory(OOM) on a 2 TB server.
Despite the improved overlap, Figure 1c shows that weight
transfer and synchronization still account for 86% of APT-
MOoE’s execution time and remain the dominant execution
costs. Even if the conventional offload paradigm were to
utilize an idealized PCle 5.0 interconnect at theoretical peak
bandwidth, required weight movement would limit theoreti-
cal throughput to roughly 48 tokens/s (2K context) and GPU
utilization to about 3.9%, as quantified in §2.1. Scaling MoE
fine-tuning to trillion-parameter models therefore requires
abandoning the conventional offload paradigm.

Given this PCle bottleneck, we observe computing expert
layers on CPU with AVX/AMX extensions is faster than

transferring their weights over PCle. This observation neces-
sitates a paradigm shift toward CPU-GPU co-computation
to exploit data locality. However, simply moving expert com-
putation to CPU is not sufficient. A naive co-computation
implementation in PyTorch(OneDNN) has lower end-to-end
throughput than offloading paradigm over long sequences.
Our profiling identifies layout overheads from incompatible
memory layouts (§2.2) and synchronization overheads from
CPU thread imbalance under skewed expert routing (§2.3).
We establish the necessary condition that CPU computation
time plus these overheads must be less than expert weight
transfer time.

To overcome these bottlenecks, we present KT-FT, a trans-
parent execution engine that enables trillion-parameter MoE
LoRA fine-tuning on memory-constrained GPUs. KT-FT runs
compute-intensive attention on the GPU and memory-bound
MOoE experts on the CPU to avoid repeated expert-weight
transfers. Moreover, KT-FT makes this co-computation para-
digm practical via two components that reduce the identified
layout and synchronization overheads:

e Semantic-Aware Proactive Layout Engine: The
PyTorch(OneDNN) implementation relies on a fixed
tensor layout and therefore performs layout transfor-
mations on the critical path. KT-FT selects a layout
for each tensor based on its semantics, as determined
by its execution device, fine-tuning stage, and param-
eter size. To achieve this, KT-FT introduces two tech-
niques: a semantic-aware memory pool that allocates
tensors in the layouts required by each phase, and an
asynchronous pipeline across model layers that hides
the latency of layout transformations by overlapping
them with GPU computation during the forward and
backward passes. Together, these layout optimizations
deliver a 7.9% speedup over PyTorch(OneDNN) base-
lines without increasing the memory footprint. For
optimizer updates, KT-FT proposes a memory lay-
out that packs LoRA parameters and optimizer states
across experts into large contiguous buffers, enabling
sequential access and batched updates using vector-
ized operations. This layout delivers a 13.9% speedup
for parallel optimizer updates.

o Skew-Tolerant Dynamic Thread Scheduler: To ad-
dress CPU thread imbalance under MoE routing skew,
KT-FT’s dynamic scheduler decomposes the workload
into fine-grained tasks that can be scheduled across
expert boundaries. Workers pull these tasks from a
shared queue using dynamic work stealing, distribut-
ing computation for hot experts across multiple work-
ers while tasks from the long tail of cold experts fill
otherwise idle CPU cycles. The task decomposition is
also cache-aware. To improve temporal locality, KT-
FT splits memory-bound base-weight computation
along weight dimension to avoid L3 thrashing and



splits LoRA computation along sequence dimension
to reuse weights that fit in L2. By reducing dispatch
overhead and synchronization barriers, the scheduler
achieves a 7x speedup for the backward-pass operator
over the PyTorch(OneDNN) baseline.

For standard LoRA, these two components enable KT-FT
to achieve 2.5x-21.2Xx the throughput of offloading baselines
and support 128K contexts without out-of-memory errors.
As an orthogonal optimization, we seek to further mini-
mize Time-to-Quality (TTQ) [4, 5, 36] using residual GPU
memory. After the GPU working set is allocated, a small
fraction of VRAM remains unallocated, typically less than 5
GB. However, leveraging this scarce memory through purely
system-level mechanisms yields limited benefits. Dynamic
expert migration is bottlenecked by PCle and layout over-
heads, whereas static expert placement accommodates only
a small subset of routed experts. Across all evaluated settings,
TTQ reductions from both dynamic expert migration and
static placement remain below 10%.

Instead of spending this limited budget on these system-
only mechanisms, KT-FT allocates it to LoRA Expert (LE),
an orthogonal and optional algorithm-system co-design. LE
uses residual GPU memory to keep its weights resident on
the GPU and provides a static shared adaptation path exe-
cuted for every token, regardless of expert routing decisions.
LE avoids routed expert migration, and its GPU computa-
tion fully overlaps with computation by routed experts on
the CPU. As a result, LE does not increase end-to-end time.
From an algorithmic perspective, LE uses this dense shared
gradient and update path to mitigate the update imbalance
induced by routing skew and improve overall data utilization.
Reallocating 1.2 GB of residual VRAM to LE reduces TTQ by
afactor of at least 1.9 relative to both the Routed Control and
the Shared Control. At full convergence, KT-FT outperforms
the base models on all reported quality measures and both
controls on most metrics across the evaluated models and
workloads. LE is designed to work with a wide variety of
LoRA methods, and we evaluate it using four representative
variants: Standard LoRA [17], PLoP [15], AltLoRA [65], and
Bi-LoRA [32].

We implement KT-FT as a transparent execution engine
integrated with HuggingFace Accelerate [14] and LlamaFac-
tory [76] without requiring users to rewrite code. It sup-
ports LoRA fine-tuning, full-parameter fine-tuning, and re-
inforcement learning workflows and has been adopted by
open-source communities. We deploy KT-FT for a small or
medium-sized enterprise on one production node with lim-
ited GPU resources. Compared with a baseline framework
on 16 A100 GPUs, KT-FT on 8 RTX 4090 GPUs is 1.6X faster
and reduces per-iteration compute cost by 81.5%.

2 Motivation
2.1 The Limits of Offloading in Sparse MoE Systems

Conventional offloading systems such as ZeRO-Offload [46]
place the model state in CPU memory, reducing GPU mem-
ory use at the cost of CPU-GPU transfers over PCle [45, 46,
51]. These systems are efficient only when GPU computation
is sufficient to hide CPU-GPU transfer latency and synchro-
nization overhead. In MoE models, however, sparse routing
activates about 5% of the model parameters for each token.
This reduces the ratio of GPU computation to data trans-
ferred by roughly 20x and leaves 88% of communication
time on the critical path. Consequently, the conventional
offload paradigm cannot hide most of the overhead from
CPU-GPU transfers and synchronization during MoE fine-
tuning.

To address this limitation, prior offloading systems de-
signed for MoE models use techniques including streaming
expert weights to reduce synchronization overhead [21],
hotness-aware prefetching to move weights that are likely
to be needed onto GPUs before execution [63], and pipelined
dispatch to overlap expert loading with computation [57].
However, our profiling of APTMOoE [57] shows that schedul-
ing overhead accounts for 11% of its execution time. These
scheduling mechanisms also increase the host memory re-
quired for Qwen3-235B [61] from 500 GB to 1.3 TB and cause
DeepSeek-671B OOM error on a 2 TB server. Despite the
improved overlap, weight transfer and synchronization ac-
count for 86% of APTMoE’s execution time and remain the
dominant execution costs.

Calculation shows that even with an ideal scheduler and
perfect overlap, the amount of GPU computation is too low
to hide the latency of the required weight transfers. For 1
billion BF16 parameters, the total amount of data transferred
during the forward and backward passes is 4 GB. At the
theoretical peak bandwidth of PCle 5.0 x16 (64 GB/s), this
transfer takes 62.5 ms. The total computation time for the
corresponding forward and backward passes is only 2.8 ms
on the RTX 5090, making the transfer more than 22x as
long as the GPU computation. More generally, the offload
paradigm must transfer at least two full copies of the model
weights (2| W) during each training step. For DeepSeek-671B,
2|W| ~ 2,684 GB in BF16. This transfer takes 42 seconds at
the same theoretical peak bandwidth. At 2K tokens per step,
the transfer bottleneck limits throughput to roughly 48 to-
kens/s and the theoretical utilization of the RTX 5090 to 3.9%.
KT-FT reaches 166.8 tokens/s, 3.5 the theoretical through-
put limit of the offload paradigm. Thus, our co-computation
paradigm needs to avoid transfers of expert weights.

KT-FT therefore executes expert layers on the CPU, avoid-
ing repeated transfers of expert weights to the GPU. For
each MoE layer in DeepSeek-671B, transferring the required
expert weights takes roughly 22 ms (Tiransfer), Whereas CPU
expert computation takes 5.8 ms (Tcpy compute)- However,



at long sequence lengths, our CPU-GPU co-computation
paradigm alone is insufficient to improve end-to-end perfor-
mance. In our ablation at 2K tokens, a PyTorch(OneDNN)
implementation of our paradigm reaches 12.1 tokens/s, be-
low ZeRO-Offload’s 41.6 tokens/s. Accordingly, a necessary
condition for CPU-GPU co-computation to improve end-to-
end performance is Tcpu compute + Tayout + Tsyne < Tiransfer- In
other words, layout and synchronization overhead must to-
gether remain below the time saved by replacing the transfer
of expert weights with local CPU computation. Our profiling
shows that Tj,you: stems from incompatible layouts required
by different tensor semantics, forcing computation with poor
cache locality or layout conversions during fine-tuning (§2.2).
Tyync stems from scheduling and synchronization overheads
caused by CPU workload imbalance under routing skew

(§2.3).

2.2 Memory Layout Conflicts

The CPU-GPU co-computation paradigm mitigates the PCle
bottlenecks by computing expert layers on the CPU. Infer-
ence engines [2, 20] successfully exploit CPU extensions
such as AVX/AMX for this purpose. Extending the same
paradigm to fine-tuning, however, introduces serious sys-
tem bottlenecks. Unlike forward-only inference, fine-tuning
requires both forward and backward passes through a multi-
stage computation graph. The graph contains tensors with
different lifetimes and precisions, including low-precision
frozen base weights, high-precision trainable LoRA param-
eters, and mixed-precision optimizer states. These tensors
must persist across execution stages, but the memory access
pattern best suited to each tensor changes with the execution
stage and target hardware. These changes create memory
layout conflicts that contribute to Tjayou. Resolving these
conflicts globally is therefore necessary to sustain high CPU
utilization.

Cross-Device Layout Conflicts. Hardware heterogeneity
creates a layout conflict at the device boundary, where GPU
and CPU kernels require different tensor layouts. GPU Ten-
sor Cores operate efficiently on row-major arrays. Efficient
AVX/AMX execution on the CPU requires VNNI blocks that
keep the reduction dimension contiguous and store BF16
values in pairs. The PyTorch implementation [43] stores all
weight matrices in row-major format, so the output dimen-
sion is contiguous in memory but the reduction dimension
is not. Consequently, every GEMM invocation uses strided
loads to access non-contiguous memory, reducing cache uti-
lization and the fraction of valid elements in each tile. Fig-
ure 2a shows the effect on end-to-end MoE backward-pass
throughput: PyTorch reaches at most 1.8 TFLOPS and falls
below 50 GFLOPS at small per-expert batch sizes. KT-FT
converts weights to VNNI block layouts at load time and
keeps these layouts throughout fine-tuning. This removes
the per-call cost of strided memory access. It reaches 15.7
TFLOPS, up to 11.7x the throughput of the PyTorch baseline.

~
S

15.7 TFLOP: 17.6 TFLOPS.

15 == PyTorch-AMX Backward
—e— KT-FT Backward (Ours)

—=— PyTorch (layout-conflicted)
—e— KT-FT (layout-optimized)

-
G

9.7 TFLOPS

Throughput (TFLOPS)
« 5

o

NV % D0 (AP 0N A D o T T N A T, S RN P
\%b@,@@\,'@’v@hh@%@ ) fo,;v,{a‘,;»é\,

Tokens per Expert Tokens per Expert
(a) Cross-Device: Preprocess AMX Layout (b) Cross-Stage: no-Transposed Waste

105 89,088
WS pyTorch (Per-Expert Params)

B KT-FT (Fused Params)
11,136

Lyt LLLLLL P

4 8 16 32 64 128 256 1 2 4 8 16 32 64 128 256
Number of Experts ~ DS31 Number of Experts Ds31
(c) MoE Scaling: Params Update  (d) Base-LoRA: Fragmented Update Latency

—=— PyTorch (Fragmented Params)
—e— KT-FT (Fused Params)

Latency (ms)

®

Figure 2. Memory layout conflicts and their effects on MoE
fine-tuning. Panel (a) reports end-to-end MoE backward-
pass throughput under the cross-device layout requirement,
while panel (b) reports expert GEMM throughput under the
cross-stage layout requirement; panels (c) and (d) report
parameter block counts and optimizer step latency for frag-
mented and fused LoRA parameter layouts. All measure-
ments use a DeepSeek-V3.1 (DS31) configuration representa-
tive of trillion-parameter MoE models.

Cross-Stage Layout Conflicts. Forward and backward
computation have incompatible layout requirements even
on the same device. The forward pass uses VNNI blocks, but
the transposed GEMMs in the backward pass cannot use the
same layout directly. VNNI blocks store BF16 values in pairs
along the reduction dimension. A straightforward approach
is to change only the strides, but this does not produce the
layout required by the transposed GEMMs. The weights must
therefore be unpacked, transposed, and repacked. Existing
engines must either retain an additional representation for
transposed access, at the cost of increased memory use, or
use a single layout that is suboptimal for both directions. The
PyTorch implementation chooses to use a single row-major
weight layout for both forward and backward computation.
In Figure 2b, the orange curve falls to 57 GFLOPS at small
batch sizes and peaks at 9.7 TFLOPS. At 1K tokens per expert,
PyTorch achieves 52% lower throughput than KT-FT. KT-FT
instead uses the packed layout required by each access direc-
tion. Forward and backward GEMMs therefore use only their
respective VNNI block layouts, allowing KT-FT to sustain
high hardware utilization and reach up to 17.6 TFLOPS in
either direction (Figure 2b, blue curve).

LoRA Parameter Layout Conflicts. Applying LoRA to
MOoE models creates parameter fragmentation. Each expert
has separate LoRA matrices for its gate, up, and down projec-
tions. The forward and backward passes use these matrices
for per-expert GEMMs, while optimizer updates benefit from
fused contiguous storage across experts. These requirements
create a layout conflict between matrix computation and
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Figure 3. Token distributions across routed experts in
Qwen3.5-397B with sequence length of 4K. Layers 0 and
50 are representative of the routing skew observed across all
layers.

parameter updates. For DeepSeek-671B with 256 experts,
Figure 2c shows that parameter block count increases by
256X relative to a fused layout. Updating fragmented blocks
separately makes kernel launch overhead the dominant up-
date cost and reduces effective memory bandwidth. Figure 2d
shows that optimizer step latency increases to 899 ms. Using
this fused layout reduces it to 65 ms, a 13.9X improvement.

2.3 Workload Imbalance and Synchronization
Overhead

Existing CPU execution stacks schedule threads within in-
dividual expert operations. The PyTorch implementation
with OneDNN, for example, parallelizes each expert GEMM
across CPU threads but does not schedule work across ex-
perts. Sparse MoE routing creates a skewed workload across
experts, and many experts receive only a few tokens [55, 56].
Figure 3 shows this skew in layers 0 and 50 of Qwen3.5-397B,
configured with 512 routed experts, top-10 routing, and a
sequence length of 4K. The most heavily loaded expert re-
ceives up to 3,900 tokens, more than 40X the mean, while
each expert in the long tail receives a negligible number of to-
kens. For lightly loaded experts, the corresponding GEMMs
have a small token dimension and limited intra-operation
parallelism. Because scheduling remains confined to individ-
ual operations, these GEMMs cannot fully utilize AVX/AMX,
and CPU threads remain unevenly loaded.

Fine-tuning introduces a separate source of overhead. It
creates a separate autograd operation for each expert and
each LoRA projection. Many expert operations process only
a few tokens, and LoRA projections have small parameter
dimensions. These operations therefore perform little com-
putation, but each still incurs overhead from metadata man-
agement, traversal of autograd graph, and synchronization
during backward pass. Across many operations, these costs
increase Tgypnc on the fine-tuning critical path. Therefore, par-
allelizing individual GEMMs is insufficient, the runtime must
schedule fine-grained work across experts.
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Figure 4. KT-FT’s integration with the fine-tuning ecosys-
tem.

3 KT-FT Design
3.1 System Overview

KT-FT provides efficient, end-to-end MoE fine-tuning on
heterogeneous CPU-GPU platforms through a transparent
execution engine. It integrates with HuggingFace Accelerate
and LlamaFactory for fine-tuning and reinforcement learning
workflows. KT-FT supports full-parameter fine-tuning and
all PEFT methods available in the HuggingFace ecosystem,
including LoRA and its variants. The backend supports Intel
and AMD CPUs with AVX2, AVX-512, or AMX extensions.
As shown in Figure 4, users add only two lines to their code in
the load_model, enabling KT-FT to take over execution. KT-
FT hides the hardware complexity, users launch fine-tuning
tasks with a bash command just like before.

Behind this interface, KT-FT uses Fully Sharded Data Par-
allel (FSDP) [75] to run attention computations on the GPU.
It executes routed experts on the CPU to avoid transferring
expert weights, using its layout engine and thread scheduler
to reduce layout and synchronization overheads.

The Semantic-Aware Proactive Layout Engine selects ten-
sor formats at allocation time according to each tensor’s role
in fine-tuning (§3.2). Its proactive pipeline switches between
forward and backward weight layouts before use, overlap-
ping conversion with GPU computation while keeping a
single copy of the parameters. The engine also packs LoRA
parameters and optimizer states across experts into large
contiguous buffers for batched updates. Tensor views then
expose each expert’s parameters for forward and backward
computation without copying data.

The layout engine improves data access, but it does not
determine how work is distributed among CPU threads. To
handle routing skew, the Skew-Tolerant Dynamic Thread
Scheduler divides each expert’s forward and backward com-
putation into fine-grained tasks that access tensors in these
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Figure 5. System overview of the Semantic-Aware Proactive Layout Engine. The forward and backward passes use different
layouts for the same parameter values in each layer (e.g., Layer 0).

layouts (§3.3). It partitions base-weight computation along
weight dimensions to avoid repeated weight reads, and LoRA
computation along the sequence dimension to reuse cached
weights. A shared queue and dynamic work stealing distrib-
ute these tasks among CPU workers.

3.2 Semantic-Aware Proactive Layout Engine

The semantic-aware memory pool selects a layout for each
tensor based on its role and execution stage; the proactive
pipeline converts the parameters to the required layout be-
fore use while keeping a single parameter copy. For LoRA,
the contiguous layout supports both sequential access dur-
ing optimizer updates and per-expert access during forward
and backward computation.

Semantic-Aware Memory Pool. Parameter storage for-
mats do not always match the layouts optimal for computa-
tional efficiency and cache locality. Such mismatches include
cross-device conflicts, where CPU MoE kernels perform best
with a layout different from the stored weight format, and
cross-stage conflicts, where a layout suited to forward com-
putation has poor cache locality in the backward pass. Fig-
ure 5 (1) shows the cross-device case: PyTorch(OneDNN)
stores tensors in row-major format (blue), whereas CPU ma-
trix coprocessors require a different layout. Repacking these
tensors during execution is memory-bound; it repeatedly
stalls computation and prevents the CPU from reaching its
theoretical throughput.

KT-FT uses a semantic-aware memory pool to resolve this
mismatch. Tensor formats are selected at allocation time.
The pool groups tensors by their role in the computational
graph rather than by allocation lifetime: frozen weights for

the forward and backward passes, trainable LoRA param-
eters and their optimizer states for individual experts, and
temporary activation buffers.

Each memory pool specifies an allocation policy and the

data format best suited to the target hardware and execution
stage. For the CPU forward pass, the Layer 0 pool in Figure 5
(@ allocates weights in VNNI blocks (green), so AMX instruc-
tions can use them directly. For the backward pass, the same
weights are stored in transposed VNNI blocks (peach) to
optimize cache locality during gradient computation. Select-
ing layouts according to tensor semantics at allocation time
removes repeated format conversions from the execution
path.
Proactive Layout Pipeline. The memory pool selects the
optimal layout for each phase, but switching between the
forward and backward passes still requires layout conver-
sion (Figure 5 (2)). VNNI data must be unpacked, transposed,
and repacked, so performing this conversion during execu-
tion adds latency. Precomputing and storing both layouts
avoids this cost but doubles the memory used for param-
eters, requiring 1-2 TB of host memory for models at the
trillion-parameter scale, such as DeepSeek-671B.

KT-FT uses a proactive layout pipeline to switch between
the two layouts while keeping a single copy of the parame-
ters. The execution graph follows a deterministic layer or-
der, allowing background threads to transform each layer’s
layout in place before it is needed. These transformations
overlap with GPU computation (Figure 5 (5)) and stay off the
critical path.

Contiguous Layout for LoRA Optimizer Updates. At
trillion-parameter scale, LoRA parameters from tens of thou-
sands of experts occupy more than 100,000 separate blocks.



The compute-bound forward and backward passes hide the
latency of scattered accesses, whereas the memory-bound,
write-intensive optimizer step remains sensitive to data lay-
out (Figure 5 (3)). Poor spatial locality and pointer chasing
limit optimizer performance.

KT-FT uses an contiguous layout to address this memory
bandwidth bottleneck. Figure 5 (6) shows how KT-FT packs
LoRA parameters and optimizer states across experts into
large contiguous buffers (orange) for sequential access and
batched updates using vectorized operations. During the
forward and backward passes, the semantic-aware memory
pool provides contiguous tensor views of each expert’s pa-
rameters within these buffers. The views require no data
copies and preserve the data structures and formats used
for forward and backward computation, while the optimizer
accesses contiguous memory.

3.3 Skew-Tolerant Dynamic Thread Scheduler

Under routing skew, KT-FT uses fine-grained scheduling
across experts to balance work across CPU worker threads
(§2.3). KT-FT replaces sequential expert execution (the upper
panel of Figure 6) with a flat pool of fine-grained tasks (the
lower panels). The scheduler selects individual tasks across
expert boundaries. Table 1 shows how forward and backward
computation is divided into tasks along the token (Q), active
expert (|Al), and tile (P) dimensions to expose parallelism.
This common representation supports separate scheduling
policies for base-weight and LoRA computation.

The two decompositions in Figure 6 (1) and (2) reflect
the different memory behavior of base-weight and LoRA
computation:

e Base-Weight Computation (Splitting Along
Weight Dimensions): Base-weight computation is
limited by memory bandwidth. Splitting this work
along the sequence dimension would fetch the same
weights repeatedly and cause L3 cache thrashing. KT-
FT therefore splits the work along weight dimensions
(e.g., hidden channels), so each thread streams its
assigned weight tile once over the full sequence.

e LoRA Computation (Splitting Along the Se-
quence Dimension): The compact LoRA adapters fit
entirely in L2 cache. KT-FT splits LoRA computation
along the sequence dimension. Each thread streams a
partition of the token activations while reusing the
weights in L2 cache, maximizing temporal locality
and arithmetic intensity.

These cache-aware tasks can still leave workers unevenly
loaded under routing skew. KT-FT therefore places the tasks
in a shared queue and uses dynamic work stealing to dis-
tribute them among workers. Multiple workers process tiles
from hot experts, while work from lightly loaded experts fills
otherwise idle CPU cycles. By reducing dispatch stalls and
avoiding the overhead of autograd metadata, KT-FT achieves
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Figure 6. The upper panel shows PyTorch(OneDNN) execut-
ing experts sequentially and parallelizing each GEMM across
CPU threads. The lower panels show KT-FT’s Skew-Tolerant
Dynamic Thread Scheduler dividing base-weight and LoRA
computation into a shared pool of tasks according to their
memory behavior.

a 7x speedup over PyTorch(OneDNN) for the backward-pass
operator.

4 LoRA Expert
4.1 Motivation: Residual GPU Memory

The system optimizations in the previous section improve
throughput for standard LoRA fine-tuning. After allocat-
ing the dense working sets, KT-FT typically leaves a small
fraction of GPU memory unused (Figure 7a). This residual
GPU memory can be used to further accelerate training and
reduce TTQ [4, 5, 36].

Prior system-level approaches use the remaining GPU
memory for dynamic expert migration or static expert place-
ment. Both strategies rely on overlapping data movement
with computation and on predictable expert routing. Even
with accurate predictions, PCle transfers and layout conver-
sion for dynamic expert migration take longer than execut-
ing the experts on the CPU. Static placement avoids transfer
overhead but requires a stable, predictable set of hot experts
that fits in the memory budget. Routing demand is difficult



Table 1. Representative task decomposition for the forward
and backward passes. |A| is the number of active experts,
and P is the number of tiles per expert determined by the
AMX kernel. Q is the token count, and N; is the LoRA paral-
lelism along the sequence dimension. B, is the token block
size, and Q; is the token count of the i-th active expert.

Direction Phase Dimension Task Count
Input gathering token Q
Input quantization expert | Al

Forward Gate+Up GEMM  expertxtile |A|xPx2
Gate+Up LoRA expertxtoken [A|XN;x2
Down GEMM expertxtile |A|xP
Output merging  token Q
Gradient scattering token Q
Intermediate expertxtile | A|xP
gradient

Backward LoRA gradient expertxtoken 2.i[Qi/B:]
projection
Activation expert |A|
backward
Input gradient expertxtile |A|xPx2
LoRA input expertxtoken [A|XNyx2
gradient
Gradient token Q
accumulation

to predict, and this budget accommodates only a small subset
of routed experts. The best placement we evaluated reduces
TTQ by less than 10%.

KT-FT instead takes an algorithm-system co-design ap-
proach. Under domain shift, downstream data induces con-
centrated, task-dependent routing [55]. Updates during fine-
tuning are therefore concentrated on a small set of hot ex-
perts, while many cold experts receive few updates [56].
These observations motivate using the limited GPU mem-
ory for the shared, routing-independent adaptation path of
LoRA Expert (LE) [6, 33], rather than marginally increasing
routed capacity. This path captures common post-training
signals for all tokens while preserving the task-specific rout-
ing structure established during pre-training. KT-FT runs LE
on the GPU concurrently with routed experts on the CPU,
improving adaptation and reducing TTQ without increasing
the time per training step.

4.2 Design: Static Shared Adaptation Path

LE provides an optional shared adaptation path for each MoE
layer in the CPU-GPU co-computation paradigm. It runs on
the GPU in parallel with the routed experts on the CPU and
is executed for every token. LE requires no additional routing
decision and leaves the original MoE router unchanged. Its
down projection is initialized to zero. For an input hidden
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Figure 7. Allocation of residual VRAM. A small subset of
hot experts is statically cached, and the remaining capacity
is allocated to LE. LE is an optional, routing-independent
shared adaptation path. It remains on the GPU and runs in
parallel with routed experts on the CPU, reducing TTQ.

state h, LE computes a shared representation:

hig = Wy,

42 (SLU(WEE ) © WiER)

gate

The LE output is added to the output of the experts on the
CPU: Aoyt = hmog +hig. LE’s weights remain in GPU memory
throughout training.

Where LE is attached and how it is computed do not de-
pend on the LoRA update rule. It can be enabled indepen-
dently across LoRA variants without changing their mathe-
matical update rules.

5 Evaluation

To evaluate KT-FT’s performance and analyze how its system

mechanisms contribute to the improvements, we answer the

following questions:

Q1. Can KT-FT’s co-computation paradigm improve end-to-
end fine-tuning throughput and support larger context
windows than existing offloading systems? (§5.2)

Q2. How much do the layout engine and thread scheduler
each contribute to CPU computation efficiency across
training stages? (§5.3)

Q3. Does allocating residual GPU memory to LE reduce
TTQ and improve final model quality? Are the improve-
ments consistent across different LoRA variants? (§5.4)

5.1 Experimental Setup

Hardware. We use an Intel platform with two Xeon Gold
6454S CPUs supporting AMX and an AMD platform with two
EPYC 9355 CPUs supporting AVX-512 to cover different CPU
instruction sets. We evaluate KT-FT across two generations
of CPU-GPU interconnects, using PCle 4.0 on Intel and
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Figure 8. Fine-tuning throughput across sequence lengths.

Table 2. Architectures and parameter distributions of the
evaluated MoE models. GPU and CPU allocations show pa-
rameter placement in our experiments.

Configuration DS-31 QW-35 QW-30
Model Architecture

MOoE Layers 58 60 94
Routed Experts 256 512 128
Routing Strategy Top-8 Top-10 Top-8

Parameter Distribution

Total Parameters 671B 397B 235B
LoRA Parameters (r =8)  3.4B (~0.5%) 3.8B (~1%) 1.7B (~0.7%)
Active Parameters 37B (~5%) 17B (~4%) 22B (~9%)

Deployment Allocation
GPU Parameters 17B 10B 8B
CPU Parameters 654B 387B 227B

PCle 5.0 on AMD. For multi-GPU execution, the Single-Node
setups use 8x L40 GPUs and 2 TB of host memory on Intel,
and 8x RTX 5090 GPUs and 1.5 TB of host memory on AMD,
covering different GPU classes. The Single-GPU setups each
have 1 TB of host memory and use 1x RTX 4090 GPU on
Intel and 1x RTX 5090 GPU on AMD.

Baselines. We compare KT-FT with two classes of baselines
to evaluate its architectural and system-level design choices.

e Offloading Systems: We use ZeRO-Offload [46],
APTMoE [57], and MegaTrain [67] to compare
KT-FT’s CPU-GPU co-computation paradigm with
the offloading paradigm. For each evaluated setting,
we enable their key optimizations and tune their

parameters, using the best-performing configurations
obtained. We tune bucket sizes, execution overlap,
stage-3 prefetching, and staging buffers for ZeRO-
Offload, and hot-expert selection, prefetch windows,
and dispatch granularity for APTMoE. MegaTrain’s
Single-GPU configurations use double-buffered GPU
layer templates.

o PyTorch(OneDNN): We use a PyTorch [43] imple-
mentation of the same CPU-GPU co-computation
paradigm as KT-FT, with attention on the GPU and ex-
pert computation on the CPU. We use this baseline to
isolate the gains from KT-FI’s system optimizations
from those due to hardware instruction set accelera-
tion. The implementation uses OneDNN [41] for CPU
expert computation and PyTorch autograd for auto-
matic differentiation. Like KT-FT, it uses AMX on Intel
and AVX-512 on AMD.

In the LoRA comparisons, KT-FT and all baselines use gradi-
ent checkpointing.

Models. We evaluate KT-FT on three frontier MoE models:
DeepSeek-V3.1-671B [7] (DS-31), Qwen3.5-397B [44] (QW-
35), and Qwen3-235B-2507 [61] (QW-30), as detailed in Ta-
ble 2. For the throughput comparisons with the baselines,
we evaluate DS-31 and QW-35 in full precision (BF16) on the
Single-Node setup and DS-31 in Int8/FP8 quantization on the
Single-GPU setup. For Single-GPU setup, although KT-FT
can run QW-35(BF16), all offloading baselines cause OOM
error. We therefore use QW-30(BF16) for the Single-GPU
throughput comparisons on both platforms.
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Figure 9. Full-parameter fine-tuning on Single-Node.

Datasets. To evaluate LoRA fine-tuning efficiency and down-
stream task performance, we use CoSer [54] and BeyondDi-
alogue [66] for personalized dialogue generation and Llemr
[60] for adaptation to specialized domains. Math and code
datasets are excluded because the frontier models have al-
ready overfit to those domains, which could obscure differ-
ences in fine-tuning efficiency.

LoRA Configurations. Following LoRA fine-tuning prac-
tices [47], we apply low-rank adaptation to all linear modules
with rank r = 8, scaling factor ¢ = 16, and a dropout prob-
ability of 0.1. We use a learning rate of 10™* with a cosine
scheduler and a 10% warm-up ratio.

5.2 End-to-end Performance

To evaluate how KT-FT addresses the limitations of exist-
ing offloading systems, we compare end-to-end throughput
(tokens/s) and memory efficiency across sequence lengths.
Throughput Comparison across Paradigms. By using
CPU-GPU co-computation to avoid repeated transfers of
expert weights, KT-FT achieves 5.3x-21.2x the throughput
of the offloading baselines at sequence lengths below 512
tokens, as shown in Figure 8. As longer sequences require
more computation per transferred weight, KT-FT’s relative
throughput gain diminishes, but its end-to-end throughput
remains at least 2.5X that of the offloading baselines. The
memory capacity of the offloading baselines determines the
maximum sequence length for these throughput compar-
isons.

Scalability and OOM Avoidance. The bottleneck for of-
floading systems shifts from PCle bandwidth to memory
capacity as sequence length increases. The offloading base-
lines use large pipeline buffers to overlap computation and
communication. These buffers increase memory consump-
tion and cause the baselines to run out of memory at longer
sequence lengths. By eliminating these large buffers and frag-
mented memory allocations, KT-FT completes LoRA fine-
tuning with 128K-token sequences in total. Moreover, KT-FT
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Figure 10. DS-31 LoRA ablation. Each pair shows the previ-
ous (unfilled) and current (filled) configurations, with times
normalized to the previous configuration’s total step time.
Numbers denote stage time reduction factors. Base is Py-
Torch(OneDNN), and the final configuration is KT-FT (Ours).

can fine-tune DS-31 with LoRA in BF16 at a sequence length
of 2K tokens using only 16 GB of GPU memory.

Full-Parameter Fine-Tuning. We focus on LoRA because
it reduces memory requirement of gradients and optimizer
states [17], allowing community and production users to
explore trillion-parameter frontier models. Although KT-
FT includes LoRA-specific optimizations, its CPU-GPU co-
computation paradigm and system optimizations also im-
prove the efficiency of full-parameter fine-tuning. We evalu-
ate full-parameter fine-tuning of 100B-class models on the
Single-Node setup because it has the largest host memory
capacity among our experimental platforms. Theoretically,
matrix operations require about 1.5X as many FLOPs in full-
parameter fine-tuning as in LoRA. Because the two methods
require similar amounts of computation, our theoretical anal-
ysis of the CPU-GPU co-computation paradigm also applies
to full-parameter fine-tuning, where CPU expert computa-
tion takes less time than transferring expert weights over
PCle. Layout engine still reduces layout conversion over-
head, and thread scheduler balances expert work across CPU
threads under routing skew. As shown in Figure 9, KT-FT
therefore retains a throughput advantage, achieving at least
1.6 the throughput of the offloading baselines.

5.3 Ablation Study of System Optimizations

Adopting the CPU-GPU co-computation paradigm alone is
insufficient for efficient LoRA fine-tuning. For example, at
2K tokens length in Figure 8(a), PyTorch(OneDNN) reaches
an end-to-end throughput of 12.1 tokens/s, far below than
41.6 tokens/s for offloading baseline, whereas KT-FT reaches
166.8 tokens/s after the system optimizations. To examine
the contribution of each optimization, we add it successively
to PyTorch(OneDNN) shown in Figure 10.



The memory pool (+s) improves spatial locality and re-
duces the instruction overhead of loading weights for each
expert GEMM, allowing CPU kernels to use AMX/AVX more
efficiently. These savings apply to both passes, yielding a
10.8x forward speedup and a 4.5% backward speedup.

Adding dynamic scheduling (+d) speeds up the backward
pass by another 6.4%, with little change to the forward pass.
The backward pass benefits more because it incurs addi-
tional overhead for autograd graph traversal, dependency
tracking, and synchronization during gradient accumulation.
For experts receiving few routed tokens and for low-rank
LoRA projections, each gradient operation performs little
computation, so these overheads account for a large fraction
of its execution time. KT-FT replaces per-operation auto-
grad execution with backward tasks that it schedules across
experts, reducing framework overhead and keeping CPU
threads busy despite uneven expert loads.

The previous optimizations reduce expert computation
time, but optimizer time remains unchanged and now ac-
counts for 46.6% of the step time. Although LoRA updates
only a small fraction of model parameters, processing many
small matrices separately incurs substantial memory access
and per-operation overhead. The contiguous layout (+0) en-
ables the optimizer to access memory sequentially and amor-
tize per-operation overhead through batched updates, speed-
ing up the optimizer stage by 3.6X.

Furthermore, weight layout conversion remains on the
critical path of the backward pass. The proactive layout
pipeline (+p) fully hides this latency, speeding up the back-
ward stage by another 1.8x for DS-31 without additional
host memory. Our measurements show that CPU layout con-
version takes less time than the GPU attention backward
pass even for sequences as short as 16 tokens.

5.4 LoRA Expert

In this section, we answer whether allocating residual GPU
memory to LE reduces TTQ and improves final model quality.
To evaluate improvements across LoRA variants, we choose
three broad classes of modifications to standard LoRA: target
module selection (PLoP [15]), auxiliary training branches
(Bi-LoRA [32]), and optimizer update rules (AltLoRA [65]).
For all LoRA algorithms, we use the same two control
designs to show that simply increasing the LoRA rank in
either existing adaptation path cannot achieve the same TTQ
reduction as LE. The Routed Control increases the rank of
the existing routed adapters to match the total trainable
parameters. The Shared Control increases the rank of the
existing shared adaptation to match the active adaptation
parameters per token. As an example, Table 4 lists the QW-35
resource allocation for Standard LoRA with LE and the two
controls.
Time-to-Quality. Following DAWNBench [4, 5] and MLPerf
Training [36], TTQ is defined as the wall-clock time required
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Figure 11. Loss convergence of KT-FT (Ours) and the two
controls across LoRA variants.

to reach a comparable quality target and reflects the conver-
gence efficiency. For each LoRA method, we set the quality
target to 5% above the fully converged validation loss.

Figure 11 shows that KT-FT with LE reduces TTQ by a
factor of at least 1.9 relative to both the Routed Control
and the Shared Control across different LoRA algorithms,
showing that LE can be combined with these distinct update
rules.

In the same fine-tuning runs, LE accounts for 19.3-20.6%
of the measured MoE gradient norm across the four LoRA
methods, whereas routed experts account for 99.0-100% in
the two controls. The existing shared expert accounts for less
than 1% even when its LoRA rank is increased in the Shared
Control. Thus, despite a cold expert’s limited updates [56],
a token routed to that expert also receives adaptation from
LE, whose training includes tokens routed to other experts.
Model Quality. We evaluate final model quality on Beyond-
Dialogue and Llemr using QW-35 and DS-31. We report
precision with BLEU-n (B-n) [42], recall with ROUGE-n (R-n)
[31], distinctness with Distinct-n (D-n) [25], and sequence
coherence with ROUGE-L (R-L). As shown in Table 3, at full
convergence, models fine-tuned with LE outperform the base
models and the two controls on most metrics across both
models and workloads.

6 Real-World Deployment Experiences

KT-FT has been adopted by enterprises adapting models
for downstream applications, enterprise foundation model
training teams, and laboratory researchers. This section re-
ports experiences in local deployments with limited GPU
resources.



BeyondDialogue (Personalized Chat)

Llemr (Domain-Specific Adaptation)

Workloads

B-1T B-27T B-37 B-47 R17 RLT D-1T B-1T B-2T B-37T B-47T R-1T R-LT D-17
QW-35 Base 0.424 0.290 0.208 0.156 0467 0.258 0.018 0.083 0.038 0.021 0.013 0.119 0.094 0.124
QW-35 (Routed) 0377 0.283 0.225 0.183 0.380 0.263 0.019 0.281 0.199 0.152 0.118 0.529 0.520 0.104
QW-35 (Shared) 0.393 0.305 0.247 0.205 0.462 0.315 0.023 0.384 0.280 0.219 0.175 0.552 0.538 0.164
QW-35 (KT-FT) 0.530 0.413 0.336 0.280 0.538 0.368 0.019 0.425 0.319 0.256 0.208 0.581 0.565 0.205
DS-31 Base 0.184 0.136 0.106 0.086 0.303 0.209 0.017 0.113 0.060 0.037 0.023 0.179 0.159 0.176
DS-31 (Routed) 0.493 0.388 0.318 0.268 0.531 0.370 0.019 0.345 0.247 0.189 0.147 0.582 0.572 0.160
DS-31 (Shared) 0.467 0.365 0.298 0.250 0.505 0.350 0.019 0.376 0.271 0.207 0.162 0.572 0.561 0.164
DS-31 (KT-FT) 0.529 0.413 0.337 0.282 0.532 0.363 0.020 0.398 0.290 0.223 0.175 0.516 0.507 0.241

Table 3. End-to-end fine-tuning quality on BeyondDialogue and Llemr.

System Resource KT-FT Routed Shared

Attention Rank (GPU) 8 8 8
Shared Expert Rank (GPU) 8 205
Routed Experts Rank (CPU) 8 9 8
LoRA Expert Rank (GPU) 256 N/A N/A
Total Trainable Parameters 4.1B 4.1B 4.1B
Hot Experts in GPU Memory 9 10 9

Table 4. Resource allocation for Standard LoRA on QW-35.
KT-FT denotes the configuration with LE enabled.

Downstream Adaptation for Enterprises. Small and
medium-sized enterprises often require local execution
to maintain data privacy when adapting MoE models
for proprietary tasks, such as document QA and vertical
assistants. However, limited GPU resources constrain local
deployments. In one deployment case, the technical team
at Hisense Group fine-tuned a model using KT-FT on eight
RTX 4090 GPUs. Compared with a baseline framework
on 16 A100 GPUs, KT-FT reduced the average end-to-end
completion time from 22.4 to 14.3 hours, providing a 1.6X
speedup. It also reduced the direct compute cost per iteration
by 81.5%. Moreover, across repeated adaptation tasks, KT-FT
reuses expert weights, achieving efficient multi-LoRA
fine-tuning and inference.

Foundation Model Research and Development. The Joy
Al team used KT-FT for LoRA fine-tuning to explore and
test new ideas. On RTX 4090 GPUs, the team fine-tuned its
700B-parameter MoE with 65K-token contexts, achieving a
5% gain in performance. KT-FT allowed the team to validate
new algorithms on these consumer GPUs and iterate quickly.
The team also used KT-FT to generate rollouts for agentic
post-training and validate complex rollout workflows. KT-FT
served as a backend for the team’s own frameworks, which
were similar to verl [48].
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Model Experiments for Laboratory. Several laboratory
teams used KT-FT for local experiments with limited re-
sources. In a study of adaptive memory in emotional con-
versation, one team fine-tuned Qwen3.5-397B on RTX 4090
using KT-FT. The study used 37,313 training samples and
4,145 test samples. Another team studied the generation of
diverse advertisements from e-commerce product reviews,
using a benchmark containing 88,608 reviews of 500 products.
They used KT-FT to generate advertisements with models
including Kimi-K2-Thinking, MiniMax-M2.5, and Qwen3-
235B-A22B.

7 Related Work

Offloading and Expert Management. Offloading systems
reduce GPU memory use by storing training state in CPU
memory [10]. They improve training efficiency by coordi-
nating data transfers [29] and overlapping transfers with
computation [11, 62]. For distributed MoE training, expert
placement [16, 39], prefetching [69], and token compression
[38] reduce communication overhead. Buffer reuse [72] and
activation recomputation [73] also reduce memory use. KT-
FT reduces CPU-GPU weight transfers during the forward
and backward passes by executing experts on the CPU and
exchanging activations and their gradients.

CPU-GPU Co-computation. Inference systems reduce ex-
pert loading overhead through caching and prefetching [64]
and use CPUs for model computation [2, 37, 77]. Adapter
serving improves GPU utilization through request batching
[3, 49] and balances load through request migration [58].
During prefill, CPU execution of adapters can also overlap
adapter loading [27]. Training systems also use CPUs for
parameter updates [23, 28]. KT-FT supports MoE fine-tuning
through CPU-GPU co-computation, combining layout opti-
mization, expert scheduling, and batched parameter updates.
Parameter-Efficient Fine-Tuning. Low-rank updates re-
duce the number of trainable parameters while keeping base
model weights frozen [9, 17, 71]. Related methods route
among adaptation experts [24, 30, 70] or reuse low-rank
components across experts [68, 74]. The system-algorithm



co-design in KT-FT, named LoRA Expert, couples shared
adaptation with CPU-GPU co-computation, using residual
GPU memory for a routing-independent branch that pro-
cesses every token in parallel with routed CPU experts to
reduce TTQ.

8 Conclusion

We presented KT-FT, a system for local LoRA fine-tuning of
trillion-parameter MoE models on CPU-GPU platforms. Ex-
ecuting experts on CPUs avoids repeated PCle weight trans-
fers, while layout and scheduling optimizations reduce over-
heads from incompatible layouts and routing skew. KT-FT
achieves 2.5%-21.2X the throughput of offloading baselines
with standard LoRA. KT-FT also accelerates full-parameter
fine-tuning of 100B-class MoE models. Users can adapt MoE
models with limited GPU resources while keeping data on
private infrastructure and reducing costs.
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