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AITER overview GITHUB : ROCmy/aiter
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AITER scope: AITER is not:

A lightweight and customizable/tunable/deployable Al tensor engine. a LLM service engine or LLM workload balance scheduler
*  Acollection of inference Al operators +  adistributed inference or training framework
. A collection of training Al operators . a graph compiler
. Fused dynamic quantization kernels and offline utilities. . a thin wrapper on top of existing rocm libraries.

. LLM block-level solutions to plug into customer's framework. (fused-moe, quant-
KVCache, etc...)

. C++/Pytorch APl and package

. heuristic/user-driver-tuning for self-hosted kernels written in CK/ASM/HIP/Triton



AITER timeline

* Hosting reusable optimized kernels
+ Establishing standardized integration frameworks
« Enabling rapid deployment across clients

AITER Kick-Off

Deepseekv3/r1 boost

Block-scale gemm
Block-scale moe
ASM MLA

ASM MHA

Team start to thinking about re-use the
performance kernels for other customer

First Customer POC FAv3 boost and unify API
FAv3 fwd call CK
FAv3 Bwd call asm

Mar
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2024 2025
. Jan
Mid-late 2025

2024

Triton enablement

Deepseek team engagement
Proposed aiter onsite, have confidence the
right way to go

4
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...and more

Jun
2025

2025

Grok3 AMD launch

aiter delivered int4 fused-moe

MI355 Launch
(advanced Al Day)

. Deepseekv3r1-FP4/FP8
¢ Llama3 FP8/FP4

. Pre-training
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GITHUB : ROCm/mori
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MoRlI

(Modular RDMA Interface)



MoRl is all you need to implement high-
performance communication on GPGPUs.

MoRI =DeepEP + shmem + CCL +...
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Customer 1P workload

(Target: Maximize TPS under SLA)

Sglang

vLLM
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PoC Done Production Ready Customer-X Deployment
‘ 6 N\ O/ N
* Customer-Xon-board < Batchtransfer(PoC <+ Faulttolerant
for P/D disaggregation ready) * Perf optimization
e Connection pool
* Topo detection Customer-X/Y
PoC Done Production Ready Deployment
* 43GB/s BW on 4-node cluster w/CX7 . Thor2 IBGDA functional ready *+ Thor2 perf optimization + Training support
e Customer-Y Training communication * IBGDA basic op(write/amo) ready
optimization WIP + Shmem function(put/Imm)
e Customer-X Large-EP on-board « Dispatch/combine kernel

based on Thor2 IBGDA

Development Kick-off

/

¢ Ultra-low latency CCL kernels

* Zero-CU CCL kernels

*« Computation & Communication overlap
* Low precision CCL (experimental)

SGLANG+MORI Integration Evaluating the Tech-Path now!



AMD’s LLM Optimization
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