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The Challenge: LLMs in a Dynamic World

Large Language Models (LLMs) show powerful reasoning in closed-world settings like math and code. However, they struggle in

open-ended, dynamic environments where they cannot plan, act, or learn from interaction.

The Solution: Agentic Reasoning

Agentic reasoning reframes LLMs as autonomous agents that can plan, act, and learn through continual interaction with

their environment. This marks a paradigm shift from passive text generation to active, goal-oriented problem-solving.
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From Passive Prediction to Agentic Interaction

Agentic reasoning transforms inference from a static, one-shot prediction into a dynamic, multi-step process involving

interaction, feedback, and memory.

Dimension
Paradigm
Computation

Statefulness

Learning

Goal Orientation

Traditional LLM Reasoning
Passive, Static Input
Single Pass, Internal Compute

Context Window, No Persistence
Offline Pretraining, Fixed Knowledge

Prompt-based, Reactive

Agentic Reasoning
Interactive, Dynamic Context
Multi-step, With Feedback

External Memory, State Tracking

Continual Improvement, Self-Evolving

Explicit Goal, Planning



A Unified Roadmap for Agentic Reasoning

Three Complementary Dimensions
This survey organizes agentic reasoning along three key
dimensions, providing a systematic map from core
capabilities to complex, collaborative intelligence.
e Foundational Reasoning: Core single-agent
skills like planning, tool use, and search.
e Self-Evolving Reasoning: How agents improve
through feedback, memory, and adaptation.
e Collective Multi-agent Reasoning: Scaling
intelligence to collaborative scenarios with

multiple agents.
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The Three Pillars of Agentic Reasoning

e | 0a°
** ) -&-
Foundational Self-Evolving Collective
Capabilities Reasoning Multi-Agent
Core single-agent skills that form the Mechanisms for continual improvement Frameworks for collaborative
operational backbone: without full retraining: problem-solving:
* Planning to decompose goals * Feedback Loops (reflection) + Coordination protocols
* Tool Use to invoke APIs * Memory Management * Role Specialization
+ Search to navigate info * Continual Adaptation * Shared Memory systems

Agentic reasoning positions reasoning as the central mechanism of intelligent agents, spanning foundational capabilities,
self-evolving adaptation, and collective coordination.”



Formalizing Agentic Reasoning: A Latent-Space View

We formalize the environment as a Markov Decision Process:
e O:observation space (search/query/tool outputs)
e A:external action space (tool calls, search, plan, reflect, memory retrieve, etc.)
e 7:reasoning trace space (reasoning thoughts)
e  M: internal memory or context state

At time t, the agent conditions on history or integrate with the memory state:
hy = (0§t, Z<ty a<t)
Policy Decomposition

Agent behavior emerges from the synergy between reasoning and acting: 7T (4, a | h) = ZTreason(Zt | ht)l J ZTexec (at | hy, Zt)/-

.. Internal Thought External Action
e Internal Thought: reasoning in latent space Z

e [External Action: execution in environment with action space A



Agentic Reasoning Mechanisms: In-Context v.s Post-Training

In-Context Reasoning (Non-parametric

Adaptation)
Improves reasoning without updating model
parameters.

e Chain-of-Thought prompting

e Reasoning decomposition

e Test-time tool use and retrieval

e Search over reasoning trajectories

State update happens only in context or memory:

my = f(mt—la Ot, Zt)

This enables test-time adaptation to new tasks.

Post-Training Reasoning (Parametric
Adaptation)

Improves reasoning through parameter updates.
Typical approaches:

e Supervised Fine-Tuning (SFT)
a. lraining on reasoning traces
b. training on acting trajectories

e Agentic RL
a. learning acting strategies
b. optimizing long-horizon decisions

Post-training converts reasoning behaviors into stable
parametric capabilities.
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Pillar 1: Foundational Agentic Reasoning

This layer focuses on how an individual agent translates reasoning into structured action through three core components. The

agent becomes an autonomous problem solver, not just a text generator.

Planning
Decomposing complex problems into

manageable steps.

Tool Use
Augmenting intrinsic capabilities by

invoking external modules (APIs,
calculators, etc.).

Search

Extending support beyond the
model's internal knowledge with

dynamic context-aware searching.

( Complex Tool
Planning % Use

» Task decompose » Tool selection » Dynamic search
» Evaluation » Orchestration » Structured
» Adjustment » Context-aware Search SFT/RL
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Planning: Decompose Goals and Navigate Decision Spaces

In-context Planning

Workflow Design Tree Search Process Formalization
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Component Abstraction

Post-training Planning
0 )

Reward Design
o

Reward Behavior
Modeling Optimization
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In-Context Planning

» Workflow Design: Structured perception-reasoning-execution
pipelines (e.g., ReAct).

» Tree Search: BFS/DFS/MCTS-style exploration of reasoning paths
(e.g., Tree-of-Thoughts).

» Process Formalization: Code-like artifacts and PDDL-based
planning.

» Decomposition: Hierarchical abstraction strategies.

Post-Training Planning

Reward Design: Internalizing planning strategies via RL-based

optimization and behavior modeling.

"Planning is a central component of intelligent behavior, enabling
agents to decompose problems, sequence decisions, and navigate
complex environments with foresight.”



Planning Taxonomies

Method Structure Format Tool
Modality I: Language Agents (e.g., Search Agents, Code Agents)

ReWOO [71] Decomposed Natural Language None
Reflexion [14] Sequential Natural Language None
LLM+P [72] Sequential Formal Language None

IPC [73] Sequential Formal Language None

ToT [4] Tree Natural Language None

GoT [74] Graph Natural Language None

AoT [751 Graph Natural Language None

HTP [76] Hypertree Natural Language Retrieval
RefPlan [77] Tree Constrained Space None
Gorilla [78] Sequential Programming Language Retrieval, API
CodeNav [79] Sequential Programming Language Code Indexer, Code Search
PoG [80] Graph Natural Language Knowledge Graph
Tool-Planner [81] Sequential Natural Language Tool Cluster

Modality II: Visual/Multimodal Agents (e.g., GUI Agents, Embodied Agents)

VisualPredictor [82] Tree Formal Language
LLM-Planner [83] Sequential Formal Language
Agent-E [84] Sequential Formal Language
Agent S [85] Hierarchical Natural Language
EXRAP [86] Sequential Natural Language
AESOP [87] Reactive Natural Language
HRV [88] Hierarchical Formal Language
BehaviorGPT [89] Sequential Visual Features

Dino-WM [90] Tree Visual Features

FLIP [91] Sequential Visual Features

None

Object Detector, KNN
DOM Grounder, Screenshot
API, Search, Memory

Memory

Anomaly Detector
Symbolic Verifier

World Model
World Model

Language Model

e Structure (planning organization)

a.

b.

C.

Sequential: step-by-step reasoning
chain

Tree / Graph: branching exploration
over multiple reasoning paths
Hierarchical / Decomposed: high-level
plan decomposed into sub-tasks

e Format (representation of planning)

a.

b.

Natural Language: planning expressed
in text

Formal Language: structured symbolic
plans or programs

Programming Language: executable
code as plans

Visual / Feature Space: planning over
visual or multimodal representations



[1] LIm-planner: Few-shot Grounded Planning For Embodied Agents With Large Language Models
Pl ° A |2] Tree Of Thoughts: Deliberate Problem Solving With Large Language Models
annlng ge ntS [3] Gorilla: Large Language Model Connected With Massive Apis

|4] A Goal Without A Plan Is Just A Wish: Efficient And Effective Global Planner Training For Long-horizon Agent Tasks

“Help me find an API to convert the spoken language in a recorded audio to text using Torch Hub.”

Write a coherent passage of 4 short paragraphs. The end sentence of each paragraph must be: 1. It isn't o
(a) difficult to do a handstand if you just stand on your hands. 2. It caught him off guard that space smelled of Sdomatiod: Spasch.to Taxe
Input seared steak. 3. When she didn't like a guy who was trying to pick her up, she started using sign language. 4. Correct <api_provider>: TorchHub
P! Each person who knows you has a different perception of who you are. i <code>:
Nan1 land Plan3-5 (Gorilla) asr_model = torch.hub.load('snakersd/silero-models', 'silero_sst’)
b) 1. Introduce and explain the technique 1. Introduction to an unusual self-help book, result = asr_model.transcribe (audio_path)
(I of doing a handstand 2. Switch to a mentioning a handstand as a metaphor for
Plans | storyaboutan astronaut’s first time in embracing challenges. 2. Discuss the unexpected iipciii: Dol ATk
space 3. Describe a situation where a things learned from astronauts, including the smell of API Argument | <oo; Whreeted g
woman uses sign language to avoid space. 3. Describe a woman's clever tactic for avoiding Sl api, proyider>:Tord]
unwanted attention 4. The final unwanted attention at a bar. 4. Contemplate how Hallucination | <code>:
paragraph explains how everyone has different perceptions of oneself can shape one's (GPT-4) asr_model = torch.hub.load('snakersd/silero-models’, 'asr', source='local')
different perceptions of others identity. — result = asr_model.transcribe (audio_path)
0/5 votes 1T 3/5 votes
<domain>: Audio-Translation
3 Incorrect <api_provider>: Pytorch
Analyzing each choice in detail: Choice 1, while incorporating the required end sentences, seems to lack a API Call P
Votes clear connection between the paragraphs {..| Choice 2 offers an interesting perspective by using the 3 : .
required end sentences to present a self-help book's content. It connects the paragraphs with the theme of (Claude) dmport itorchaudio . i
self-improvement and embracing challenges, making for a coherent passage. {.} The best choice is 2. translation = torchaudio.pipelines.WAV2VEC2_ASR PIPELINE ("audio.wav")

Language Plans [1] Coding Plans [3]/...

t=0
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Environment
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Symbolic Plans [2] Post-training enhanced Plans [4]



Tool Use: from Chain-of-Thoughts to Chain-of-Actions

Traditional models operate in a closed world with fixed reasoning, agentic tool-use systems enable dynamic selection,

orchestration, and integration of external tools, allowing agents to extend reasoning, improve precision, and

dynamically adapt across domains
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Grounded reasoning & precise computation



Tool-using Taxonomies

Method Stage Learning Tool Strategy
Modality I: In-Context Integration

ReAct [5] Inference Prompting Interleaved reasoning—action
ART [199] Inference Few-shot Retrieved multi-step demos
ChatCoT [200] Inference Prompting CoT with tool calls
GEAR [201] Inference Delegation Light model for tool selection
AVATAR [202] Inference Contrastive In-context tool reasoning

Modality II: Post-Training Integration

Toolformer [6] Post-train
ToolLLM [203] Post-train
ToolAlpaca [204] Post-train
ReSearch [205] Post-train
ReTool [206] Post-train
ToolRL [207] Post-train

Self-sup. + SFT
SFT
SFT
RL + Reflec.
RL
RL

Self-generated API calls
Large-scale API demos
Simulated dialogues
Adaptive retrieval reasoning
Reinforced code execution
Multi-tool policy learning

Modality III: Orchestration-based Integration

HuggingGPT [7] System
TaskMatrix.Al [208] System
ToolPlanner [81] System
OctoTools [209] System
ToolExpNet [210] System

ToolChain* [211 System

Planner-Exec.
Planner
RL
Rule-based
Embedding
Search

Multi-tool coordination
Massive API ecosystem
Plan-before-act framework
Hierarchical orchestration
Experience-based selection
A* decision over tools

[1] ART: Automatic multi-step reasoning and tool-use for large language models

[2] ToolRL: Reward is All Tool Learning Needs

[3] OctoTools: An Agentic Framework with Extensible Tools for Complex Reasoning

In-Context Integration [1]

[ New Task (Physics QA) Answer this high-school physics question
Input: Hector yanks on the chain with a 72.0 N force at an angle of 35.0° above the horizontal. Determine the horizontal companents of the tension force.

oot oo oo e [ 300 ] ® | oot umRary Google
= :
EASISLIBRARY Input: Hector yanks on 720 o350

Solve these arithmeic problems using python code
Input: Viola had 167 breads. Nancy look 137ffom him. How
many does Viola have now?

__#1: The formula for the horizontal component of the tension force is Tcos8. The horizontal

Q1: [generate code] Wiite down arithmetic as python code
#1: viola_bougnt = 167, nancy_took = 137
/ans = viola_bought - nancy._took

Q2: [code execute] Execute snippet #2: 30 Q3: [EOC] Ans:No | LLM

S withthe horizontal in radians.

Input.__. Q- [search]

Does the sentence contain an anachromism? Yes/No.
Input: President George H. W. Bush calied his generals at the outset of the
Gulf War.

Q1: [search] When was President George H. W. Bush, president?

#1: Goorge H. W. Bush's lenuro started on January 20, 1989,

‘and ended on January 20, 1993

1Q2: [search] When was the Gulf War fought? #2: The Guif War was a 1990

Q3: [subquestion] Could these entities have co-existed? #3: Yes. Ther time
periods intersect
Qa: [generate outpu Is this an anachronism? #4: No Q8: [EOQ] Ans: No

Post-training Integration |2]

e o et i ke 015
e o

T=720, theta =350
radians= math pi‘thetal180 <
Fx= T*math cos{radians)

o Brew

B8 OpenAT Codex

1991 «z Fx = T*math.cos{radians)

e
Q4. [EOQIANS: 56,9789

[ Task Goal: Irrelevant Tool Detection (LLM should reject in appropriate tools) ]

2 [ ‘What's the distance between San Francisco and Los Angeles in kilometers? ]

[ {Name: get_date, Parameters: {location_l: str, location_2: str, unit: str}} ] X

SFT Model

(Distilled from R1 Long Thought)

<think> The user wants to find the distance in
kilometers between San Francisco and Los A
The only tool provided is get_date, which cal
the time difference between two locations. The user
is asking about distance, which is a mcﬁsurcmcm of
space, not time. But wait, maybe t
‘misunderstanding (3
the tool can still be used xfpo
tool's parameters are misnamed, and it actually
returns distance. Therefore, the correct approach is
to call get_date with San Francisco and Los Angeles
as locations and kilometers as the unit, </think>

<tool_call> {Name: get_date, Parameters:
{location_1: San Francisco, location_2: Los
{_Angeles, unit: kilometers}} </tool_call>

RL Model

(Trained through GRPO)
<think> The user wants to
find the distance between San
Francisco and Los Angeles in
kilometers. However, the
ilable tool 'get_date' is not
suitable for calculating
distances, </think>

<response> The tool
get_date' is not suitable for

use a distance calculator or a
mapping service to find the
distance in kilometers.

</response>

Orchestration-based [3]

— @ python

.

000

o e

Image: “baseball.png"

Q: How many baseball are there?

(2) Planner

The image shows
four biue buckels,

T oot
= Toolset e
@ @ Optimization e s
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DE ¥

(1) Tool cards

(3) Executor
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Process Reward Modeling (PRM) - “A Third Person View” for Agentic
Scaling

Model Generated Trajectories 0 Utilization during post-training

Q) - - ~ « Select high quality data for SFT (example 1)
M . . . .
() w— ) ( I ) ) (T the sl anewer Serve as the training reward signal in RL (example 2)
1 2 Step L-1 Step L
A Single LLM Step0 Step 1 Step p p N . ) )
I 1 I r I 0 Utilization during inference-time scaling
(°u9) ; . « Best-of-N Sampling (example 3)
i To n 2 -1 LA
.. ' ' « Monte Carlo Tree Search
PRM « Beam Search
Example 1 Example 2 Example 3
e T e === N Fm—m e — - == N Gkttt X ol
I Distilled Trajectory- Downstream 1 | 1 1 Score: 0.19 i :
: Response Pairs \ /Training 1 : O)) —> Anew —> Jerro 1 1 —» | Score:0.54 | —> |
I i : S 1 1 i
High-quality i RL Policy Optimization ! 2 Y o |
: Data Selection : : : : Hlasponan 3 __:__)___\__3__.: & 1

[1] Zou, Jiaru, et al. "ReasonFlux-PRM: Trajectory-Aware PRMs for Long Chain-of-Thought Reasoning in LLMs.“ NeurIPS 2025
[2] Zhang, Zhenru, et al. "The lessons of developing process reward models in mathematical reasoning." arXiv 2025



R S S S S S S
PRMs for Agents and Tool Using

Discriminative PRM Generative PRM

e Goal: Learn a scoring function to rate reasoning steps or . . . . .
L & S1ep » Goal: Generate verification rationales and reward signals for reasoning steps.

trajectories « Step-wise CoT rationales with final judgement as labels

*  Step-wise binary labels (e.g. “[1,0]" or “[+,-]" for [correct, + Training as language modeling tasks with supervised fine-tuning or RL

incorrect . .
| fine-tuning

« Training as classification tasks with binary cross-entropy loss «  Example: TaTToo-PRM (Generalive)

o Example: ReasonFlux-PRM (Discriminative)

TATTOO DATA CURATION

Training Data Curation (15 D
--------------------------------------------------------------- i " i
1 on : : @ LRM LRM's Reasoning Steps Collected Verification Rationales $.50riginul Input Table .% LRM's Retrieved Sub-Table :
1 @ [0 . . ) ‘ ) ' ! 1
I $§:] Thinking Trajectories @:> Final Model Response | ]
1 0«© 1. R i i i 12. Verification Synthesis & Reward Assignment 3. Tool Use Synthesi:
1 . Reasoning Trajectory Generation 16 ! gl 1 3. Tool Use Synthesis
1 ! Input: Table + Query 1 r T ! Overall Verification Rationales from Stage 2
1 Trajectory-Response Data H sourced from TableInstret, HybridQA, ToTTo, efc... ! extract, @ H0judge ! ST e ! !
L | e | Table i table reward {Stepl Step2 Step3  Step8 _ Stepn i
| Refrieval 1
H labeled data
pemmmmneg 1 1
Reward Design . ' B | TR Tool Tnegration
e ettt 1 1 i % Tizap = 1} = )
| Quality ) Judge % T % : i Step3 i steps | Stepn : Seheiia i table prefix St | : R Table lookup tools Computation tools
-— @) [} Y Interaction
1 Reward [ ' ; ! [ ! @) » o Interpretatio ! labeled data !
! Expert LLM o Expert LLM NE . -EEE = -ﬁ :@: g Compurtation : B PP | Tool-augmented Verification
! 1 s = - » L) (@ judge L I = T
! | 1 [Thinking Trajectories Verify ' Table Retrieval Step ) \ Schema Interaction Step) || | X Tirea =1 : i & Lo {7
1 ; 1 Inner-reasoning reward i i
Coherence vt Tnner-thinki " i Stepl Step2 Step3  Step8___ Stepn.!
! [ _ Guided Template: L Collected Expert LLM's Responses T'oq1 | merrnng : . & - €.
: Reward Y vy < [ ! I
A4 1 1
1 ' . TATTOO DUAL-STAGE TRAINING
! [ 4 A
. s m=» Generate Instruct 1 . " ) . .
: Alignment : : — I=D ¢ e ¢ : Supervised fine-tuning RL-based Policy Optimization
I Reward Tt E=D
1 Policy Model !
! : : Reward N Responses v ! + Identify & Evaluate sub-table retrieval + Label-Matching
""""""""""""""""""""" taiieiutriutuirtuintaininutainiaieteinieieind +  Automatically add table-prefix *  Confidence Collaboration
Step-level reward + Trajectory-level reward L + Learn Tool-Use Pattern + Tool-Grounding OrarToo )

[1] Zou, Jiaru, et al. "ReasonFlux-PRM: Trajectory-Aware PRMs for Long Chain-of-Thought Reasoning in LLMs.“ NeurIPS 2025
[2] Zou, Jiaru, et al. “TaTToo: Tool-Grounded Thinking PRM for Tes-time Scaling in Tabular Reasoning." ICLR 2026



Search: Extend beyond Internal Knowledge

Traditional RAG relies on static retrieval over a vector database, while agentic search introduces autonomous decision-making

for when, what, and how to retrieve, enabling dynamic search, in-context retrieval, critique-and-adapt loops, and tool use.

-

\ Traditional RAG System

? Data Sources
B BA 5
User

a Data Embedding Q
e Vector Database

= (static Retrieval)
= ———————
+ ? + |Pno|m||
Retrieved User System

Document Query Prompt )

Final Answer
HEl'FUI.

(@)
= =

5

o

Static, one-time retrieval

Fixed vector database search

No adaptation during generation

Evolve

» Dynamic search
» In-context Search
> Search SFT/RL

LY

Experience from web

ﬁ = Dynamic Retrieval
-— e Critique
‘TH'FH — | 2B =g = @ & Adapt
User Query =[o] By

WHEN,WHAT, HOW . @
- Reasoning S
to Retrieve o®
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Final Answer
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\ Agentic Search System
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e Dynamic, multi-step retrieval
e (Critique-and-adapt loop

e Autonomous decision-making



S earCh TaXO nomie S e In-Context Agentic Search [1]

Question: What is the total runtime of all movies in The Lord of the Rings?

Method Structure Format Tool @B Hunan Thinking — B peeprac
I know The Lord of the Rings trilof What are the titles of the movies in

Modality I: In-Context Agentic Search ‘C;";is,sz'_’fj;“’m;'ﬁ‘: Rings trilogy || |y o of he Rings?
ReAct [5] Interleaved NL + Actions Search API s o s
Self-Ask [254 Decomposed NL Queries Search API However I am unsure of their exact [':rz{lisaxm -':_ome
IRCoT [213 Sequential NL + CoT Search API 'T‘:,“‘f;f;u“ﬁm need o detemi : Xcllowship ]“‘(“:l:“gf'
Self-RAG [255 Reflective NL Self-check Conditional Search the rostime of cach flm individually: | | ——

. searching... i ime o
DeepRAG [256 Iterative NL Feedback Search API , ‘ ‘T”h‘:"m“’:;;‘:‘m;“';';“ e s

. 2y, . & 178 + 179 + 201 = 558 minutes.
Modality II: Post-Training Agentic Search D e tofa untme a8; '
Toolformer [6] Sequential Tool Tokens APIs, Search “"“‘::;:"““‘““; Atomic
narrative decisions

INTERS [257 Sequential Instructions Search API
WebGPT [258 Sequential NL + Browser Web Search * Post-training Agentic Search |2]
RAG-RL [259 Decision NL Policy Evidence API
Search-R1 [27 Iterative NL + Tokens Live Web
Deep- Multi-step NL Trajectories Browser Tools
Researcher [260
ReSearch [205 Step-wise NL Steps Search + Verifier
ReARTeR [261 Reflective NL Policy Tool Cluster GRPO w. Search Engine

RolloutModule

Modality III: Structure-Enhanced Agentic Search

Agent-G [262 Modular NL + Graph Ops KG Query

MC-Search [263 Multi-step NL Multimodal Search

GeAR [264 Graph Graph Ops KG Expansion

ARG [265] Reflective NL + Symbols KG Traversal e Structure-enhanced Agentic Search [3]
[1] DeepRAG: Thinking Lo Retrieve Step by Step for Large Language Models Imagenitiated  porc s Texelnifiated P oy
|2] Search-R1: Training LLMs to Reason and Leverage SearchEngines with Reinforcement Chain Chain Chain

Learning PSS %}E&» E t&» EREER

[3] MC-Search: Evaluating and Enhancing Multimodal Agentic Search with Structured Long
Reasoning Chains



Agent Environment Requires Structured Reasoning

Queries for MLLMs are often ambiguous and imi, s sabment oo, B

complex e Y

« require multi-step, cross-modal, and L
knowledge-intensive reasoning TG

Demands richer agentic behaviors and adaptive il e |

reasoning AR

° ite[‘ative taSk decompo Siti()n, establishme;t year of SamTrans ...

. . <Search> Text Retrieval for supporting fact - =5
¢ adaptlve Cro S S - mO dal retrleval Conversation continues for two more turn
® mUItimOdal eVidence integration <End> Final Answer: The bus operator is

SamTrans. It was established in 1976 ... one year
[ ] ”g later. Its headquarters is in San Carlos, California.
cee

o

Current Benchmarks

Table 1: Left: Comparison of existing multimodal retrieval-augmented QA datasets. Right: Distribution of the
five reasoning topologies in MC-SEARCH, with outer rings illustrating hop diversity (2-5 hops). MO St datasets:
ot DG TmOse Hes e il + 1-2hops

2019 % ¢ : .
OkvarQlumelah 00 | Tt e X : - IR « fixed retrieve-then-generate
WebQA (C 2 Text/Caption <2 Hops X X X G Hop pparallel a o
InfoSeek (¢ Text 1 Hop X X X m‘a ° °
i it | e e b ; - ' no step-wise annotations
Mz{AG (Hu et a Image 1 Hop X X X «,"" Chain "“fg, ° °
M“RAG (Liu et al., 2025¢ Text/Image 1 Hop X X X S d
S EEENNT N N N SN £ no reasoning topology modeling




What is MC-Search?

The First Benchmark for Agentic Multimodal RAG with Statistic | Number
Long Strup tured C,halns Parallel Image-Text Fork 680
* 3,333 high-quality samples Image—Initiated Chain 1,306
« Avg3.7hops Text Chain 945
o Text—Initiated Chain 169
. Stepwise gol d chains Multi-Images Fork 233
« Hop-wise attribution and verification filtering Total Samples | 3,333
. KB Images 389,750
Improved Context Utility: KB Documents 784,473
Util(t) = F1(C) — F1(C\ry) Avg. Hops 3.79
Highlight Navigation Role:
Nav(t) = 1if entity propagates downstream
- Multi-Images e Parallel
Image-In.ltlated Fork Text-Inlflated Image-Text Fork Text-iny
Chain Chain Chain

Lab @R %f B el o




Why Final Answer Accuracy is Not Enough

[ MC-Search Benchmark Construction ] [

Multimodal Agentic RAG Pipeline

Step-wise Annotations:

.Retrieval errors may cancel out
.Over-retrieval hidden

Sy S S ———— . +Planning mistakes are invisible

Grouped Metadata [ Instructio ] xample Original Question: What biblical scene featuring Archangel Gabriel is
I q: Mai : i depicted in the image, where’s this painting currently held, when and for
=, im: :5 o Cd hd - i how much was it acquired for the collection, and what historical :
E R it e ant o the = : significance did this acquisition represent for the artist regarding American
ing topology 5 HE museums?

S | ), Mtmocsiam i . .We need process-level metrics.
\ Thinking ... | 3 GPT-40) L
J : (B P T T | H
Text-Only Chai } _________ ﬂl__] ,_____l _______
O

: [ Action: | Sub- Quevy d., Wh t |

.&w ﬂ i | e.g., [image Search with Text Query] | | Q;blm{ e featuring |
: | Il'ndg sca ch with Image Archangel Qab l | H

;! depicted in the mag 2 . . .

= f LT ~ Chain metrics:
= L ul H

{ u.i-aesar \‘[ ,._rx“, \ : .
| Cinge . 1 by e ===/ + HPS (Hit per Step)
E %ﬁﬁ E i EE?}LE i < Content Jb = |

A ; R e « RD (Rollout Deviation)
)
% Data Filtering by HAVE: Hop-Wise Attribution and Verification s

Final Answer: The painting depicts the Annunciation scene, is held by the Philadelphia H

""""" O Confext Uty Examination Museum of Art, was acquired on April 5, 1899 for $1,750, and it was Tanner's first work to be

N H H Q i i i purchased by an American museum. )(qusmg :

Navigation Ability Examination - - _ . . d
R ............. S F LR _ HPS = Hit Docs/Retrieved Docs
Redundant Hop? i g = Golden Chain

Chain Matching Predicted

(asamples_J.. EA...?f‘.‘.‘.‘.’.‘:'ff’.‘.’.‘.ff?‘.‘.‘.’.‘.‘,‘f..’.*.‘f..".f".f..s.*f:”:‘.’f.9‘..‘???....?.{f‘.,.’?.‘?.‘!.?ﬁY.'.‘f..,A.'Tfﬁ:',...........‘ ......... RD = ||G01den Chain|—|Actual ChainH

Agentic Evaluation Pipeline
« Multimodal reasoning chains for structured evaluation
*  SEARCH-ALIGN, trained on our dataset, consistently improves agent performance
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Pillar 2: Self-Evolving Agentic Reasoning

This layer addresses an agent's capacity to improve its own reasoning process through past experience. Two fundamental

mechanisms drive this evolution: feedback and memory. Together, they transform reasoning from a static process into a dynamic,

adaptive loop capable of continual improvement of agentic capabilities (planning/tool-use/search, etc.).

Feedback

Iteratively refine their reasoning and
actions rather than relying on
one-shot responses.

Memory

Storing and organizing past
interactions, enabling knowledge
accumulation and reuse across tasks.
Self-evolving

Continual improvement of agentic
capabilities

(planning/tool-use/search, etc.).

» Self-Reflection
» Auto Adaptation
» Restart & Retry

Reflectlon Replannmg

/ Feedback
‘ Loop

.—o0 .
== Agentic
Memory

» Update & forget

» Management
» Experience use

Update Forget

Epr0|t

\
*qa  Self-
ﬂﬁﬂ. Evolving
» Evolving Planning
» Evolving Tool-use
» Evolving Search

" New complex task

R dokoitod
pPCyNSN
A-b. S

Web Memory

Support

\_ Self-evolving Agentic Reasoning (I>§Sect|on 4) )




‘ Self-Evolving: Agentic Feedback Mechanisms

Reflective Feedback

Parametric Adaptation

Validator-Driven Feedback

d N\
Parameter update
Reasoning External
Trajectory Feedback
Update
Attempt Failed Attempt Succeed
=0 = N
alla =R Training ' @
Adjust Output
g 4 N J A : P ¥
Figure 5: Agentic Feedback Mechanisms
Reflective Feedback Parametric Adaptation Validator-Driven

INFERENCE-TIME SELF-CRITIQUE OFFLINE LEARNING OUTCOME-BASED RETRY

The agent generates a reasoning trajectory, critiques its Feedback signals are consolidated into parameter External validators (compilers, tests) provide pass/fail

own output, and revises it immediately. updates via fine-tuning or RL, internalizing lessons. signals. The agent adjusts and retries on failure.

Example: Reflexion, Self-Critique Example: RLHF, Fine-tuning on failures Example: Code generation with unit tests




‘ Self-Evolving: Rewards are the Key

Reflective Feedback

Parametric Adaptation

Validator-Driven Feedback

'd N / N\ e N\
Parameter update
Reasoning
Trajectory /—\V
Update 0
— ‘ Attempt Failed Attempt Succeed
O Training ‘
Adjust Output
N 7N 7 N J
Figure 5: Agentic Feedback Mechanisms
Environment Feedback

ENVIRONMENT INTERACTION
Rewards obtained from

environment interaction.

 task success/failure

« simulator reward

« executor feedback in embodied
agents

Programmatic Feedback

AUTOMATED RULES

Feedback computed by

aulomated evaluation

rules.

- unit tests for coding
tasks

« execution correctness

» rule-based verification

Human Feedback

HUMAN ANNOTATIONS

Feedback provided by

human annotations.

* QA correctness
labels

« preference
comparisons

* human evaluation

Model-based Feedback
MODEL-EVALUATION

Feedback generated by

another model or the

same model.

. LLM judge

. self-reflection
reward

. critique models



‘ Self-Evolving: The Role of Agentic Memory

Agentic memory transforms agents from stateless processors into experience-aware reasoners, organized along three parallel dimensions:

<0 In-Context Use

Leveraging the context window for short-term recall. Includes Conversation
Memory (raw history & summaries) and Experience Memory (workflows &

reasoning paths).

** Structured Representation

Persistent, organized long-term storage. Graph Memory connects entities

and facts; Multimodal Memory integrates text, images, and sensory data.

4 Post-Training Control

Learned memory management via Reward-Guided Mechanisms. Agents

actively decide what to store, update, or forget to optimize future reasoning.

In-context Use

( Conversation \
(S B
Text Semantic
Raw conversation Summarized or
and history expanded item
Workflow Trajecto
Execution plan Reasoning path

Structured Representation

Post-training Control

4 Graph Memory )
« Connecting entities,

) events and facts

D
Multimodal Memory

Experience

i
J \

2

roz 2 4
Controlﬁ Update

(ONO)

\ Memi;ygiward )

Figure 6: Overview of Agentic Memory in LLM agents, showing three parallel dimensions: in-context use
(text and experience), structured representation (graph and multimodal memory), and post-training control
(reward-guided memory management).



Timeline O

User Task: Personal Memor e (e,
[ Session- 1 W After Multi Session-n
g\ "'Im",:,j',ﬁ',y' tio e u: It tecon

,,,,,, bl |
. . i et G| | B
Real-World Conversation with MLLM Agents: o Bar .

e Multi-session
¢ Information accumulates, evolves
e Vision + language are jointly used

Memory Extraction & Adaptation
@Fuducl Retrieval ﬁ Visual-centric Search

2

Existing Benchmarks: A
e Text-only multi-session memory o
e Multimodal single-session context understanding

Cocker Spaniel: BB
one A SR

How did Lua and Rocky respond
diff erently when a clipboord was
dropped during 1}

Mem-Gallery: New Conversation Dataset + - =
Evaluation Framework B P

Conflict Detection nswer Refusal

L)

e Multi-session conversations with non-trivial multimodal T
dependency
e Unified evaluation framework for three key memory
cap abilities Figure 1: The conceptual illustration of Mem-Gallery.

[1] Mem-Gallery: Benchmarking Multimodal Long-Term ConversationalMemory for MLLM Agents



Characteristics

&

Factual Retrieval ~ Multi-entity
12.8% Reasoning
12.0%
Memory
% Reasoning

Visual-centric

29.4%

Search
17.9% Total:
1,711 QA
Pairs
Memory
Knowledge
Management
20.2%

)

g

& &
Test-Time Learning % Conflict
19.7%

&E

=
Visual-centric
Reasoning
10.2%

Temporal
Reasoning
7.2%

&

Answer
Refusal

Detection
Knowledge 4 7%

Resolution
4.7%

Table 1: Comparison between Mem-Gallery with representative conversational benchmarks. : Satisfies; X: Does

not satisfy; #: Text modality only.

‘ Conversational Characteristics ‘ Extract.&Adapt. ‘ Reasoning ‘ Management
Benchmark | A Round A.Img Multi-Sess. MMInfo. |[FR VS TTL [TR VR MR|KR CD AR
DuLeMon (Xu et al., 2022; 8.16 — 4 X X X X | X X x| X x X
DialogBench (Ou et al., 2024 748 — v X XK X X | X X X | X x X
MemoryBank (Zhong et al., 2024) 3.7 — v X X X X | X X x| Xx x X
MMDU (Liu et al., 2024 14.95 3.83 X 4 Vo X X | X v /X XX
LoCoMo (Maharana et al., 2024, 10.81 335 4 4 o X X | X o x /X X X
LOCCO (Jia et al., 2025 471 — 4 X X X X | X X x| Xx x X
LongMemEval (Wu et al.. 2025 5.19 — v X X X X K X X | X X X
MemoryAgentBench (Hu et al., 2025a 9.55 e 4 X £ X LS K X X | X X X
MMRC (Xue et al., 2025 12.90 2.90 X 4 20 S O VAR A A I S 'S
Mem-Gallery (Ours) | 1651 4.18 v o \lv v v|v v vV v V/

* A. Round: average user- assxslanl dlalogue round n\lmbers per s sesslon A. lmg average image numbers per sesslon Mllltl Sess. & MM Info whether
of d

the dataset has basic ch ti an

Thls property serves as a fund for mul 1 long-term

conversational memory. For the three it (i) Memory

includes factual retrieval (FR), visual-centric search (VS),

and test-time learning (TTL) subtasks. (ii) Memory reasoning includes temporal reasoning (TR), visual-centric reasoning (VR), and multi-entity reasoning (MR)

subtasks. (iii) Memory includes

resolution (KR), conflict detection (CD), and answer refusal (AR) subtasks.

Memory Extraction & Adaptation:
e Factual Retrieval
e Visual-centric Search
e Test-time Learning

Memory Reasoning:
e Temporal Reasoning
e Visual-centric Reasoning
e Multi-entity Reasoning

Memory Knowledge Management:
¢ Knowledge Resolution
e Conlflict Detection
e Answer Refusal



Advantages of Mem-Gallery

G Average 198.1 Rounds Per Conversation
Average 120 Sessions Per Conversation

= . .

— (L] Comprehensive P prrm—

Memory Retrieval & Answer . -5 . .
Generation for Evaluation Tasks Comp arisons Multi-Modal ngh— quallty
. . = 8-
@ with unified g5~~~  Long-term data
pipeline E@ ol =
e pwpcuaannacecooooooooo W) 9=EE=
Comprehnsive Evaluation S

Compared with the representative work LoCoMo: Image Number Distribution (per Session)

s LoCoMo

Visual Information Effectiveness - == ooy

@
S

w/o Visual Info.  MEE with Visual Info.

LoCoMo Mem-Gallery (Ours) 9
+22.47% 2 25

0.36 2.11% w5 5

w

i

0.30 +15.42% n

+1.81% e

S}

0.24 [

o o 0.48 g

c

0.18 8

o

P e s 63/ +5.36% o
0.06 .

Full Memory MemGPT A-Mem Full Memory MemGPT A-Mem

Figure 2: Effectiveness analysis of visual information

5 6 7 8 9 10 "

with representative memory models. Compared with Number ofmages per Session
LoCoMo (Maharana et al., 2024), visual information

Figure 8: Image distribution of Mem-Gallery per con-

lays a much more critical role in Mem-Gallery. . : :
play g versation session compared with LoCoMo.



Agent Task: Experience Memory

(" Goal: Put a green cup with ) (" Goal: Putting a cooled )
a fork in it on the counter. tomato in the microwave
@‘c‘ua?c?n' N o @ Tomatoisin |} O
|_ _ thetable _ I l‘ ________ \_ _thekitchen 1 oy ____

: .
_________ o) I

T Putitinthe
I_ _microwave 1

Self-Evolving Memory

Multi-turn task

Single-turn task

___________

ﬂ‘ ﬂ Identify 1 =)

D cquarion_ EE_’;'? —
Q- -

J Reuse =)

\_quadratic formula !

( Q:Solv5x2—1x+7=0 A

_______

Identify 1

______

_______

Apply 1

What are the Quadratic formula:
For 2x2 + 3x - 1,

solutions for 2x2 + 3x 5> <:r 2)(0.; X o> -b + Vb2 - Hac

~91-07 X=ma s 2a

Quadratic
formula

Conversational
Recall
« Most agent memory today focuses on conversational recall.

 This means recalling @hat was said, not what was learned.
« Real agents need to reuse experience and improve over time.

[1] Evo-Memory: Benchmarking LLM Agent Test-time Learning with Self-Evolving Memory



Problem Setting: Streaming and Evolving Tasks

Environment
&
{} search {J search } search o g « We consider tasks arriving as a
@a @a @a ﬁ@ continuous stream.
o Synthesis S §Synthe5|s " @Synthess ) ReMem' gy W e Tasks qan be Singl.e—turn
S \‘ P \ ©0 Tl interaction. . .
@ B @Evowe o Devoe w3 « The key challenge is learning
o e across tasks at test time.
o0 U B o0l Mermory
(a) Test-time Evolution Setting (b) Illustrative Think-Act-Refine Loop

« Proposed ReMem, which has three core operations. Think, Act, and Refine Memory.
« Unlike prior agents, memory itself becomes a reasoning object.

« Reorganize and prune memory during inference.



Self-Evolving: Advancing/Creating Agentic Skills

Self-evolving Planning Self-evolving Tool-Use Self-evolving Search
N .
; o3
Task Generation ﬁ E Tool Synthesis Knowledge Synthesis

Dynamic Retrieval

Q&) @

Wl a
i Strategy Refinement Tool Creation

Evolving Planning Evolving Tool-use Evolving Search

Synthesizing Planning Tasks Creating and Synthesizing Tools Evolving Memory Bases

Agents can autonomously generate tasks, learn from The culmination of in-context reasoning is the emergent Agents continuously update their memory base during
their own feedback, and adapt strategies through capability of agents to autonomously create new tools. task execution, while dynamically adjusting how search
iterative interaction with the environment. is performed over this evolving knowledge.

Example: SELF, SCoRe, PAG, TextGrad Example: MemOS, MemGPT

Example: LATM, CRAFT



Self-Evolving: Advancing/Creating Agentic Skills

Interaction Learning to Use Memory Skills Skill Bank Skill Evolution
Traces (Controller & Executor) | (Shared A Training) . (Designer)

: p Sequential Process ! ! . = :
|l s & OB HTrace 1 O @ | Segmenter | < [Refine Existing Skills| |!
: - Text Span 'é Propose New Skills | |!
i ' | LM-based Feedb :
[Trace2 ©O® e e o] |
: 3 Analyze Failures | ||
: Current | Tnput M, | ]
: | ‘Text Span Retriever €= Two-stage Skill Evolusion ||
|Trace3 O® L i N :
: || Aggregate Cases | |:
' || from Each Cluster | ||
. Filter by Reward

| ilter by

Score and Fail Count!

Difficulty Filtering | |'

Divided by Groups

Cluster Hard Cases | ||

. (S — :
d Hard Cases

= | Trigger Periodically :

lard Cases

=

E E Evaluation on Training Dafa‘_) Task Reward | E

Record Recently Observed Failure Cases

Evolving Skills [1]

Challenger iterative 1 Challenger iterative 2 Challenger iterative N
a 3 o

RLVR & SFT Task Solution

<4 Label-Free RL ~ Task Soluti«%

Task% Solmi«%

R-Zero (ours)

601 Quen4p-Base

Solver iterative N

{ l:> Evolves Info --=====ze=e-- »Provides Training Data —————— Provides Reward]

Wi o
Solver iterative 1 Solver iterative 2

o
SuperGPQA Math Avg MMLU-Pro

Data and Model Co-evolving [3]

\/ Batch of Queries Q: = {4 qu.z,.w.qx,af

v

Parallel Batch Evolution @

Tool \‘
Devp | New Tools Local Tool
g | Pool(Pi)
4

Provisioned Tools & Task

Tools Request 3%
R

3D, Responsea

i Global Tool ¢ t

i Pool (T 1) Missing Capability

L 2

| Local Tool Pools {P...Piz.....Pus} |

-

»&"
Absorbing Mechanism ° 3 (\i’ Iy Consolidated
- 7 < <
( Aggregator | [ Merger | @ A /5 = (Gl%m)ltonl Pool ‘

Evolving Tools |2]

To be evolved...

[1] MemSKill: Learning and Evolving Memory Skills for
Self-Evolving Agents

[2] Yunjue Agent Tech Report: A Fully Reproducible, Zero-Start
In-Situ Self-Evolving Agent System for Open-Ended Tasks

[3] R-Zero: Self-Evolving Reasoning LLM from Zero Data
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Pillar 3: Collective Multi-Agent Reasoning

Rather than identical problem solvers, agents assume complementary roles, such as Manager for task decomposition, Worker for

execution, and Verifier for evaluation, enabling specialization and division of cognitive labor. This role differentiation marks the first

step toward collective intelligence, where reasoning is distributed and coordinated across multiple agents.

Role Assigning

How to design static or adaptive roles
that align with task structure and
expertise distribution.
Collaboration

How agents exchange intermediate
reasoning, negotiate consensus, and
divide labor efficiently.
Co-evolving

How shared or distributed state
supports long-term coordination and

continual adaptation.

f@@@ Role ng
®A55|gn|ng Q¥

@Z— Co- h
ggg evolving

» Generic » In-context collab > Distributed update

VY Y4

@% Collabo-
Q ration

» Domain-specific » Post-training > Role-aligned usage

0’%‘0 g:égg |DDI | Co-update
" 8!8
Centralized Streamlined

Manager Planner

O |Support>(Collaborat|on) <Support| (Memory ) .
2

Cr|t|c Tester ..-' %g

Distributed

 Bad=l

\Collective Multi-agent Reasoning (>§Section 5) J




Multi-Agent Systems: Generic Role Taxonomy

Generic Roles

Leader Sets objectives, decomposes tasks
Worker Executes assigned subtasks
Critic Reviews outputs, identifies errors

Memory Keeper Maintains shared context

Facilitator Manages information flow

Domain-Specific Roles

Software Engineering Healthcare & Medicine

Finance & Analysis Legal Research

Multi-agent systems often mirror organizational structures by
assigning generic roles. These roles distribute cognitive labor,

creating a system of checks and balances.

Generic Roles (1>§5.1.1)

Leader/Coordinator Worker/Executor Critic/Evaluator Memory Keeper Communication Facilitator

& B & & A

Software Engineering  Finance Legal Activities Education Healthcare Biomedicine Music
Specific Domains (>§5.1.2)




Collaboration and Division of Labor

In-context Collaboration

Py
H

(]
(L
Cascading ierarchical Role-based
Manually design Manually design Manually design )
Sequential chains I d system with
with a fixed flow hierarchical structure fixed-role agents

Automated

Leverage LLMs to
orchestrate agent
coordination

Post-training Collaboration
4

Graph-based Opt.

Model topology as
communication graphs
for optimal coordination

Prompt Opt.

Refine task-specific
personas and adjust
system prompts

Policy-based Opt.

Learn agent-selection
policies via advanced
training paradigms

In-Context Collaboration

Coordination strategies are specified at inference time
without additional training.
e  Manually Crafted Pipelines: Relies on predefined
hierarchies or fixed workflows (e.g., MetaGPT).
e LLM-Driven Pipelines: Leverages an LLM as an
orchestrator to dynamically decompose goals and

route tasks.

Post-Training Collaboration

Optimizes agent roles, interaction structures, or routing
policies through learning or search.

e Prompt Optimization: Refines agent roles and
workflows encoded in prompts to yield better
coordination.

e Topology Optimization: Treats the MAS as a graph
and uses graph-based or policy-based methods to learn

an optimal communication structure.



The Four Dimensions of Multi-Agent Memory

Four Dimensions of Memory Design

Arch — — . S
f'c ltef:ture Content Architeeture ..: Content

Hierarchical (global coherence) Semantic (concepts) vs. : :

vs. Flat (simplicity). Procedural (action sequences).

Topology Management

Centralized (consistent) vs. Summarize & Forget vs. Filter & Procedural

Decentralized (scalable)_ Verify mechanisms. ] e ig® g auaf Vg R ceneeiieicnaisniesenecancnee?
Ma nagement

Collaboration Strategies

« In-Context Collaboration:
Agents share reasoning through structured message passing.

« Post-Training Collaboration: x Summarize  Filter and

.. and Forget Verify /

Agents are jointly trained with shared reward signals (MARL).




Training Multi-Agent Systems to Evolve

Recent advancements are shifting multi-agent systems from fixed, hand-designed coordination toward training paradigms that
enable agents to evolve collectively over time. This transforms the system into a self-improving organization that adapts its

structure, communication, and policies in response to the environment.

Co-evolution via Interaction
Utilizes training objectives that couple interaction, feedback, and role specialization, allowing for collective skill growth without

external supervision.

Multi-Agent Reinforcement Fine-Tuning

Applies principled RL frameworks tailored to LLM-based agent organizations to stabilize collective post-training adaptation.

Preference- and Alignment-Driven Evolution
Studies evolution under preference- and alignment-driven objectives, learning collective policies from human-derived or

Al-judged feedback.



Collective Multi-Agent Reasoning

‘ Q: What is the historical agreement ‘
i that officially ended World War I?  ;

Iteratively selecting words until reaching <EOS>

Multi-agent Context Inference [1,2,3]
«  Combine multiple LLM outputs to reduce
uncertainty and improve answer reliability

4\ Uncertain [§,3»J Union]

Versallles

[1] AdaFuse: Adaptive Ensemble Decoding with Test-Time Scaling for LLMs

P 9 -0 -
LMz ST [2] Harnessing Consistency for Robust Test-Time LLM Ensemble
[3] Inference Scaling of LLM Ensembling: Bridging Token Spaces with Token Translation
relevant memories ) . .
o] ] | [ e | Multi-agent Collective Memory |4]
[ el « Structured memory management enables persistent

Route to relevant managers

context and long-term reasoning

. Acknowtedgoment | LS o [4] MIRIX: Multi-Agent Memory System forLLM-Based Agents
[Lomme] ] [ [ ]

Multi-agent Collective Training |5.6]
« Multiple agents coordinate through iterative interaction

and verification
« Improve reasoning through collaborative optimization

[5] MAPoRL2: Multi-Agent Post-Co-Training for CollaborativeLarge Language Models with

Reinforcement Learning
[6] Transformer Copilot: Learning from The Mistake Log in LLM Fine-tuning
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Applications: Agentic reasoning is transforming scientific
discovery, healthcare, robotics, and software engineering

</> Math & Code

Symbolic manipulation, iterative debugging, and collaborative proof
construction.

AlphaProof, Manus Al, Cursor, GiHub Copilot, Codex and Claude Code

A Scientific Discovery

Hypothesis generation, experiment automation, and literature synthesis.

Al Scientist, DeepResearch

% Healthcare & Medicine

Clinical reasoning, diagnosis support, and personalized treatment planning.

MedAgent, ClinicalAgent, MedOrch, AgentMD

@ Embodied Agents

Perception-grounded planning, physical action execution, and environment
adaptation.

LLM-Planner, Gemini Robotics, Octopus

/AN

#=» Autonomous Research

A\ /4

Long-horizon web navigation, information synthesis, and report generation.

WebRL, WebAgent, GUI Agents, Mobile Agent

PARADIGM SHIFT

From benchmark-driven evaluation to open-ended exploration—agents

actively discovering new knowledge.




Application Overview

Agentic Reasoning
Applications
(C>§Section 6)

A EE Reasoning Layers

/J \\

J

» — [ - )
&3 Foundational Self-evolving 8 ¢ Collective 7
ﬁ o ©]
o0 () & & -@:
A il L &F 0| N &
© ] @I 288
: R Multi-agent

¢ | Planning Tool Use Search Feedback Memory Evolving traxo?mgmvcmll‘abloarg:i'c‘m cgf:\zn%g J

R

x@f

60

4 4 ( )
Math Exploration Scientific Discovery Embodied Agents He.al.thcare & Web Exploration and
and Vibe Coding Agents ([>§Section 6.2) (>>§Section 6.3) Medlcm(? Agents Research Agents
(>8§Section 6.1) (P>8Section 6.4) (>8§Section 6.5)
— = ° O — % oo——)
= ¥ b 2
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Mathemetical

Agentic capabilities

- code execution for LEAN verification and
python [foundation layer: tool-use]

- search and retrieval from MathLib
[foundation layer: tool-use]

- lemma verification [self-evolving layer:
feedback]

- verified lemma is stored for re-use
[self-evolving layer: memory]

- multi-agent framework: natural language
prover, sketch model, agentic prover

[collective layer: multi-agent]

[Ref: Seed-Prover 1.5: Mastering Undergraduate-Level Theorem

Proving via Learning from Experience, arXiv 2025]

S)

Formal statement
e

theorem example

(H : AddSubgroup ...)
(

h_fin : H.FiniteIndex) :

=T := by sorry

isubgroup...
'

\## tool trigger
ifunc="verify_lean"
,arguments = {

1 code = "lemma roundl..."

b
\## end of tool call
H

'
'We need to prove that any

?

v
:## Proof..

h/ k+1th turn

"

=P  Assistant Response === Lean Tool Response(s)

1Looking at the definition of
1"AddSubgroup.Finiteindex" in
Imathlib...

'

'
'
'
'
‘## tool trigger '
rfunc="verify_lean" '
Jarguments = { .
d code = "lemma round1..." !

'

'

No goals

" 15t turn
&

User Prompt = Assistant Response =3 Lean Tool Response(s) == ... =—>» Assistant Response =3  Search Tool Response(s)

i
1# Feedback from Lean compiler
J"stderr": [

=P Assistant Response

\Great, we have proved ‘round1..."
:

\we have all we need, let's finish
ithe theorem

\## tool trigger
ifunc="verify_lean"
Jarguments = {

1 code = "theorem eq_..."
.

## end of tool call

?

" Kkth turn
Sact |

'# Feedback from Lean compiler

'need to prove that 'n+ (((q/(n: @) : @/ I"results”: [
\(Int.castAddHom @).range)) = (q: @ / ]
:(Im.caslAddHom Q).range) . + "name":

:"Jonl AddSubgroup.FiniteIndex",
1 "file": "Mathlib.GroupTheory.Index",
! "declaration": "class

: '

: '

' H

: :
' ! y
1### Problem 1: Finding "n" for finite index ! '
’ '
! 1_root_AddSubgroup.Finitelndex {G : :
: '
! '
' '
: '
‘ '
' H
' i
. '

subgroup
'

:Looking for the correct lemma in mathlib for
'finite index subgroups.

1## tool trigger
:Iunc:“ma(hhb,semanuc,search“
J"arguments": {"query": "If a subgroup has finite
‘index in an additive group, then there..."}}

\## end of tool call

1Type"} [AddGroup G] (H : AddSubgroup
1G) : Prop where",

,  "semantic": “Finite Index Additive
+Subgroup | An additive subgroup has a
finite index if its index is not zero.

Lean Context

@ - :
Initial Context ( \) import Mathlib

After k+1th turn, the verified lemma is saved
and converted to axiom

A (G "
Updated Context ( / { g%ﬁx::::b

J

Incremental evolution of the Lean code context throughout the tool-call trajectory



Scientific Discovery

b I Literatures & Data Dataset User Query
Agentic capabilities
gentic cap e . @
- code execution [foundation layer: tool-use] rtamalliention Lacation
& Hypothesizing e
- search and retrieval for RAG [foundation layer: tool-use] . Q n_ll
Da ing Critic A
- self-evolving memory module [self-evolving layer: memory] feene ~
) Manual Experiment 5@
- feedback loop [self-evolving layer: feedback]
Human Analysis & Agent
. ope . . . . Writin;
- multi-agent framework: critic, ideation, analysis, experiment e 1 =
. . ) L. Static \) . = ) ;ITI"E = "
[collective layer: multi-agent] \ S J e Codebase Dt

[Ref: SciDER: Scientific Data-centric End-to-end Researcher, arXiv 2026] Fitrure 12 Blowiehart of expertzbased and LIM-based

research lifecycle.



Scientific Discovery

A trending topic: solving very difficult scientific problems,
mostly open problems actively studied by human as well
Ex: optimization constants in Mathematics

Agentic capabilities:
- code execution such as parser and evaluator for
verification
- program database serves as memory
- feedback loop that takes verified result and
Additional component:
- test-time training/learning for further
improvement
Representitave works:
AlphaEvolve, OpenEvolve, ThetaEvolve
TTT-discovery, DeltaEvolve, EvoX

; AlphaEvolve Dynamic Environment
Res| tial
ponse Prompt (async) sequential o
li '
<think>...</think> Meta Information G !
{
<<<<<<<SEARCH Prior Programs i
# Original Code + results Prompt g Program
sesssss Parent Program Builder Database
SineNcade + result
>>>>>>>REPLACE
Instruction
Optional) RL trainin ) )
Response (Op ) 9 Batch ThetaEvolve Dynamic Environment
(1, 1)~(B, n) Prompt 1~B sampling E
<think>...</think> :
AR Meta Information S 5 (Large) @;’;‘:ﬂs Verifier
# Original Code Parent Program b Program +
_______ + result Builder results Parser
_______ Database (1, 1)~(B, n)
# New Code Instruction Evaluator
>>>>>>>REPLACE

[Ref: AlphaEvolve: A coding agent for scientific and algorithmic
discovery, 2025]

[Ref: ThetaEvolve: Test-time Learning on Open Problems, arXiv
2025]



Embodied Agent

Agentic capabilities [Ref: Embodied Al Agents: Modeling the World, arXiv 2025]

- multi-modal perspection [foundation layer: bl fetiog Word

t | ] User Q*‘.”IZ. '('::::Z::;;_e:d:b:ai;:::::::.). Environment

ool-use N S

. . . . . »/”eg, N 9"?«’,/"0
- interaction with environment and action U, % S

NNy i v 2, o (,0
) ) % s\\\* ’/,/,/ Qé

execution [foundation layer: tool-use] ) @

- personalization entities stored as memory Einbodiad Al fgert
. v
[self-evolving layer: memory] Perception Memory Previed St
. . S = fil =) Previous Show/Tell S Stowing
Integration with world models E Visual . Lo UserProfil O Visualillustration Action & Control
w5 Gestures, Gaze & Location, entity # Previous Digital Action . Telling Robot execution

. . . . User Quen i i

- instead of next token prediction, next action & ' Verbal nstraction
. X Memory ‘ T T
prediction
Observation l l Previous State T Next Step Action
- Visual, Physics and Mental world models
World Model

- sees (or senses), predicts, acts and interacts reasoning & planning




Autonomous Research

Paradigm shift:

We have seen papers such as

Al Scientist, CycleResearcher, Zochi, Al Scientist v2,
Al Researcher, and DeepScientist

-> producing “academic-format papers”

Now, we want not only producing papers that are
“seemingly good” but instead, that can “efficiently and
reliably expand the frontier of knowledge”.

FARS: Fully Automated Research System, Feb 2026
[Ref: https://analemma.ai/fars/]

Some additional agentic capabilities:
- data synthesis [higher-level planning]
- LLM-as-judge [planning]
- web retrieval [tool-use]
- file system as memory backbone [memory]

‘ Experiment ‘ Writing

‘ Planning ‘

‘ Planning ‘ ‘ Experiment ‘ Writing
Ideation

O fars-analemma

-0 Commits on Feb 12, 2026

‘ Planning ‘ ‘ Experiment

Access resources by tools and skills

Web resources GPU cluster

G I

Shared file system Model inference endpoints

-0
Ul l o


https://analemma.ai/fars/

Benchmarks: Evaluation frameworks capture multi-step
reasoning, tool use, and collaborative coordination

%4 Mechanism-Centric
TOOL USE
ToolBench, API-Bank, ToolEval

SEARCH & RETRIEVAL
WebArena, FRAMES

MEMORY & LONG-HORIZON PLANNING
LongMemEval, LOCOMO

MULTI-AGENT
MultiAgentBench, BattleAgentBench

=

Memory Multi-agent
Tool Use Management Collaboration
» Single-turn » Long-horizon » Game/Simulation
» Multi-turns » Multi-session » Language/Social
(>§7.1.1) (>§7.1.2) (>§7.1.3)

4 Application-Level

EMBODIED AGENTS
AgentX, BALROG, AndroidArena, StarDojo

SCIENTIFIC DISCOVERY

DiscoveryWorld, ScienceAgentBench

AUTONOMOUS RESEARCH

DeepSearchQA, HLE, xBench-DeepSearch, ScienceQA, HLE
WEB & 0S

WebArena, Webshop, OSWorld, MindAgent

Application-centric Benchmarks (©>§7.2)

ﬁ%“&@ﬂ

Embodied Scientific Aut nous L Web General
Agents Discovery Research Cllnlcal Browse Too-use

(>§7.2.1)  (>§7.2.2)  (D>§7.23)  (>§7.2.4)  (D>§7.25)  (D>§7.2.6)

There is still limitation: Current benchmarks often focus on final-answer accuracy rather than reasoning process quality, missing the

®  nuance of agentic behavior/often focus on fixed task distribution, lacking extensibility to drifting task environments.



Roadmap

Background and Overview

Pillar 1: Foundational Agentic Reasoning
Pillar 2: Self-Evolving Agentic Reasoning
Pillar 3: Collective Multi-Agent Reasoning

Applications and Benchmarks

Open Challenges m
Discussion




Six frontier challenges define the next decade
of agentic reasoning research

01 02 03
User-Centric Personalization Long-Horizon Reasoning World Model Integration

Agents must learn individual preferences and Overcoming context limitations to maintain Integrating learned world models to simulate future
communication styles to provide truly personalized coherent goals and execution over extended states, enabling robust planning and reducing
assistance over long-term interactions. timescales (weeks or months). real-world trial-and-error.

04 05 06

Multi-Agent Training Latent Agentic Reasoning Governance & Safety

Developing new RL frameworks to jointly train Moving reasoning from explicit token generation to Ensuring alignment, preventing misuse, and
multiple agents with shared objectives and latent space computation for greater efficiency and establishing accountability frameworks for
emergent communication protocols. capability. increasingly autonomous systems.

"The convergence of these directions points loward a future where Al agents serve as genuine collaborative partners.”



Conclusion:
A Paradigm Shift in the Second-half of Agentic Al

Four Key Contributions of this Survey:

e Conceptual Framing: Formalizing Agentic Reasoning across foundational, self-evolving, and collective layers.

e Systematic Review: Analyzing single-agent, adaptive, and multi-agent systems across in-context and post-training
dimensions.

e Applications & Evaluation: Reviewing real-world applications and benchmarks that illustrate agentic mechanisms.

e Future Agenda: Identifying emerging challenges in robustness, trustworthiness, and efficiency for the next generation of

agents.

Agentic reasoning marks a fundamental shift from models that passively generate content to autonomous systems that actively
perceive, reason, and act. This survey provides a unified roadmap that bridges thought and action, guiding the future development

of intelligent agentic systems.



Thank you!
Discussion & QA



